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Preface 

This century has seen a rapid development of a great variety of different 

approaches to statistical inference and decision-making. These may be divided 

broadly into three categories: the estimation and hypothesis testing theory of 

Fisher, Neyman, Pearson and others; Bayesian inferential procedures; and the 

decision theory approach originated by Wald. 

Each approach is well documented, individually. Textbooks are available at 

various levels of mathematical sophistication or practical application, concerned 

in the main with one particular approach, but with often only a passing regard 

for the basic philosophical or conceptual aspects of that approach. From the 

mathematical and methodological viewpoint the different approaches are compre- 

hensively and ably described. The vast amount of material in the professional 

journals augments this and also presents a detailed discussion of fundamental atti- 

tudes to the subject. But inevitably this discussion is expressed in a sophisticated 

form with few concessions to the uninitiated, is directed towards a professional 

audience aware of the basic ideas and acquainted with the relevant terminology, 

and again is often oriented to one particular approach. As such, the professional 

literature cannot (nor is it intended to) meet the needs of the student or practising 

statistician who may wish to study, at a fairly elementary level, the basic concep- 

tual and interpretative distinctions between the different approaches, how they 

interrelate, what assumptions they are based on, and the practical implications of 

such distinctions. There appears to be no elementary treatment which surveys and 

contrasts the different approaches to statistical inference from this conceptual or 

philosophical viewpoint. This book on comparative statistical inference has been 

written in an attempt to fill this gap. 

The aim of the book is modest; by prcviding a general cross-sectional view 

of the subject, it  attempts to dispel some of the ‘air of mystery’ that must 

appear to the inexperienced statistician to surround the study of basic concepts 

in inference. In recognizing the inevitable arbitrary and personal elements that 

must be reflected in any attempt to construct a ‘rational’ theory for the way 

individuals react, or should react, in the face of uncertainty, he may be better 

able to understand why factional groupings have developed, why their members 

attach ‘labels’ to themselves and others, and why discussion so easily reaches 

a somewhat ‘emotional’ level. By stressing the interrelationships as well as the 

conceptual conflicts it  is hoped that the different approaches may be viewed as 

a composite theory of inference, the different methods having separate relevance 

in different situations, depending on local circumstances. The book achieves its 

object substantially if it does no more than persuade the reader that he is not 
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required to ‘stand up and be counted’ with those who have committed themselves 

to one particular attitude towards inference to the exclusion of all others. 

The idea of the book originated from my experience, over several years, 

of running a lecture course on comparative statistical inference. The course 

was attended by final-year undergraduate, and first-year postgraduate, students 

in Mathematical Statistics at the University of Birmingham; it was introduced 

to augment their knowledge of the mathematics and techniques of different 

approaches to statistical inference and decision theory by presenting them with 

the spectrum of philosophical attitudes inherent in a comparison of the different 

approaches. Other universities offer similar courses and this book should provide 

useful collateral reading for such courses, as well as being a general treatment 

of comparative statistical inference for a wider audience. 

This book is not intended as a comprehensive discussion of the mathematics 

or methodology of any particular approach, nor as an authoritative history of the 

development of statistical consciousness. Some historical comment is included 

to add interest, and the mathematics and methodology are developed to the stage 

where cogent comparison is possible. This comment and development, however, 

remains subservient to the prime objective of a comparison of different philo- 

sophical and conceptual attitudes in statistical inference. 

No detailed mathematical proofs are given, and the treatment assumes only 

a knowledge of elementary calculus and algebra (perhaps to first-year univer- 

sity level) and an acquaintance with the elements of the theory of probability 

and random variables. Some familiarity with specific methods of inference and 

decision theory would be an advantage. 

The first two chapters of the book are introductory. Preliminary ideas of infer- 

ence and decision-making are presented in Chapter 1, and applied in Chapter 2 
to the informal construction of various inferential techniques in the context of a 

practical example. Chapter 3 traces the range of different definitions and inter- 

pretations of the probability concept that underlie the different approaches to 

statistical inference and decision-making; Chapter 4 outlines utility theory and its 

implications for general decision-making. In Chapters 5 to 7 specific approaches 

are introduced and developed with a general distinction drawn between clussical 

inference on the Neyman-Pearson approach, Bayesiun methods and Decisiorz 

Theon.  Particular attention is given to the nature and importance of the basic 
concepts (probability, utility, likelihood, sufficiency, conjugacy, admissibility, 

etc.) both within and between the different approaches. The final chapters (8 
and 9) present a sketch of some alternative attitudes, and some brief concluding 

remarks, respectively. 

A subject and author index and bibliography are included, and textual refer- 

ences to books relate, by author’s name and date of publication, to the bibliog- 

raphy. References to papers in the professional journals bear the author’s name 

and an index number, e.g. Savage’, and relate to the list of references at the end 

of the current chapter. It is hoped that readers may be stimulated to delve deeper 

into the various topics that are presented. To assist them to do so, particularly 
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when the book is used as collateral reading for a lecture course on comparative 

inference, certain references in the list at the end of each chapter are marked with 

a dagger, e.g. "f. Cox, D. R. .  . . This indicates material that seems particularly 

suitable as the basis for extended study or discussion of the subject matter of 

the current chapter. The marked references have been chosen, in the main, on 

the basis of providing a broad, non-detailed, extension or reappraisal of relevant 

material -often surveying, interrelating or comparing the different approaches. 

The dagger (t) is in no sense intended as a mark of distinction in terms of the 

merits of different authors' contributions. 
It is necessary to explain one or two particular points of notation at the outset. 

Frequently we will be concerned with data arising from an assumed parametric 

model. The data are denoted x, the parameter, 8. Usually no indication is given 

(or is needed within the general treatment) of dimensionality. Thus, x may be a 

single observation of a univariate random variable, or of a multivariate random 
variable, or may be a sample of independent (univariate or multivariate) obser- 

vations. Similarly, 8 may have one, or many, components. In the same spirit, 

X denotes the general random variable of which x is a realisation. The sample 

space and parameter space are denoted by . I '  and R, respectively. The proba- 

bility mechanism governing the occurrence of x is represented by the function 

p ~ ( x ) ,  with a correspondingly broad interpretation as a probability or probability 

density, or where the emphasis demands it as a likelihood. To avoid the unnec- 

essary complication of distinguishing between discrete and continuous variables, 
and to maintain the presence of P Q ( X )  as a central component in mathematical 

expressions, an individual style is adopted to denote integration or summation. 
The expressions 

k ,  h(x,  8 )  or J, h(x,  8 )  

are used to represent the appropriate single, or multiple, integrals or sums of some 

function h(x ,  8) over the range of variation of x or 8, respectively. The subscript 
. I , ,  or R, will also be attached to the expectation operator E(.), to indicate the 

space over which the expectation is calculated. For example, 

r 

is the expected value of the function g ( X )  of the random variable, X .  (The 

subscripts .Y', or R, will be omitted if the appropriate space is obvious in the 

context of the discussion.) 

The use of the usual integral sign for this purpose may offend the purist. 

However, it seems more appropriate to take such a liberty for the sake of the 
intuitive simplicity of the notation, than to introduce some new symbol and 
require the reader constantly to remind himself of its meaning. 

In particular examples where it  is important to distinguish the structure of .r 

or 8 the more conventional notation for integrals, sums, density functions, and 

so on, will be explained and used. 
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I t  is a pleasure to acknowledge my indebtedness to all those who have 
contributed, in various ways, to the production of this book. Its existence owes 

much to the example and stimulus of colleagues. My debt to the vast literature on 

the subject is self-evident, from the extent to which I have referred to other writers 

who have so often expressed ideas f i r  better than I can. I am grateful also to my 

students, whose comments and enquiries have directed my thoughts to what I feel 

is a reasonable mode of presentation of the material. My thanks are especially 

due to a few friends who have given their time to read and comment on sections 

of the book; in particular David Kendall, Toby Lewis, Dennis Lindley and Robin 
Plackett. Toby Lewis has been a constant source of help and encouragement; I 

am very grateful to him. Every effort has been made to ensure that factual details 

are correct and that historical and interpretative attribution is fair and just; also 
to avoid any implicit bias towards a particular approach to the subject. It is not 

easy, however, to assess these matters objectively, and any errors. omissions or 

bias are unintentional and my responsibility alone. 

October, 1972 

Vic Barnett 



Preface to Second Edition 

Much has happened in the field of inference and decision-making over the decade 

since the first edition of this book was published. The preparation of a second 

edition presents a valuable opportunity to provide more detailed treatment of 

some topics, to offer some discussion of new emphases, techniques and even 

whole approaches to inference, and to reflect changes of basic attitude to the 

subject. 

In classical inference specific attention is given to multi-parameter problems, 
and to notions of ancillarity and conditional inference. The revitalisation of the 
distinction between hypothesis tests and ‘pure significance tests’ is discussed and 

interpreted. The treatment of the role of likelihood is broadened to encompass 
comment on modified forms of likelihood (marginal, conditional, etc.), and to 

expand on the significance of the likelihood principle in the various approaches 

(particularly its relationship to the concept of coherency in Bayesian inference). 
Greater attention is given to practical ways of representing and assessing 

subjective probabilities and utilities, and to work on the application of Bayesian 

methods. The method of Bayesian prediction is outlined. Two new approaches 
are briefly described: pivotal inference and plausibility inference. 

The above topics represent some of the additions in this second edition. The 

book has been thoroughly revised throughout to reflect changes of substance and 
attitude in the intervening period. In particular the reference lists at the end of 
each chapter, and the bibliography, are much more extensive and contain relevant 

contributions to the literature up to the time of the revision. 

It must be stressed, however, that the overall aim of the book is unchanged. 

It aims to present and develop the various principles and methods of inference 
and decision-making to such a level that the reader can appreciate the basic 

characteristics, interrelationships and distinctions of the different approaches. 

Accordingly, detailed mathematical development or proof and comprehensive 

coverage of applications are eschewed (in text, and in references), in order not to 
cloud the objective of presenting in managable proportions a basic understanding 

of essential principle, philosophy, method, interpretation and interrelationship. 

Sheffield, May 1981 

Vic Barnett 
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This 

new 

Preface to Third Edition 

third edition of Comparative Statistical Inference incorporates a range of 

emphases and topics that are having a major influence on inference and 
decision-making, as well as an expanded treatment of the material of earlier 

editions. It reflects the changing relative appeal of certain techniques and prin- 

ciples, advances in methodology and the ever-increasing benefits that flow from 

the power of modern computers and computing methods. 
Some of the changing emphases, advances and new topics described in this 

third edition relate to causal inference, chaos theory, developments of modified 

likelihood forms, fuzzy sets, the generalised linear model, the Gibbs sampler and 

Markov chain Monte Carlo methods, meta-analysis and combining information, 

prediction, prequential inference, sample reuse procedures, and so on. 

A revised edition also offers the opportunity to improve the communication 

of ideas through modified descriptions of some of the material, with alternative 

styles of presentation and with alternative and additional examples. A specific 

difference relates to the reference material, which has, of course, been fully 
up-dated to cover the latest developments and is much expanded in coverage 

and level. Additionally, all references, whether in the form of books or papers 

in journals are now described in the text in standard form-e.g. as Barnett 

(1996)-and gathered together at the rear of the book in a single consolidated 
set of reference and bibliographic material. This is more accessible than the 

previous mix of chapter-end lists and end-of-book bibliography, particularly when 
the coverage has been so substantially increased in the amount and levels of 

treatment with many references having relevance at various points throughout 
the book. 

In spite of the many changes in this new edition, the essential aim remains the 

same: to explain and compare the many approaches to inference and decision- 
making in their various forms and emphases in sufficient detail for an under- 
standing of the historical development of the theme and of the latest advances in 

the expression of concepts, principles and methods. 

Nottingham, June 1998 

Vic Barnett 
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CHAPTER 1 

Introduction: Statistical 
Inference and 
Decision-making 

1.1 WHAT IS STATISTICS? 

It is usual for a book to commence by defining and illustrating its subject matter. 

Books on statistics are no exception to this rule, and we frequently find two 

particular characteristics in such preliminary definitions. The definitions are often 

brief and superficial with the aim of merely ‘setting the ball rolling’, relying 

largely on the reader’s intuitive understanding and motivation. They also tend to 

be directed implicitly towards the particular level and emphasis of the treatment 
being presented. It is interesting to consider some examples. 

The early use of the word ‘statistics’ was to describe ‘tabulated numerical 

facts relating to the state’. Much later the term began to be employed as a 
label for a particular scientific discipline. This distinction is still apparent in 

introductory remarks in books at various levels. The stress is on the former or 

latter aspect depending on whether the book is more concerned with the collection 

and presentation of data (‘descriptive statistics’) or with statistical methods for 

analysis and interpretation of the data. 

For example, Mason, Lind and Marchal ( 1983) define descriptive statistics as: 

Methods used to describe the data that have been collected (p. 3) 

distinguishing this from statistics : 

The body of techniques used to facilitate the collection, organisation, presentation, 
analysis, and interpretation of data for the purpose of making better decisions. (p. 3) 

Apart from the reference to ‘decisions’, Neter, Wasserman and Whitmore ( 1978) 

in an introductory book on ‘applied statistics’ adopt a similar stance: 

. . . statistics refers to the methodology for the collection, presentation. and analysis 

of data, and for the uses of such data. (p. 1) .  



A further retinement appears i n  the detinition ot' Iizjkwvliti~ii .stcitistic*.\ by 
Scheaffer and McClave ( 1982) as: 

. . . ii\c ot data to mahe intelligent, rigorous, \tatcment\ (inference\) about a much 

larger phetionienon from uhich the data were selected. (p .  1 ) 

Signalling the distinction between the sample and population, and chiming 

urith the early detinition of statistics by Egon Pearson (Bartholomew, 1995); 

the \rid> o f  the collecti\re characters of populationx. 

When intere5t focuses on the formal (mathematical) derivation and detail of 

the statidcal methods, definitions becorne more 5pecific o n  the nature of the 

data to be analqvd and on the presence of a chance mechani5m operating i n  the 

\ituation\ that 1 ield the data. Stuart and Ord ( 1994) reniark: 

Statistics is the branch o f  scientific method that deals Ltrith the data obtained bq, 

counting or measuring the properties o f  populations o f  natural pheiiomcna. I n  this 

cictinition 'natural phenomena' includes :ill the happenings of  the external umorld, 

whether human o r  not .  (p .  2 )  

Cox and Hinkleq ( 1974) introduce at the outset the idea of indeterminateness in 

s ay I ng : 

Statistical nicthods o f  analysis ;ire intended to aid the interpretation of  data that 

;ire subject to appreciable haphaziird L'ariability. ( p .  1 ) 

:is does SteLrens ( 1968) in defining statistics as: 

. . . ;I \tr;iighttom 3rd discipline designed to :implit> the poL+er o f  coininon wn\e  in 

the di\cernment o f  orcier amid cornpleuity. (p.  854) 

Fraser ( 1976) is more formal: 

S t ~ i t r \ t r c u l  tlwor-)' . . . build4 on the ii\e o f  probability to describe I ariation . , . . (p .  2 )  

hlwt  of the abo\e definitions are general enough to place little constraint o n  

the \uhsequent development of the statistical method5 or theory being presented. 

H o i t ~ b  er. many examples may be found where the preliminary definition of 

the wbject matter refects a particular philosophical or conceptual emphasis in 
the later material. They may imply ii concentration o n  a single interpretation 

of' the probabilitjr concept. or a particular attitude to what constitutes relevant 

informiition for statistical \tudq and to how it  should be processed. The ji.eqiwvlic\* 

concept of probability i5 explicit i n  the comments by Hoe1 ( 1971): 
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. . . statistics is the study of how to deal with data by means of probability models. 

It  grew out of methods for treating data that were obtained by some repetitive oper- 

ation . . . . The statistician looks on probability as an idealisation of the proportion 

of times that a certain result will occur in repeated trials of an experiment . . . . 
(p. I )  

The notion of ‘information’ is made explicit in Miller and Miller (1994): 

The object of statistics is information. The objective of statistics is the understanding 

of information contained in data. 

Decision-making features in some definitions as we have noted above. Sometimes 
it is informally described and not clearly differentiated from inference: 

. . . statistics has been concerned with drawing judgments from obserirations. 

(Hinkelmann and Kempthorne, 1994, p. 27) 

Chernoff and Moses (1959), in an introductory text on decision theor?., are dissat- 

isfied with a definition that places emphasis on ‘data handling’: 

Years ago a statistician might have claimed that statistics deals with the processing 

of data. . . . to-day’s statistician will be more likely to say that statistics is concerned 

with decision making in the face of uncertainty. (p. 1 )  

In an elementary treatment of Bayesian statistical irzferertce, Lindley ( 1965b) sees 

statistics as the study of ‘how degrees of belief are altered by data’. Savage et al. 
( 1962) stresses a personalistic function of the subject: 

By [statistical] inference I mean how we find things out-whether with a view to 

using the new knowledge as a basis for explicit action or not-and how it comes 

to pass that we often acquire practically identical opinions in the light of evidence. 

(p. 1 1 )  

These few illustrations are not intended to be comprehensive or even representa- 

tive. They merely serve to demonstrate possible purposes behind an introductory 

definition of statistics. Definitions of the general type, often deliberately cursory 

or incomplete, serve ably to motivate a mathematical or methodological treatment 

of the subject at any level and from (almost) any viewpoint. In cases where the 
definitions are more specific, more personal, they provide an indication of the 

emphasis and viewpoint adopted in the subsequent development. For our present 

needs they underline a feature of the study of statistics that is basic to the purpose 
of this book: that there are a variety of aspects of the subject in which there is 

room for discussion and individual viewpoints. Different attitudes to 

(i)  

(ii) what constitutes relevant irzformatioiz for the application of statistical 

what is meant by probability, 

met hods, 
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( i i i )  whether or  not any limitations need to be placed on the areas of human 

activity amenable to statistical analysis, and so on, 

will all inevitably colour and influence the approach to statistics. The object of 

this book is to examine the fundamental nature of statistical theory and practice 

by a comparative study of the different philosophical, conceptual and attitu- 

dinal (sometimes personal) ‘approaches’ to the subject. To achieve this it  will be 

necessary to consider basic concepts in detail, and to develop the mathematics 

and methods associated with the different approaches to the stage where detailed 

comparison is possible. 

For these needs, however, we cannot be content with either a superficial or an 

idiosqmcratic definition of statistics. To commence with an ‘emotionally charged’ 

definition is to defeat at the outset the aim of presenting a fair cross-section of 
Lriews and attitudes. In a sense no definition is needed, since the book as a whole 

may be regarded as an attempt to provide such a definition. But we must start 

somewhere, and the best course is to construct a preliminary description of the 

purpose and function of statistical study that is, on the one hand, general enough 

to accommodate the widely differing philosophical and conceptual views that 

exist, and, at the same time, specific enough to mark out the basic components 

of u t i j ’  theory of statistics. 

This is no easy task; in attempting to be ‘impartially specific’ there is the risk 

that we end up by saying nothing of value. But better to say too little at this 

stage than too much. The gaps can be filled in as the book progresses. 

With this attitude we provisionally define statistics as the study of how infor- 

mation should be employed to reflect on, and give guidance for action in, a 
practical situation involving uncertainty. 

This definition contains a variety of ingredients that require fuller description. 

What is meant by ‘a practical situation involving uncertainty’ ? What constitutes 

‘information‘ ? What is the implied distinction between the ‘reflection’ and ‘action 

guidance’ function of statistics? The following sections consider these points in 

more detail. 

1.2 PROBABILITY MODELS 

In amplifying this definition the natural starting point is to consider what is meant 

by ’a practical situation involving uncertainty’. 

We have in mind that circumstances exist, or have been contrived through 

experimentation, in which different possible outcomes may arise that are of 

concern to US as the observer, or experimenter. The essential feature of the situ- 

ation i \  that thew is t w w  tlinri one possible outcome and that the uctuul outcotne 

is i i t i k i i o \ t w  to us irr cicirwrc*e: i t  is irrckternrirznte. Our interest may be in knowing 

uhat that outcome will be, or in deciding on a course of action relevant to, and 

affected by, that outcorne. A doctor prescribes a drug for a patient-will it be 
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successful in curing his patient? Should we decide to spend tomorrow at the 
beach-when the weather may or may not be fine, and the state of the weather 
will seriously affect our enjoyment of the exercise? 

Any attempt to construct a theory to guide behaviour in such ‘situations 

involving uncertainty’ must depend on the construction of a formal (logical 

or mathematical) model of such situations. This requires the formulation of a 
concept of probability, and associated ideas of independence, randomness, etc. 

as a mechanism for distinguishing between the different outcomes in terms of 
their degree of uncertainty. We shall see later that, in response to the nature 

of the situation and depending on individual attitudes, a variety of philosoph- 

ical interpretations of the probability concept can exist. These interpretations 

may colour the theory of statistics developed to deal with the situation, and 
it  is therefore useful at this stage to indicate some of the broad distinctions that 

exist. 
A hint of the dilemma is provided in the example of a doctor prescribing a drug. 

A simple model for this situation is one that specifies two possible outcomes, 

that the patient is cured or is not cured, and assigns a probability, p ,  to a cure, 
1 - p  to no-cure. But how are we to interpret the probability that the patient is 

cured by the drug? We might adopt the attitude that the patient is ‘typical’ or 
‘representative’ of a larger population of patients with a similar physical condition 
who have been, or will be, treated with this drug. This leads to a frequency-based 

view of probability, in which p is related to the proportion of cures, or potential 
cures, in the larger population. 

Alternatively, we may prefer to regard the patient as an individual, whose 
personal physiological and psychological make-up will determine the success or 
failure of the drug in his or her case: we cannot now usefully regard the patient 

as a representative member of some larger population. After all, even if we know 
that 80 per cent of the larger population are cured we still do not know whether 
or not this particular patient will be. If we reject representativeness in a larger 

population, the frequency concept of probability no longer has relevance, and 

some other interpretation is needed. One possibility is now to regard the proba- 
bility of a cure as a measure of the doctor’s (and patient’s) ‘degree-of-belief in 
the success of the treatment. Here we are likely to need a subjective interpreta- 

tion of the probability concept. In practice the doctor’s decision to prescribe the 
drug is likely to stem from an informal combination of frequency and subjective 

considerations, aimed at an assessment, or ‘estimate’, of the value of p as a 

guide for action. We shall return to this question of alternative interpretations 

of probability, and their implications for the construction of statistical theories, 

in Chapter 3, where the contrasting ideas of ‘classical’, frequency, logical and 
subjective or personal concepts of probability are discussed and illustrated. 

The model of the practical situation consists, essentially, of a statement of 

the set of possible outcomes and specijication of the probabilistic mechanism 

governing the pattern of outcomes that might arise. Inevitably, the model is 

an idealisation of the real situation. Its adequacy depends on how valid and 
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appropriate are the (often simple) assumptions on which i t  is based. The funda- 

mental concern of the statistician is to construct an udequute model, either as 

a description of the real situation (and there the interest rests) or to suggest a 

reasonable course of action relevant to that situation. The real-world situation 

becomes replaced by the model and any description, or action, relates to the 

model as a substitute for the situation. Some simple examples may clarify this: 

( i )  A radioactive substance emits a-particles. The substance is characterised by 

the rate at which i t  emits these particles. A Geiger counter is placed nearby and 

records the a-particles that bombard i t .  The usual assumptions of randomness 

and independence of occurrence of the a-particles lead to a probability model 

for this situation-in which the number of a-particles recorded in a fixed time 

interval, (0, T ) ,  has a particular probability distribution; namely, the Poisson 

distribution. This model is fully specified by a single jxircinieter-, its mean, which 

is proportional to the rate of emission, A, of the a-particles. 

Thus, a fairly complex physical situation has been replaced by a simple prob- 

ability model, in which the extent of our uncertainty is reduced to a single 

unknown quantity related directly to our prime interest in the physical situation 

itself. Methods of probability theory make i t  possible to deduce the pattern of 

results we would expect to observe $ci f id ly  specijiedfiinn ($the rzzodel i s  q 2 j i r - o -  

priute. Thus we can calculate, say, the probability of recording no a-particles 

in a tive-second period. I n  reverse, by comparing the actual recordings on the 

Geiger counter with the deductions from the probability model we can attempt 

to both \ulichte the riiociel and estirmite the i . r r ik i io~w jmrcwzetcr (the mean). 

( i i )  In an agricultural experiment conducted by a seed supplier, four varieties of 

Winter wheat are being compared; for example, in terms of their relative yields (or 

resistance to disease). Large variations of yield will arise due to inhomogeneity, of 

soil characteristics. the geographical aspect of the plot and the cumulative random 

effects of many other factors (including non-constancy of care and measurement 

errors). Several plots are planted with each variety and efforts are made to reduce 

the systematic effects of soil. aspect, etc. and to encourage optimal growth for 

each variety. The yields are measured as an indication of the relative merits of 

the four different varieties with a view to marketing a new improved variety for 

use by farmers. 

Any statistical analysis of the data again rests on the construction of an appro- 

priate mode1 and on an assumption of its adequacy. Here, the assumptions may be 

that the observed values of yield (etc.), possibly after a suitable transformation, 

arise independently from normal distributions with constant variance, differing 

from one variety to another in at most the values of their means. Thus, the model 

embodies a great deal of structure, being unspecified only to the extent of the 

unknown values of a few parameters. Again, the real situation has been replaced 

by the model, and the ideas of probability theory may be applied to deduce the 

characteristic behaviour of data arising from the model, and hence by cissunij , t iori  
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from the real situation. The use of a statistical procedure, e.g. analysis of vari- 

ance, again attempts to rei’erse this process, by using the observed data to reflect 

back on the model (both for validation and estimation purposes). 

What is to be learnt from these examples? First, the relationship between 

the practical situation, its probability model and the information it  generates. 

Secondly, the roles played by a formal theory ofprobability and by statistical 

procedures and methods, in linking these components. 

It is the practical situation that is of prime interest, but this is both inaccessible 

and intangible. An idealisation of it  is provided by the probability nzodel, with the 
hope that it constitutes a valid representation. Being logically and mathematically 

expressed, this model is amenable to formal development. Logical deduction 

through the ideas of mathematical probability theory leads to a description of 

the probabilistic properties of data that might arise from the real situation-oon 

the assunzption that the model is nppropriate. In this way probability acts as the 

communication channel or ‘language’ that links the situation (model) with the 

data: it provides a deductive link. 

The theory of statistics is designed to reverse this process. It takes the real data 
that have arisen from the practical situation (perhaps fortuitously or through a 
designed experiment) and uses the data to validate a specific model, to make 

‘rational guesses’ or ‘estimates’ of the numerical values of relevant parameters, 

or even to suggest a model in the first place. This reverse, iizducti\qe, process is 

possible only because the ‘language’ of probability theory is available to form the 

deductive link. Its aim is to enable inferences to be drabtvz about the model from 

the information provided by the sample data (or perhaps by other information) 

or to construct procedures to aid the taking of decisions relevant to the practical 
situation. What constitutes ‘relevant’ information, and the implied differences in 
the descriptive and decision-making functions of statistical theory, will be taken 

up in the next two sections. 

The different components (practical situation, model, irlforrzzatioiz ) and the 
links between them (deductive or inductive) are represented diagrammatically in 
Figure 1.2.1. 

1.3 RELEVANT INFORMATION 

Returning to the definition given in Section 1.1, a second component that needs 

fuller discussion is the ‘information’ that is to be ‘employed’. 

In examples (i) and (ii) of the previous section, information took the specific 

form of ‘realisations’ of the practical situation: that is, observed outcomes from 

that situation arising from what are assumed to be independent repetitions of the 

situation under identical or similar circumstances. This type of information will be 
termed sample data. Some writers would claim that i t  is only for information of 

this type, obtained in a repetitive situation (potentially at least, if not practically) 

that a concept of probability can be adequately defined, and a statistical theory 

developed. In von Mises’ formalisation of the frequency concept of probability 



8 I N  TRO D U CT 10 N : STATISTICAL 1 N FER E N C E AND DECISION - M A K I NG 

Figure 1.2.1 

(1957; first published 1928, in German) and later in its application to statistics 

(1064) he says (quoting from his 1964 book, published posthumously): 

Probability . . . theory is the mathematical theory of . . . repetitive events. Certain 
classes of probability problems which deal with the analysis and interpretation of 

statistical enquiries are customarily designated as ‘theory of statistics’. . . 

. . . we limit our scope, roughly speaking, to CI mitheniaticctl thrwry of repetitilv 

f’\’t?Iit.Y. (p .  1 )  

and later 

. . . if one talks of the probability that the two poems known as the Iliad and the 
Oci\:wej~ have the same author, no reference to a prolonged sequence of cases is 

possible and it hardly makes sense to assign a nimericcil value to such a conjecture. 

(pp. 13, 14) 

Such restriction of interest to repetitive situations was for the purpose of 
constructing a theory of probability. But since probability is the ‘language’ of 

statistical analysis, there is clearly the implication that only sample data, derived 

from repetitive situations, may be the subject of such analysis. If the ‘language’ 

contains no word for other forms of information how can we ‘talk about’ these 

other forms? 
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A similar attitude is expressed by Bartlett (1962) who, in an essay on the 
theory of statistics, says that statistics 

is concerned with things we can count. In so far as things, persons, are unique or 

ill defined, statistics are meaningless and statisticians silenced; in so far as things 

are similar and definite-so many male workers over 25, so many nuts and bolts 

made during December-they can be counted and new statistical facts are born. 

(p. 11) 

Again, the emphasis is on the repetitive nature of the situation, and information 
is restricted to sample data. 

Bartlett and von Mises are not alone in this attitude that statistical analysis must 
be based on the use of sample data evaluated through a frequency concept of 
probability. It is a view widely held and expressed, and acts as the corner-stone 
of a whole approach to statistics-what we shall call the classical approach 

stemming from the work of Fisher, Neyman, E. S. Pearson and others. 
But is sample data really the only form of information relevant to a statistical 

study? Other information certainly exists. The engineer who is considering using 
a component offered by a particular supplier, for assembly in a new design of 
bridge can test samples of this component and obtain data to aid his assessment of 
its suitability. But he may also have information on the reliability of the supplier 

in terms of a past record of that supplier’s ability to provide reliable components 

in similar circumstances. He may also be able to work out the possible costs 

and consequences of using a component that subsequently proves not to meet 
the required specifications. Both the earlier experience and the potential conse- 
quences are relevant to the decision on whether or not to use the component 
offered. 

Other approaches to statistics are designed to incorporate such alternative types 
of information, and any attempt to survey the various approaches to the subject 
must therefore rest on a wider concept of information than that ofjust sample data. 

The broad subdivision of information into three categories (earlier experience, 
sample data, potential consequences), suggested by this example, is a useful one 
to pursue at this stage. Suppose we consider examples (i) and (ii) of the previous 
section in more detail. 

The agricultural experimenter in example (ii) is unlikely to regard his problem 
as a mathematical one concerning the means of a set of normal distributions. 
He is presumably interested in using any knowledge gained about the relative 
merits of the different wheat varieties as a guide to future action. It may be 
that he hopes to be able to recommend one of the varieties for commercial 
production. The mere superiority of one variety in terms of its yield is unlikely 
to be sufficient justification for its adoption. To increase wheat production is an 
advantage, but it may be more expensive to grow the highest yielding variety and 
hence needs to be priced more highly, or it may involve much greater care and 
attention (in soil treatments and husbandry). Higher prices and greater effort can 
be disadvantageous in terms of profitability. The decision as to what variety to 
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use is thus far more complex than merely a choice of that variety which produces 

the highest yield. 

The application of statistical methods in this problem illustrates how the object 

of the study may need to be extended beyond describing (through an appropriate 

probability model) how different outcomes arise, to the wider aim of constructing 

a policy for action. Here we have an example of a situation where an assessment 

of the consequences of alternative actions is vital. These consequences must be 

quantified in some appropriate manner and the information they then probide rnay 

be critical to the choice of action. This second type oj'it@-ttiiitioii is thus highly 

relelrant, augments the information provided by the sample data, and demands 

the construction of statistical techniques through which it may be 'employed'. 

Assrssriierit (,f c.orz.seyuenc.e.s, and their formal quantification through what is 

known as the concept of utility, must therefore form a part of' any comparative 

study of different approaches to statistics. It is central to a particular approach 

known as decision theory. It is important, however, to recognise that informa- 

tion on consequences may be different in kind to that provided by sample data. 

Sample data are well defined, objective. Consequences may also lead to objec- 

tikve quantification (the costs of soil treatment if a particular variety of wheat 

is grown) but they need not do so. Farmers may react against the extra labour 

needed to care for a particular variety, over and above the actual cost of such 

labour. In the same way as situations may demand a subjective interpretation of 

probability, so an assessment o f  consequences rnay involve .siil?jec>ti\1u (personal) 

value judgements. 

In the sphere of human activity in particular it  is often difficult to be objective. 

Bill cannot decide whether or not to accept an offer of a new job. I t  is clear that 

many items of information will be relevant to reaching a decision and they will 

involve irnponderables and uncertainties. A change of salary may be obvious, 

but what about relative promotion prospects, the reactions to a change of work 

and home location, sale and purchase of a house, etc. Obviously, formal decision 

theory would not really be appropriate here-but the example is not so exagger- 

ated! I t  is intriguing to ponder what information he might seek to assist in this 

decision; also i t  is obvious that his assessment of the consequences will be very 

personal and difficult to quantify. Much of the emphasis in utility theory and 

decision theory is on the construction of a rational mode1 for human behaviour, 

in the sense of representing how individuals make (or should make) a choice 

from alternative possible actions in the face of uncertainty. 

Even in the study of apparently objective situations we cannot escape the 

personal element. We saw this in the example of the seedsman. Often, a subjec- 

tilre assessment of consequences is forced on us by the sparseness of objective 

information. The seedsman knows that to market a higher yielding, but more 

expensive, wheat (in terms of seed cost and management) will exclude a propor- 

tion of the market ( i t  may even be known that this currently accounts for 'about 20 
per cent' of present sales). But perhaps it  is also likely that certain growers who 

need to maximise their yields on limited land areas may in future be attracted to 
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a newly introduced high-yielding variety (they might assess this as a 50 per cent 

chance of 40 per cent extra sales). The seedsman possesses, then, some measure 

of objective information, but to incorporate this factor in a statistical analysis 

it is necessary to fully specify the information in numerical terms and this can 

only be done by incorporating subjective or arbitrary values where knowledge is 

incomplete. Alternatively, subjective and personal elements must arise when the 

context of the problem is ‘personal’ rather than ‘global’-(Bill and his new job, 

for example). Some writers would argue that this is right and proper: that the indi- 

vidual is making entirely personal decisions, and that it  is therefore the personal 

(subjective) assessment of consequences that constitutes relevant information. 

The difficulty of quantification still exists, however! 

We find a third type of information potentially arising in the earlier example 

(i) concerning radioactive decomposition of a substance. The aim here may be 

merely to characterise the substance in terms of its rate of decay, A, which is the 

mean number of a-particles, per second, recorded by the Geiger counter. This 

can be achieved by representing the situation in terms of the proposed Poisson 

model and by using the sample data alone to yield an estimate of h as the only 

unknown parameter. The reliability or accuracy of the estimate will depend on 

the extent of the data and the method used to process the data. We can define 
ways of measuring this accuracy. 

Suppose, however, that on chemical or physical grounds we know that the 

substance has aflrirlities kitith other substances with knouw rutes of decal!. Its own 

rate of decay should not be too dissimilar to these others!. As a result, we may 

‘feel quite confident’ that h is in the range 0.45 < h < 0.55, say. This knowledge 

is a further form qf relevant inforrnation that we would hope to combine with 

the sample data to conduct a more refined estimation of A. Such information is 

derived from outside the current situation. It may arise, as in this example, from 
the general accumulated knowledge of the investigator from other areas of expe- 

rience: quite often from previous observation of similar situations. Information 

of this type is termed information a priori, or prior information. The particular 

branch of statistics designed to combine prior information with sample data is 
known as Bayesian statistical inference, but we shall see that prior information 

can also play an important role in decision theory and has implications in the 

classical approach to statistics. 

In trying to incorporate prior information in a statistical analysis we again 

encounter the difficulty of quantifying it. It needs to be expressed in terms of 

prior probability distributions, e.g. in the radioactivity problem we might rein- 

terpret the parameter h as an observation from some distribution of a random 

variable A (relating perhaps to a ‘super-situation’ containing the present one). 
Prior information is now expressed through the distribution of A.  But we need to 

be specific about this distribution-and it is hardly specified by feeling ‘confi- 

dent that 0.45 < h < 0.55’. Again subjective elements arise in expanding our 

limited knowledge to a complete specification; arbitrary and personal assess- 

ments might have to be introduced. For this reason, some statisticians have in 
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the past claimed that prior information (and an assessment of consequences) has 

no place in a formal theory of statistics-see Pearson’s remarks quoted in the 

next section-but the present day view is more eclectic. 

In contrast to Pearson, an amusing and compelling plea for the use of mhjectii’e 

prior information is given in an example by Savage (1961~). 
After reminding us that subjective opinions often rightly influence the way 

in which a statistical investigation is upproudzed ( in  terms of its design), he 

claims that subjective principles should also be allowed to influence the urzalj,si.s 

of an experimental situation. To illustrate this in relation to the use of prior 
information, Savage presents three different experiments that he says have the 
’same formal structure’, where the conclusions based on traditional (c.la.s.sicd) 

statistical method would be identical, but where the unemployed subjective prior 

information compels him (and, he is ‘morally certain’, anyone) to react quite 

differently in the three situations. The three experiments are as follows. 

( i )  The famous tea-drinking lady described by R. A. Fisher ( 1966, pp. I 1-25) 
claims to know if the milk, or tea, was poured first into the cup. For ten 

pairs of cups of tea, each pair having one of each type. she makes the 
correct diagnosis. 

A music expert says he can distinguish a page of Haydn score from one 

of Mozart. He makes a correct assignation for ten pairs of pages. 

A somewhat inebriated friend, at a party, says that he can predict the 

outcome when a coin is spun. It is spun ten times, and he is correct 

each time. 

( i i )  

( i i i )  

In each case, the significance level is the same. 2-“’, for a one-tail test of 

significance. But Savage reacts quite differently in each case. Some ‘old wives 
tales’ have some substance; it seems that this rvzny be so in the tea-making 
situation. An expert shoiild be able to tell a page of Haydn from a page of Mozart; 

i t  is not surprising that he does so, particularly when he is so confident in his 

ability. With regard to the coin-spinning, Savage says that he does not believe 

in extra-sensory perception, and is unimpressed ‘by this drunk’s run of luck‘. 
The use of prior information in the Bayesian approach also has implications 

for the interpretation of the probability concept. Either a freyuencj~-bii.sed, or a 
.sithjec.ri\~, concept may be appropriate depending on circumstances. I t  is hard 

to see how anything but a degree-of-belief attitude can be applied to the ‘conti- 

dence that 0.45 < A < 0.55’ in the present example; although similar statements 

in different contexts may be legitimately interpreted on a frequency basis (see 

Chapter 2). Writers differ on the centrality of a subjective view of probability to 

the structure of Bayesian inference-many would claim it is the only appropriate 
view; at the other extreme a few would restrict the use of Bayesian methods to 

situations where prior distributions have a natural frequency interpretation. We 

shall need to return to this point in more detail, later in this chapter and in 

subsequent chapters. 
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We have now distinguished three general forms of information that may, 
depending on circumstances, be relevant to a statistical study. These can be 

viewed to some extent on a temporal basis-the prior information accumulated 
from past (or external) experience, the sample data arising from the current situ- 

ation, and assessments of consequences referring to (potential) future action. The 
circumstances in which these different forms of information are relevant depend 
on a variety of factors, as we have seen in the examples above. The ways in 
which the information is quantified and utilised depend also on many circum- 

stantial factors-in many cases involving subjective evaluation. But even if we 
judge particular forms of information to be relevant to our practical interest (and 
ignore for the moment the problems of quantification), utilisation of the infor- 

mation depends on having available statistical procedures specijically designed 

to incorporate the particular forms of information. This is the ‘down-to-earth’ 

level at which we must also contrast and compare the different approaches to 
statistics. 

We must examine what different tools and concepts have been developed 
within the classical, decision-theoretic and Bayesian approaches for the 
processing of information? The relevance of information depends, then, not only 

on the practical situation but also on whether procedures exist to process it. In 
decision theory, for example, we need to be able to process prior information 

and consequences, both of which are relevant to the decision theory approach. 

1.4 STATISTICAL INFERENCE AND DECISION-MAKING 

The definition of the object of statistics, given in Section 1.1, implies a distinction 

between a need to describe the practical situation, and a need to construct rules 
for  action in the context of that situation. Is this a valid, and useful, distinction? 
The examples of the agricultural experiments and of the a-particles suggest that 
it might be. Let us now look at this question of function in more detail. 

Consider the problem of weather forecasting. The interests of the meteorol- 
ogist and of the man-in-the-street, in what today’s weather will be, are quite 
different. The meteorologist’s interest is scientific: he is concerned with providing 

an informed description of the likely situation. The man-in-the-street is involved 
with using this description to aid him in his actions: to decide whether to take 

an umbrella to work or whether to go trout fishing, for which early morning rain 
is an advantage, etc. 

The distinction between these two modes of interest in a statistical study, 
the descriptive and the action guidance functions, arises again and again. We 
have seen it  in the context of examples (i) and (ii) in Section 1.2. It is a useful 
distinction to draw for the present purpose of contrasting different approaches to 
statistics. Any statistical procedure that utilises information to obtain a descrip- 

tion of the practical situation (through a probability model) is an inferential 

procedure-the study of such procedures will be termed statistical inference. A 



14 I N T R O  11 U C l 1 0  N STAT I S 'TI C A L I N FERENC E: A N  D D EC I S I ON - M A K 1 NG 

procedure with the wider aim of suggesting ciciiorz to be taken in the practical 

situation, by processing information relevant to that situation, is a decision- 

r)icikirig procedure- the study of such procedures, statistical decision-making. 

This distinction has often been made in the literature. For instance, Smith 

( 196s) says: 

Statisticians often play down something which is obviously true, when i t  does 

not quite accord with their line of thought. An example is the statement that there 

is no difference between inference and decision problems. 

A decision problem nieans the choice between several possible courses of action: 

this L t r i l l  have observable consequences. which may be used to test its rightness. 

,411 inference concerns the degree of belief, which need not have any consequences. 

though i t  ma4'. This makes i t  more difficult to come to agreement on questions of 

inference than on decisions. For example. the question 'Shall I eat this apple'?' is 

;I matter of decision, with possible highly satisfactory or uncomfortable outcomes. 

'Is this apple green?' is ;I question of belief. Of course, the two problems must be 

closely related, eyen though they are distinct. 

Cox ( 1958) discusses this in greater detail. 

A statistical inference carries us from observations to conclusions about the 

populations sampled. . . . Statistical inferences involve the data. a specification o f  the 

set of' possible popiilations sampled and ;i question concerning the true populations. 

N o  consideration of losses [consequences] is usually in\folved directly [but 1. . . may 

dfect the question asked.. . . The theory of statistical decision deals with the action 

to take on the basis of statistical information. Decisions are based on not only 

the considerations listed for inferences, but also on an assessment of the losses 

resulting from wrong decisions, and on prior information, as well as. of course, on 

;I specification of the set of  possible decisions. 

Here, we see the difference of jiin(.tio)i affecting the forms of information 

regarded as relevant. Prior information will be seen to be relevant to both i@r- 

tJ/ i (*e and elrc.i.siori-nicikiri~. 

Lindley ( 196Sb) remarks that the decision-making problem is an extension of 

the inference problem; but that inference is fundamental to decision-making. 

. . . the inference problem is basic to any decision problem, because the latter can 

only be solved kvhen the knowledge of [the probability model]. . . is completely 

\pecitied.. . , The person making the inference need not haLre any particular decision 

problem in inind. The scientist i n  his laboratory does not consider the decision 

that may subsequently have to be made concerning his discorreries. His task is to 

describe accurately uvhat is known about the parameters in  question. (pp. 66-67). 

At ii later stage, the more detailed discussions of this issue, such as that by 

Lindley ( 1977). will be relevant. 

So we see decision-making extending the aims of inference: the descriptibre 

function of inference being expanded to suggest rules for behaviour. As a result. 
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we may expect decision-making procedures to range more widely than inferential 
procedures over the types of information they are designed to incorporate and 
process. Broadly speaking, inference utilises sample data and, perhaps, other 
information with a bearing on the description of the practical situation, e.g. prior 
information. Decision-making augments the inferential knowledge of the situation 
by also incorporating assessments of consequences. 

Consider the case of a car manufacturer who possesses a variety of information 
on components of his vehicles. He may wish to use this information in various 
ways. Sample data and prior information may be used to describe the dimensions 
of a particular component for quoting in a ‘reference manual’. But this description 
needs to be augmented by a knowledge of the effects and implications of using 
the component if, say, there is some legal obligation to meet prescribed standards 
or if the component is to complement the overall structure of the car. Formal 
decision-making procedures may need to be employed to process a quantified 
expression of these effects and implications. Such expression may be critical to 
the appropriate action to take. A machine that produces ‘oversize’ pistons renders 
the whole assembly inoperable. The effects are obvious and extreme; the machine 
must be modified. A door handle that is awkward to operate may be detrimental 
to the sales image of the car. The consequences of retaining or replacing this 
type of handle are by no means as critical, nor easily quantified. (Advertising 
stratagems may be all that are required: ‘What ingenious door handles! The 
children will never open them!’) 

This distinction between the reflection function and the action guidance func- 
tion must show itself also in the statistical procedures used in the one context 
or the other. In particular, a decision-making procedure needs formal tools or 
methods to handle potential consequences, expressed as utilities or losses. 

Most statisticians accept the dual nature of statistics implied by these two func- 
tions. There can, on occasions, be an advantage in separating out the message 
of sample data alone from the modifications that one must make in the light of 
additional prior, or consequential, information. This is important, for example, in 
appreciating the role of classical statistics in relation to some other approaches. 
If prior information exists however, it must surely be important to seek to incor- 
porate it through the methods of Bayesian inference. We need now to examine 
such distinctions in more detail. 

1.5 DIFFERENT APPROACHES 

The object of this book is to present and contrast the different approaches to 
statistics. In doing so, it is essential to retain the distinction between inference 
and decision-making. It is apparent that most statisticians regard this distinc- 
tion as fundamental (Smith, 1965), also that a large number are committed to a 
view of statistics that embraces some decision-making aspect. The vast literature 
on decision theory, at all levels of mathematical sophistication, applicability or 
philosophical comment, bears witness to this. 
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The distinction between inference and decision-making, coupled with the 

earlier subdivision of different types of relevant information, puts us in a 

position now to make a preliminary classification of the different approaches 

to statistics. For the moment we distinguish three main approaches (summarising 

their distinguishing features in anticipation of fuller discussion later). 

( i )  Classical Statistics, originates in the work of R. A. Fisher, J. Neyman, 

E. S. Pearson, and others. This includes the techniques of point (and iri terrd) 

estimcitiori, tests of signiJic-cince and hypothesis testing. At first sight i t  might be 

judged to  be an inferential approach, utilising sample data as its only source of 

relevant information-although we will find i t  necessary to qualify this assess- 

ment in certain respects later. The distinction between sigtziJicwzce testing and 

IijpotIiesis testitig is crucial to the issue of the relative inferentiaVdecision-making 

role of classical statistics. Any particular approach needs to incorporate concepts, 

tools and interpretations for its ‘internal management’. In these respects clas- 

sical statistics leans on a Ji-eyuenc*j* c*orzcept of probability. I t  represents the 

sample data through what is termed their likelihood, and sets up certain criteria 

based on .s~it~iplirzg cliLstribirtions to assess the performance of its techniques. 

For instance, point estimators may be required to be unbicised or c*ori.si.stent, 

hypothesis tests are based on ‘tail-area probabilities’ and at a more general level 

data are shown to be best handled in predigested form as .wfJIcimt stcitistics 

where possible. The methods embody ciggregeite measures of their own ‘relia- 
bility’ or ‘accuracy‘ such as sttirzcicircl ~’rrors or qfiffrc-ieiiq determinations. (See 

Chapter 5 . )  

Some comment is needed on the use of the term ‘classical’ to describe this 

approach. I t  is commonly so described, in recognition of its traditional role as 

a formal principle of statistical method more widely applied and of somewhat 

earlier origin (in terms of detailed formal development) than either Bciyesiaii 

iilference or ciecision theory. But the approach is also labelled in many other 

ways: s c i t ~ i p l i ~ i ~ ~ t h e n r ~ ,  frecpentist, s t c i n d d ,  orthoclo.r, and so on. We shall retain 

the term ‘cl~i.s.sic.ci1’ throughout the book, but this is not to be confused with the 

similar label attached to a particular view of the probability concept discussed 

in Chapter 3. It is interesting to note that Buehler ( 1959) calls the BLiyesim 

approach ’classical’; the classical approach ‘modern’ -an extreme example of 

the non-standardisation of terminology in the area of comparative statistics. 

( i i )  Bayesian Inference is again essentially an inferential procedure, but admit- 

ting (indeed demanding) the processing of prior information as well as sample 

data. The prior information is modified by the sample data through the ‘repeated 

use of Bayes’ theorem’ (Lindley, 19631, p. xi) to yield a combined assessment 

o f  the state of knowledge of the practical situation. The likelihood again plays 

a crucial role. Inferential statements are expressed through posterior prohcibility 

distributions, and hence embody their own measure of accuracy. The idea of 

,si~ffic.ienc.~~ is again relevant, but r i o t  s o  the method of sampling used to obtain 

the sample data. 
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The expression of prior information through conjugate families of prior 

distributions, when appropriate to the practical problem, is of mathematical 

and interpretative convenience. This approach cannot rest on a frequency 

interpretation of probability alone; a subjective interpretation is almost inevitable, 

and probabilities tend to be regarded as conditional. Central to the basic 

development of Bayesian methods is the notion of coherence (an idea that goes 

back to Ramsey (1931/1964): see, for example, Lindley, 1971c, pp. 3-6). This is 

a concept, that seeks to express in precise terms what is required of individuals if 

they are to react ‘rationally’ or ‘consistently’ to different prospects in situations 

of uncertainty. The use of Bayesian methods is not restricted to situations where 

tangible prior information exists; the formal expression of prior ignorance is 

important and arouses great interest and some controversy. An assumption of 

exchangeability (an operational symmetry in the parameterisation of the model) 

can facilitate the solving of multi-parameter problems. (See Chapter 6.) 

(iii) Decision Theory, stemming from the work of Wald was first presented in 
his detailed treatment (1950). As the name suggests, this approach is designed 

specifically to provide rules for action in situations of uncertainty, i.e. decision 

rules. It inevitably incorporates assessments of the consequences of alternative 

actions, expressed through the mathematical theory of utility in the form of losses 
or loss functions. The value of any decision rule for prescribing action on the 

basis of sample data (and any prior information) is measured by its expected 

loss, or risk. The aim is to choose a decision rule with ‘minimum risk’; and 

the concepts of the admissibility of a decision rule and of complete classes of 
decision rules are central to the study of optimality. 

There is no derived probabilistic assessment of the accuracy of decision rules; 

their relative merits are measured in aggregate terms by their associated risks. 
This approach may be regarded as the stochastic extension of the deterministic 
games theory, due to von Neumann and Morgenstern (1953; first published 1944): 

it is concerned with ‘games against nature’, and a mininzax principle is one basis 

for the choice of an ‘optimum’ decision rule. 
In as far as prior information is incorporated, the methods used are essen- 

tially those of Bayesian inference. No particular philosophical view of proba- 

bility is inevitably implied in decision theory; usually probability statements are 
frequency-based, although when prior information is processed a subjective atti- 

tude is often adopted. Whilst decision theory does not depend on, or demand, the 

use of Bayesian methods or a subjective interpretation of probability, the study 

of optimum decision rules is simplified on the Bayesian approach. At the formal 

level, adoption of prior distributions allows us to delimit (in many situations) the 

range of admissible decision rules, irrespective of whether or not any particular 
prior distribution is appropriate to the real problem in hand. At a fundamental 

level, Ramsey ( 193 1/1964) shows that Bayesian decision theory is the inelitably 

correct way in which decisions should be made if we were entirely rational: in 

that coherence implies the existence of prior probabilities, and of utilities, and 
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the need to maximise expected utility. See Lindley (1971b) for a down-to-earth 

explanation of this rzornzeiti\te role of Bayesian decision theory. But not everyone 

is entirely 'rational' in their actions and reactions. 

Attitudes to decision theory vary from one statistician to another. Some see i t  

as an objective procedure for prescribing action in real and important situations 

where it  is possible to quantify consequences, others as a tentative formal model 

of the way people behave (or ought to behave) in the day-to-day running of their 

lives. (See Chapter 7.) 

On this simple classification the mcrirz chc~rercturistics of the three cipprocic*hes 

may be summarised in the manner indicated in Table 1 .S. I : 
This broad classification of approaches to statistical inference and decision- 

making oversimplifies the true structure. At this stage the descriptions under ( i ) ,  

( i i )  and ( i i i )  are intended to provide merely an intuitive feeling for distinctions 

between the approaches, and a first contact with some of the vocabulary of 

inference and decision-making. 

A matter that is of importance in whatever approach is used for inference is the 

question of whether or not stcitisticcil (inferential) uxsociution or relationship has 

a cciitscrl origin. Thus, road accident figures are seen to increase over the years 
(until  recent times) with an increase in the numbers of lorries and trucks on the 

road. This is a statistical relationship. But can we go further and infer that the 

increase in commercial traffic cwuses the increase in the number of accidents'? 

Consider another example. 

In the late 1940s, the Medical Research Council in England expressed concern 

about the apparent large increases in cases of lung cancer. Doctors took note of 

this concern and data were collected on admissions to hospitals i n  the London 

area of patients suffering from respiratory problems. Their subsequent diagnoses 

were examined and those with lung cancer were compared with the others to 
see whether there was any evidence of factors distinguishing the two groups. It 

came as a surprise to find a much higher proportion of cigarette smokers in the 

Table 1.5.1 

Approach Function Probabi 1 i t  y concept Re1 e v ant i n for in a t ion 

Classical Inferential Frequency-based Sample data 

Bayesian Inferential 'Degree-of-belief' ; Sample data 
(predominantly) 

subjective, Possible 
frequency - interpretable 
components 

Prior i n form a t i on 

Decision Decision-making Frequency-based Sample data 

or utilities 
theory Consequential losses 

( 'Degree-of-belief' : (Prior information) 
subjective, when 
prior information is 
incorporated) 
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lung cancer group than in the other group: a result that was highly signijicant in 

statistical terms (in a sense that is fundamental to statistical inferences, as we 

shall see). 

Clearly, cigarette smoking and lung cancer Myere associated in the data. Could 

this imply that cigarette smoking caused lung cancer? This illustrates again 

the general problem: does statistical association or relationship imply causality? 

How can we examine whether it does? Can we examine whether it does? This is 
a major issue, since it would be important to be able to say that ‘the data imply 

that A causes B’. 

But suppose that many more of the lung cancer group come from south of the 

River Thames than from the north, and were in the over-40-year-old age range, 

compared with the non-lung cancer group. Might place of domicile or age be a 

contributory factor? 

Over the years, people have been living much longer and eating much more 

‘convenience food’. Does junk food stimulate longevity? 
Statistical inference will enable us to examine meaningful associations between 

defining factors in data. Such association does not necessarily imply causality. 
The question of whether statistical inference can be used to assess causality 

is a venerable, important and difficult one. We will return to i t  later (in 

Section 8.7). See Cox (1992), Stone (1993) and Hinkelmann and Kempthorne 

( 1994, Section 1.6). 

1.6 ARBITRARINESS AND CONTROVERSY 

Whilst the above subdivision proves a useful framework for developing particular 
concepts, criteria and techniques in the later chapters, its oversimplicity can lead 

to a false sense of security. It may tempt us to think that there are rigid, well 
defined, distinctions between the approaches in terms of their function and what 
they regard as relevant information; also that there is unanimity of attitude to the 

importance of the internal criteria, and their interpretation, within any particular 

approach. Neither of these is true. 
The inevitable scope for personal interpretation of basic concepts and for alter- 

native attitudes to what constitutes a reasonable way of representing information 

and processing it militates against this. In practice the boundaries between the 

approaches are blurred: it may be by no means obvious whether the function of a 

particular technique is inferential or decision-making, nor whether or not a partic- 

ular interpretation of probability is implicit to any method or approach. Neither 

are there any truly objective grounds for assessing the merits of internal criteria, 

such as, for example, the unbiasedness of point estimators, the minimax principle 

for optimal choice of decision rules, or the use of conjugate prior distributions. 
Later we shall develop the different approaches in sufficient detail for a cogent 

discussion of the arbitrariness of criteria or principles, and will be able to appre- 
ciate the subtleties of the controversy and criticism that occurs at all levels, and 

in respect of a vast range of ideas, in inference and decision-making. We shall 
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also have need to broaden the range of approaches to consider other emphases, 

such as those embodied in the likelihood approuch to inference. 

For the moment, however, we do need to recognise that many aspects of 

the study of statistical inference and decision-making must involve the personal 

judgement of those who instigate or develop the different approaches. This means 

that criteria may be correspondingly ‘arbitrary’ in depending on such personal 

attitudes for their justification. 

We have already remarked on the oversimplicity of the classification given 

in the previous section and this is illustrated by the impression it  may give of 

the c.l~issic*crl approach. One may be tempted to view this approach as an embryo 

form on which more structure is built by the other approaches, which incorporate 

means of processing prior information andor utilities, as well as sample data. 

The historical development outlined in the next section would appear to support 

this view. But this is too simple a picture. The failure of classical methods to 

accommodate prior information or consequences in any formal way did not arise 

from its failure to recognise these alternative forms of information. We shall 

see later that it  was a reasoned and conscious choice by the initiators of the 

classical approach. They argued that such information could seldom be objective 

or detailed enough to form part of a formal theory of statistical inference. Instead, 

they aimed at producing a theory that would be universal in application, free 

from subjective assessments, and based on information that would always exist 

in quantifiable form; namely, scrniple d m .  Yet it  is this very attitude that has 

stimulated most criticism of classical methods, along with its dependence on a 

frequency interpretation of probability. 

We can illustrate the nature of such criticism, as well as demonstrate that even 

the function of a procedure is not immediately self-evident, by considering the 

example of an hypothesis test. At one level, this may be regarded as an irfererztial 

proc.edure, in so far as it is a statement about the value of some parameter and 

a probabilistic assessment related to the appropriateness of this statement. But 

almost inevitably the test is prompted by the need to take alternative actions 

in  some situation; its outcome stimulates a specific action. In this sense i t  is a 

tlec.i.sion-r?iakirz~ procedure. But we might ask, ‘Where have we incorporated an 

assessment of the consequences of different actions?’ The reply that these cannot 

often be quantified may not be entirely satisfactory, especially if they curz be 

quantified in the current situation. 

Distinguishing the notion of signijicance testing as a purely inferential proce- 

dure stopping short of any need to accept or reject a hypothesis helps to clarify 

this issue in respect of philosophical (and, to an extent, practical) considerations. 

We s h a l l  return to this mutter. Then again, the claim of ‘objectivity’ of the clas- 

sical approach, in being based on a frequency interpretation of probability, is not 

accepted by all. We shall see that many critics would claim that the interpretation 

of the results of an hypothesis test, or the information provided by a conjiderzce 

iiitenwl, really rests on a subjec.tive view of probability (and that from this view- 

point their interpretation is incorrect). At a more practical level, criticism is made 
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of the ‘arbitrariness’ of the choice of significance levels for the test, and of the 
principle of drawing conclusions in terms of ‘tail-area probabilities’. 

The Bayesian approach is no more free of external criticism, centred (as 
implied above) on the intangibility of prior information, but again also focusing 

on specific techniques and criteria. Dissatisfaction is expressed with an approach 
that demands the formal use of prior information even when this is vague, impre- 
cisely formulated, subjective or even non-existent. Fisher ( 1950, and elsewhere) 
was notable for his outright rejection of the whole concept of ‘inverse prob- 
ability’, which underlies Bayesian inference, as an appropriate concept for a 
theory of statistics. 

Critical debate does not operate only across the boundaries of the different 
approaches. There is no lack of internal dispute about the interpretation of 
concepts, and the relevance of criteria, within a single approach. In Bayesian 

inference, for example, there has been much discussion on what constitutes an 
apt formal description of prior ignorance and on the interpretation of the prob- 

ability concept we find a distinct contrast between the attitudes of von Mises 
(1964) and Lindley (1965a and b). Both support a Bayesian approach to infer- 
ence; von Mises from the frequency viewpoint alone, Lindley insisting on a 

subjective (degree-of-belief‘) interpretation. von Mises ( 1964)’ for instance, says 

. . . Bayesian approach is often connected with a ‘subjective’ or ‘personal’ proba- 

bility concept. Our probability concept is and remains ‘objective’. (p. 332); 

whilst Lindley (1965b) feels that a frequency interpretation cannot be achieved 
in general without a deal of ‘mental juggling’ (p. xi). 

If it seems unfair to omit decision theory from criticism this is easily remedied. 
As a single example we have the debate on whether the concept of utility is appro- 
priate for the formal expression of consequences; whether different outcomes can 
be measured on a common scale. As Pearson (1962b) asks, 

How, for example, as occurs in medical research, are we to balance in precise 

numerical terms the possible chance of saving life against the waste of a limited 

supply of experimental effort? 

These different examples of intercomparison and debate are not meant to be 
comprehensive, merely illustrative at a general level of the sort of cross-criticism 

that is encountered. Indeed, at this stage of our development they cannot be fully 
explained, let alone explored. A principal function of the both is to present the 
different principles and methods in sufficient detail for such intercomparison to 
be clearly understood and assessed. 

How are we to react to all this criticism and controversy? First, to see that it  
is inevitable; secondly, to welcome it! 

Controversy is inevitable in the field of statistical inference and decision- 
making, Since so many aspects of the subject depend upon personal opinions, 
attitudes and assessments, and that this is bound to generate debate, criticism 
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or justification. Critical comment appears in all areas of the subject and oper- 

ates at various levels. It is directed towards the 'arbitrariness' of criteria or 

concepts- but what is 'arbitrary' to one person may be 'self-elident' t o  another. 

This cwritr'o\qer.sy i s  I iwl th?  in so far as it  generates a c'onstritc.ti\'rl!' critical 

attitude to the subject: a constant reappraisal. Constructive criticism in any subject 

is the prime stimulus for its development. This is certainly true of statistical 

inference and decision-making; witnessed by the dramatic developments that have 

occurred over the last 70 (and in particular, 40) years in a climate of continual 

critical debate and reappraisal. 

We can nevcr expect any universal agreement on what constitutes a proper and 

correct approach to statistical inference. Subjective and personal elements must 

always remain. Preference for one approach or another must always incorporate 

subjective \ ~ ~ l u e  judgements. I t  is not the function of this book to take sides; 

to support particular attitudes or condemn others. Its aim is quite the opposite; 

namely. to develop some understanding of what the primary differences are in 
the different approaches, and to pinpoint the areas where the development of 

a particular approach becomes 'arbitrary', in that i t  depends markedly on such 

pe r s o n a 1. phi 1 o s o p h i c a I ,  at t i t u de s and i n t e rp re t a t i o n s. 
But whilst the personalistic element in the study of statistics acts as a stimulus 

for its development. it  also has inherent danger. Human nature being what it  is, 

there is always the risk that extreme and hardened attitudes develop. Reasoned 

comparison of the different approaches then becomes difficult. Fortunately, little 

expression of this is apparent and there are clear signs of increasing eclecticism 

(see, for example, Cox, 1997. I978), but there have been tendencies in the past for 

factional groupings to de\relop: subtly illustrated by the remark of Bartlett ( 196S), 

I ;in1 n o t  being altogether facetious in suggesting that, while non-Bayesians 

hhould make i t  clear in their writings whether they are rion-Btiye.siciri 0rthodo.v or 

riori-Htr!,c' .si lrri  Fistit~ritin, Bayesians should also take care to distinguish their Lrarious 

denonninations ot  H t r j ~ c ~ s i i i r i  E ~ ~ i . s t c ~ r i i o l o ~ ~ i . s t , s ,  Btij'esion 0rthodo.v and Bu!.e.sim 

so L'tr<qr.s. 

This di\,isionalisation is harmless enough in providing a shorthand system for 

expressing otherwise complex combinations of attitude and interpretation. But i t  

can be confusing to the 'uninitiated'. I t  is hoped that a secondary function of this 

book will prove to be its service as a dictionary in this respect! 

Whilst some published work on basic ideas in inference does take a 'hard line' 

in attempting to demonstrate the inevitability of one approach or its superiority 

ol'er another, i t  is vital to acknowledge the large effort that is being directed 

t o u x d s  constructive evaluation. This takes inany forms. Some seek to rec-orzc-ile 

the different approaches and show them as different (or dual) facets of a common 
object i ve . 0 t her published work stresses the rele V N I I C Y  of difle run t cipp roaches to 

a given problem depending on the particular circumstances and the availability of 

different types of information, and a further category remsesses or re-irzterprets 

the methods of one approach both internally and within the framework of another. 
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References to published material on the foundations, methods and intercompar- 
ison of the different approaches to inference and decision-making will be given 
where appropriate in the later chapters. It is useful at this stage, however, to 
mention a few works that contain some fairly non-technical comment classified 

under the different emphases described in the previous paragraph. 
A plea for the ‘unifying role’ of Bayesian methods at the foundations and 

applications level is made by de Finetti (1974). Moore (1978) offers a defence 
of Bayesian decision theory in the face of current criticisms (Hamaker, 1977). 
Cox (1978) provides interesting commentary on the need to recognise an impor- 
tant role for the various approaches to statistical inference; see also Barnard 
( 1972). Attempts at reconciliation, reassessment and re-interpretation between the 
different approaches appear in work by Bernardo (1979), Bartholomew ( 1963, 
De Groot (1973), Pratt (1965), Thatcher (1964), Bernard (1996) Duong and 
Shorroch (1996), Datta and Ghosh (1995a), Dawid (1991), Sweeting (1995b), 
Walley ( 1996), Zellner ( 1995) and Seidenfeld ( 1979). 

Lindsey (1999) examines ‘some statistical heresies’ in which he questions the 
underlying bases of statistical inference and explores what can be achieved by 
‘minimal assumptions’ using the likelihood function as the prime representation 
of the information to be processed. 

The literature is not lacking in conciliatory comment, and it  is right to conclude 

this section on such a note. 

I believe in the value of emphasizing the continuity as well as the difference in  
what have been the broad lines of development of our subject. I have the impression 

that by showing how the same situation is being tackled by alternative approaches 

the whole subject gains in richness in a way it would not if the exponents of one 
line set out to discredit another line by saying it was followed in error! (Pearson, 

1962a) 

The origins of many techniques of statistical inference which are now widely 

used can be traced back for 150 or 200 years. During most of this time, there have 

been differences of opinion about the validity of the methods proposed, and it seems 

to me unlikely that there will ever be a general agreement, or that arguments will 

be discovered which conclusively show the irrelevance of highly developed lines 

of thought. My view is that the differences of opinion should be patiently explored, 

and that the amount of agreement already in existence should be emphasized. We 
are dealing with ideas which go rather deeper than logic or mathematics and the 

important point is, not that we should start from the same assumptions, but that 

we should reach essentially the same conclusions on given evidence, if possible. 

(Plackett, 1966) 

1.7 HISTORICAL COMMENT AND FURTHER 
REFERENCES 

It is perhaps useful at this stage to give a brief indication of the historical devel- 
opment of ideas in probability theory and statistics. Further comment is made in 
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relation to specific topics in the later chapters-in particular, Chapter 3 considers 

in historical sequence the awakening of alternative philosophical concepts of 

probability, as the language of statistics. 

A detailed and comprehensive history of probability theory up to the beginning 

of the nineteenth century is given by Todhunter ( 1949, first published 1865). 

See also David (1962), Maistrov (1974) Hacking (1990) and Benzi (1995) for 

commentary on later issues. Hald ( 1990, 1998) provides a comprehensive history 

of probability and statistics up to 1750, and from 1750 to 1930, respectively. 

The development of the probability concept, and of its use, ranges from the 

tentative origins of the subject in the work of Cardano, Kepler, etc. in the sixteenth 

century, through its application to games of chance notably in the correspondence 

between Pascal and Fermat over a problem in the throwing of dice raised by 

Antoine Gombaud, the chevalier de M M ,  in the mid-seventeenth century, to 

its subsequent refinement and formalisation in the following 150-200 years in 

the work of the Bernoulli brothers, de Moivre, Euler, Bayes and Laplace. The 

emphasis up to this time was on the ‘classical’ concept of probability based on 

the idea of ‘equally likely outcomes’. The frequency concept, although appearing 

in vestigial form at this stage (e.g. in the work of de Moivre), did not find 

real expression before the middle of the nineteenth century (Venn). It awaited 
the arrival of von Mises early this century for its incorporation in a logical 

mathematical framework- the first example of an organised logico-mathematical 

basis for the probability concept. 

The construction and systematic development of an axiomatic mathematical 

model for probability (using set and measure theory), free from the constraints 

of a particular philosophical viewpoint, was originated by Kolmogorov in the 

1930s and continues to this day. 

Alternative philosophical views of probability, of the logicd or subjective type, 

have again found formal expression and study throughout this century (with 
increasing fervour over the last 40 years). Definitive ideas originate from the 

work of Keynes, Carnap, Jeffreys, etc. in one area (objective, logical concepts), 

and Ramsey, de Finetti, Good, Savage, etc. in another (personal, subjective). The 

implications of these alternative attitudes for statistical inference and decision- 

making have also been extensively studied over the same period, evidenced by the 

growing literature in the professional journals and the activities of the statistical 

organisations. 

Whilst the pioneers and modern interpreters of probability theory were, and 

are, largely motivated by inference and decision-making interests, the bulk of the 

organised work on statistic‘crl t h e o n  has been produced over only the last 70 years 

or so. Bartlett ( 1962) attributes the first examples of ‘statistical investigations in 
the modern sense’ to Graunt in 1622, and to the exchanges between Pascal and 

Fermat at about the same time. But specific study of statistical techniques and 

concepts did not appear until much later; for example, in the introduction of 

‘inverse probability’ by Bayes in 1764, 1765, the ‘theory of errors’ by Lagrange 

around 1760, and the criterion of ‘least squares’ by Gauss, Laplace and Legendre 
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in the early nineteenth century. Further concepts began to appear during the 

nineteenth century. Bartlett (1962) describes as ‘the great theoretical step’ of 

the last century the development of the idea of correlation (‘. . .1846. . . Bravais, 

but . . . [on] a wider basis by Galton in 1888’; p. 16). This period is covered 

in the study of the development of statistical thinking from 1820 to 1900 by 

Porter ( 1986). 

Up to that time, however, there was nothing that could be described within the 

terms of this book as an organised ‘approach’ to a general theory of statistical 

inference or decision-making. This appears first during the period 1920-35 as 

what has been termed above, classical inference. Around the turn of the century, 

and up to 1920, interest had focused on the application of probability and statistics 

to biological problems, and on the growing need for an organised study of exper- 

imentation in the agricultural and industrial spheres. Stimulated by the activity 

and enthusiasm of Edgeworth, Galton, Karl Pearson, Yule and others, there arose 

a period of detailed study of the principles of statistical analysis and of their 

logical bases. This bore fruit in the work of Fisher, Neyman and E. S. Pearson, 

who were largely responsible for an organised theory of estimation and hypoth- 

esis testing, centred on the ideas of likelihood and sufficiency. This was a period 

of rapid development of concepts and techniques that has continued to the present 

day, producing the current complex methodology of statistical inference based 
on the Fisher, Neyman and Pearson origins. Textbooks in this area are vast in 

number, but perhaps the most comprehensive survey of the current position is 

that of Stuart and Ord (1994) and Stuart, Ord and Arnold (1999). 
Within this single approach controversy was not lacking; the most notable 

example was the debate on the relative merits offiducial and confidence methods 
of interval estimation. 

The early work of Fisher, Neyman and Pearson is described in various publi- 

cations: see, for example, Fisher (1970, 1966, 1959; first published 1925, 1926, 

1956), Fisher (1950) Fisher’s collected papers (Bennett, 1971 -74) and Fisher’s 

biography (Box, 1978); and the collected papers of Neyman and Pearson (1967), 
and of Pearson (1966). See also Edwards (1 974), Pearson (1962a), Le Cam and 

Lehmann ( 1974), Thompson ( 1990), Edwards ( 1994), Hald ( 1998) and Barnard 

(1995). 

Other detailed historical commentary on this period (and indeed on a variety 

of other topics and periods) is given in the series of papers under the heading 

‘Studies in the History of Probability and Statistics’ in the journal Bionwtrika 

over a period of about 35 years. Currently, more than 40 papers have appeared 

in this series; a selection is presented in Pearson and Kendall (1970) and Kendall 
and Plackett (1977). The latter volume also contains many contributions to the 

history of probability and statistics that have appeared elsewhere than in the 

Biornetrika series. For recent contributions to historical study, see also Edwards 
(1997b) for historical comment on ‘inverse probability’ and Sheynin ( 1993) on 

the history of the principle of least squares. 
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The interest and activity surrounding Bayes’ exposition of the use of the 

‘inverse probability’ concept as an inferential aid, seen in the work of Laplace, 

waned during the nineteenth century under the criticism of Venn, Boole and 

others. Interest did not revive until the 1930s; even then only in the face of 

opposition from these developing statistical methods on the classical approach, 

and in particular from Fisher. It is probably fair to attribute the development of 

a formal system of inference based on the seed sown by Bayes to a period of 

merely the last 50 years or so, under the influence of Ramsey, Jeffreys, Lindley, 

Savage, Good Smith etc. with their variety of interpretative attitudes. In this 
respect B t r j v s i m  i r $ i w n c i  appears as a modern approach: Lindley ( 1965b) in 

the introduction to his text on this subject sees it  in this light, 

The main difficulty in adopting.. . a new approach to a subject (as  the Bayesian 

is currently new to statistics) lies in adapting the new ideas to current practice. . . . 
A second difficulty is that there is n o  accepted Bayesian school. The approach is 

too recent for the mould to have set. (p.  x i )  

Introductory treatments of this approach are given by Lindley ( 1971b) and 
Press (1989): more detailed coverage is provided by Bernardo and Smith ( 1994) 

and O’Hagan ( 1994) 

Bayesian methods have received new impetus over the last decade or so. Their 

major obstacle to application- the common intractability of the detailed form 

of posterior distributions- has been effectively removed by new (admittedly 
computer-intensive) techniques, e.g. use of Markov chain Monte Carlo methods 

and use of the Gibb’s sampler. 

I t  is difficult to separate the development of Bayesian methods of inference 
(per  si) from that, over the sanie period, of the Bayesian attitude in the study of 

the wider objectives of cluc-isio)i theorri. The incorporation of quantitative assess- 
ments of the consequences of actions under uncertainty found formal expression 

in the work of Wald in the 1940s. His book (1950) marked the start of contin- 

uing activity in decision theory, covering a whole variety of interpretative and 

conceptual problems as well as the development of specific techniques and appli- 
cations. This is exemplified in the detailed mathematical presentation by Raiffa 
and Schlaifer ( I96 1 ) and the illuminating introductory texts by Chernoff and 

Moses ( 1959), Aitchison ( I970b), Lindley ( 1985) and Smith ( 1988). Rivett ( 1993) 
provides a readable account of broader issues of ‘decision modelling’ with many 

practical examples. 

I t  is no historical accident that developments in statistical inference and 

decision-making reflect, and parallel, activity on the concept of probability and 

the refinements of probability theory as a deductive tool. The frequency basis of 
the classical approach to inference occurs alongside von Mises’ formalisation of 
the frequency concept of probability. Study of Bayesian inference and decision 

theory commenced in earnest at a period of fervent activity on the logical and 

subjective views of probability. I t  is meaningless to enquire what comes first ‘the 

chicken or  the egg’. The statistical procedures need appropriate probability tools 
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for their interpretation and employment; the development of alternative attitudes 
to probability must in turn colour statistical reasoning. The chicken could not 

exist without the egg, and vice versa. 

In concluding this introduction, it is appropriate to single out a few references 

to other works of differing, but relevant, emphasis. Some textbooks on statistics 

at an intermediate level do aim at a representative treatment of the subject and 
are not entirely restricted to a single approach. These include Schlaifer (1959) 

and Ferguson ( 1  967). Examples in the literature of ‘down-to-earth’ comnpcrra- 

five discussion of inference and decision-making, at varying levels of detail and 

emphasis, include Barnard (1  972), Bartlett ( 1962), Birnbaum ( 1962), Plackett 
(1  966), Smith ( 1965) and Zellner (1 995). In particular Plackett provides a concise 

and informative review of the different approaches. Amongst more detailed 

presentations of the ‘foundations of statistics’ we have Godambe and Sprott 
( 197 1 ), Good ( 1950), Hacking ( 1  9 6 3 ,  Hogben ( 1957), Jeffreys ( 196 1 ), Savage 
(1954) and Rao (1989; for an intriguing and accessible discussion of fundamental 

issues), Royal1 ( 1997) and Walley ( 1996). 

All published papers and books referred to in this chapter are listed in the 

References at the end of the book. 
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CHAPTER 2 

An Illustration of the 
Different Approaches 

In Chapter 1 we discussed, in general terms, the purpose and nature of a statistical 

enquiry. We noted how the availability of different types of information may 

affect the form of statistical analysis that we conduct; in contrast, it  was also 

seen how our philosophical attitudes and practical purpose may colour what we 

regard as relevant information, and the manner in which it  should be processed. 

Such distinctions lead to different basic approaches to statistical inference and 

decision-making , 

Before examining the different approaches in detail, it  is useful to work through 

an extensive practical problem to see where it leads us. We shall approach this 
example entirely without preconceptions, imagining that we know nothing of the 

existence of particular techniques or prevailing attitudes to statistical inference 
or decision-making. Looking at things with this fresh eye we shall find it  natural 

to ask certain types of question about the practical situation and to develop, 

on intuitive grounds, specific methods of analysing the available information to 

throw light on these questions. We will thus be able to illustrate and further 
crystallise the basic distinctions of concept, attitude and methodology that arise 

in the different approaches to statistics. 

2.1 A PRACTICAL EXAMPLE 

An electronics company (ELCO for short) makes a special type of electronic 

component for assembly in a particular piece of medical equipment. This is the 

high quality product of a complex automatic manufacturing process designed to 

meet exacting standards. A basic fault can sometimes arise during this complex 

process; this renders an individual component quite useless so that it must be 

discarded. The fault is readily detected by an appropriate test. 
A medical equipment company (MECO for short) uses the ELCO component 

in assembling large batches of a particular item of hospital equipment. ELCO’s 
manufacturing process is given a regular overhaul at monthly intervals, and the 

batches consist of the output from uninterrupted production runs between one 
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overhaul and the next. Many wch processes are running simultaneously, each 

producing this component, so that a large number of batches of the product are 

produced each year. During a comprehensive final test of the piece of hospital 

equipment after assembly by MECO, the basic component fault, if pre\ent, will 

be rebealed and the component will need to be replaced before the equipment is 

released. 

I n  this situation, a kariety of problems arise concerning the economical (or 

efficient) operation of the system and the quality of the final product. In so far 

as these factors are affected by the particular component under \tudy, there are 

e\\cntially two measures o f  the quality o f  the component that are important. For 

a given batch of components these are 

( i )  the proportion of components wffering from the basic manufacturing fault 

(the proportion defective), 

the distribution of the lifetimes of the useful components, or as a summary 

measure, its mean (the mean lifetime). 
( i i )  

Suppose that, as a result of the complex nature of the manufacturing process, 

the basic fault is by no means uncommon, although i t  is anticipated that a majority 

of the components will not suffer from the fault. I t  is obviously desirable that 

the proportion defective is as low as possible so that a minimum amount of 

expensive re-assembly work must be carried out by MECO, also that the mean 

lifetime of effective components is high so that the piece of medical equipment 

will give trouble-free service over a long time. 

As far as the proportion defective is concerned, it may be worthwhile for 

ELCO to operate some inspection procedure to try to ensure that batches with 

a high proportion defective are not sent on to (or used by) MECO. Whether or 

not such a procedure is desirable, and if so what its form should be, will depend 

on many factors including the net profit to ELCO of acceptable components, and 

the costs to both companies of dealing with faulty ones. Also of relevance is the 

expense o f  conducting the inspection procedure, the 'reliability', 'accuracy' or 

'usefulness' of such a procedure in statistical terms and the tj'pical level of the 

proportion defectilre; also perhaps how this Lraries from batch to batch. 

Concerning the mean lifetime of the components, MECO might like to be 

able to quote i n  the equipment specification some value for this quantity. This 

is useful for comparison purposes-perhaps to demonstrate the superiority of 

MECO's equipment over someone else's. Also, a knowledge of the mean lifetime 

of the component is important to both companies to ensure that the design of the 

equipment is 'balanced': that is to say, that no single component (for example, the 

one under discussion) is either liable to fail much sooner than other components 

and thus dominate the performance of the equipment, or to last much longer 

than any other so that it  is 'over-designed' and perhaps more expensive than it  

need be. 
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The two companies, from their different standpoints, thus need to be able 

to make informed comment on the two aspects of component behaviour: the 

proportion defective in a batch and the mean lifetime of effective components. 

Suppose for the moment that we know nothing about existing techniques of 

statistical analysis, or different approaches to inference or decision-making. Let 

us try to follow the general path suggested in Chapter 1. 

We need first to construct a reasonable probability model for the situation, 

incorporating appropriate probability distributions and associated parameters; 

then to seek relevant information on which to base inferences about the unknown 

parameters or to indicate rules for action in the manufacturing and marketing 

process. 

We need to consider precisely how the information might be used to these 

ends; that is, how to construct methods to analyse the information. Finally, we 

must give thought to what constitutes a reasonable interpretation of the results 

we obtain. 

We can readily build a simple model here. We shall assume that the quality 

of a particular component is independent of the quality of any other components 

either in the same or in some other batch; however, the proportion of defective 

components, 8, may be expected to vary from batch to batch. Similarly, we shall 

regard the lifetimes of effective components as statistically independent. On the 

other hand, we assume that there are practical grounds for supposing that the 

distribution of lifetimes of eflective Components does not vary from batch to batch. 

Each batch is thus characterised by the proportion of defective components, 8, 

and the lifetime distribution of the effective components. Let us go further and 

assume that the form of this common lifetime distribution is known apart from 

the value of some single parameter, say its mean. We have now arrived at an 

elementary model for the system. In this model we take the random variable X 
to represent the lifetime of an effective component. It is a continuous, positive, 

random variable that has a probability density function f @((x), which is known 

apart from its mean, denoted by p. 

We have thus represented the practical situation by a simple probability model 

involving just two parameters, 0 and p. 

To know the value of ,u is to have a tangible measure of the quality of usable 

components; this is valuable both for representing the behaviour of the piece 

of equipment incorporating the component and also to determine whether the 

component is appropriately designed in relation to other components. 

To know the value of 0 for a particular batch currently under study is to have 

a measure of the quality of that batch of components; knowing how 8 varies 

from batch to batch provides a further assessment of the overall success of the 

manufacturing process. This knowledge about 8 for the current batch, or from 

batch to batch, must be important in any decision to use or scrap a particular 

batch of components, or to maintain or modify the style of manufacture of the 

components, respectively. But of course, neither p nor 8 (for some particular 

batch currently being examined) will be known. 
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The task of the statistician is to seek and to process relevant information about 

the practical situation to cast light on the values of p and 0. The distinction 

between inference and decision-making is well marked in this problem- for 

example, on the one hand MECO may want to quote a value for p on the 

equipment specification; on the other hand, ELCO may have to decide whether 

the current batch of components is up to standard and can be passed on to the 

assembly process at MECO. 
The value of a statistical analysis in this situation depends ultimately on the 

adequacy of the model. We have incorporated some quite specific assumptions: 
notably, the statistical independence of the properties of individual components, 

the constancy of the lifetime distribution of effective components from batch to 

batch and the specific form of this distribution. Ideally these assumptions need 

to be justified before any attempt is made to use the model. This would require a 
full-scale statistical investigation in its own right, and is beyond the framework 

of our present discussion. For illustrative purposes, we shall adopt the model 

uncritically . 
The whole question of model validation is a major one. All we will say here is 

that, in any real-life study of such a problem, it is often not feasible to carry out a 
thorough validation. It is unlikely that adequate information would be available, 

and the model might at best be justified on a combination of subjective and 

quasi-objective grounds. Independence might be justified by arguments about 

the physical properties of the manufacturing process, similarly the assumption 

of a constant lifetime distribution. The form of the lifetime distribution may 
be accepted because of ‘empirical experience of similar situations’, theoretical 

arguments about what distributions constitute reasonable models for component 

lifetimes in general, and the flexibility of form of the family of distributions 

( J ’ , l ( x ) ]  for different p,  apart from any actual information obtained from the 
situation being investigated. 

2.2 SAMPLE DATA AS THE SOLE SOURCE OF 
INFORMATION: THE CLASSICAL APPROACH 

Suppose a current batch of the electronic components is available and we draw 

a random sample of them from the large number in the batch, and examine 

their individual properties. A standard test is available to check for the basic 

manufacturing fault and this is applied to all the components in the sample. As 

a result we find that a number r ,  out of the n components in the sample, are 
defective. The effective components, which have been in no way damaged by 

the standard test, are now given a life-test to determine their lifetimes. A set 

of data of this type, with n = 200, is given in Table 2.2.1. Each component in 

the sample contributes either as a basic manufacturing fault (denoted*) or as a 

lifetime x,(j = 1, . . . , n - r ) .  The number of faulty components in our data is 

r = 60. 
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Table 2.2.1 Sample data for ELCO components 

* 58.8 
* 93.6 

95.3 100.6 
83.1 78.6 
97.1 77.8 

83.4 66.9 

66.0 85.6 
61.7 66.1 

67.9 * 
68.3 84.7 
69.1 94.3 
80.2 * 
87.1 81.6 
* 73.5 

78.9 * 
83.8 96.3 
* 87.7 

* * 

* * 

* * 

79.2 
* 
* 
* 
* 

74.3 
* 
* 

99.6 
91.5 
64.8 
78.2 
84.7 

103.0 
68.2 
62.2 
97.3 
90.1 
66.5 
86.0 

61.9 
75.0 
76.3 
* 
* 

109.9 
74.9 
72.5 
68.6 

64.9 
84.8 
82.0 

* 

* 
* 

94.5 

78.0 

72.7 

* 

* 

73.1 
96.0 

75.5 

87.0 

80.4 
67.1 

63.4 
59.3 

77.3 
81.0 
73.5 
97.1 
91.1 
86.0 

* 

* 

* 

* 

* 

* 

* 
97.9 

1 10.7 
80.9 
87.2 
82.2 
93.0 
60.5 
77.8 
67.5 
79.9 
77.3 

95.5 
109.0 
69.8 
55.2 

* 

* 
* 

109.5 

* 78.5 
76.3 84.1 
96.2 73.3 
* 94.5 

94.3 90.1 
66.3 78.3 
84.9 * 
86.3 69.2 
84.8 * 
* * 
* * 
* 78.7 

81.6 68.5 
64.3 83.1 
* 103.2 

74.2 * 
80.3 93.1 
80.3 71.0 
76.0 80.4 
60.9 86.4 

82.2 
102.4 
63.5 
86.0 

105.4 
69.6 
67.0 
* 
* 
* 

90.5 
* 
* 

71.1 
87.0 
76.7 
74.2 
* 
* 

82.9 

83.0 
84.5 

77.1 
* 

* 
* 
* 

84.2 
85.6 

75.7 
86.5 
82.2 
70.9 
85.8 
98.2 
60.5 

63 .O 
86.3 

* 

* 

What do these data tell us about the parameters, 8 and p,  in the model? Since 
the data arise from a single batch they throw light on the value of 0 specific to that 

batch. We shall call this value 00. Furthermore, the assumed homogeneity of the 
lifetime distribution means that we can regard the lifetime data as representative 
of the manufacturing process as a whole, and not batch-specific, and we can use 
them to draw inferences about p.  

Note that the sample information on batch quality (that is, whether individual 

components are defective or effective) is available as soon as the sample has been 
inspected. Consequently it can be used straightaway to infer the value of 0 in the 
current batch; or indeed, as the basis for some decision such as whether or not to 
supply this batch to MECO. In contrast, the sample information on the lifetimes 

of effective components will not be available until lifetests have been conducted. 
The lifetimes given in Table 2.2.1 are in appropriate units (say maximinutes, 
MM) and will typically not have been obtained until long after the current batch 
has been dealt with (even allowing for some realistic accelerated ageing process 
in laboratory tests). 

2.2.1 Batch Quality 

Consider first of all what the data tell us about 8 for this batch; that is, about 
00. Each component in the sample is noted to be either defective (D) or effec- 

tive (E). In a typical situation we have a sequence of n independent qualitative 
observations, e.g. 

DEEEDED . . . DE. 
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The model declares that a proportion 0,) of the components in the batch are 

defective. Adopting the jreyite~ic*j~ concept of probability this amounts to saying 

that any individual component drawn at random from the batch has constant 

probability 00 of being defective. So 

The probability nieasure here relates t o  the values taken by the relative frequency 

of defective components from the batch, in samples of ever increasing size. 

The assumptions of independence and constant probability suggest intuitively 

that the order of Ds and Es in our sample is irrelevant-that all that matters is 

the Iiimher of Ds and Es; that is, r and rz - r .  If this is so then rz 'pieces of 

information' have been reduced to just two without loss of relevant information. 

This idea of reducing the extent, but not the corztent, of the data is an important 

one particularly in the c*lirs.sic*crl approach, but also in BLiyesiun inference. Termed 

sufficiency, i t  is an idea we must discuss and develop in detail later (Chapters 5 

and 6). 

So what we know about 00 is that the data yielded r defectives out of ri 

components examined. The model implies that I -  must be an observation of a 

random Lmiable R having a binomial distribution with parameters I I  and 00; we 

shall write R - B(r7. 00). 

We might try t o  use this to draw inferences about Ho.  The binomial distribution 

B(ri, do)  has mean !it)() and variance n H o (  1 - 60). Thus, orz  ~ t w ~ r ~ i g e ,  R is r i H 0 ;  so 

if = R / r i .  

(2.2. I ) 

bfhere E ( . )  is the expectation operator. Our observation r is a typical value from 

the distribution of R. In view of (2.2.1) it  seems reasonable to use r/ri as a 

'shrewd guess' at the actual value of 00; that is, as an estimate of $0. We say that 

Rlri is our estimator of 00; it is the t d i t e  this takes in the dutu thctt is the ctc'tital 

E(H)  = E(R/rz ) = 00, 

ustinicrtr. From the data in Table 2.2.1 we estimate 00 by 0 = r / ~ i  = 0.30.' This 

illustrates the idea of point estimation in the classical approach to statistical 

i n fe re n c e . 

Why is this a reasonable method of estimation'? The argument above suggests 

only one criterion; namely, that the u.tpec.teci 1dite of the estimator is equal to 

the quantity i t  is estimating. Such an estimator is said to be unbiased. 

But the estimator 6 has other propertie3 in this situation. We know that its 
sampling variance is 

00( I - 00 ) 
Var(H) = 

I 1  
(2.2.2) 

' Strictl), speaking we need to distinguish in our notation between the rtitidotrz twriahlr & R )  and 

the \ d i ~  if tokrs. H ( r ) ,  for a particular sample. Later. when discussing basic principles and theory in 
so~iie detail. this distinction is made. For the moment, however (and wherever the level of treatment, 
o r  immediate context. renders this unnecessary), no formal distinction will he drawn between the 

pott,ntitrl and the r-rtrli.v~tl values. In such cases the same symbol t? ( o r  S, o r  s', say) may be used 
unanihiguouslq to denote ;in estimator. o r  an estimate, as required. 
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so that as n becomes larger the variance becomes smaller. This means that the 

larger the sample size, n ,  the less we should expect the unbiased estimator 6 to 

differ from 60 and we might conclude that increase in the sample size leads, in 

this sense, to more accurate estimators of 00. 

More particularly we can easily show that as 11 -+ 00, so 8 -+ 60, in proba- 

bility. (This is a simple consequence of Chebychev’s inequality.) Such an esti- 

mator is said to be consistent, a further intuitively appealing criterion for a point 

estimator. It is easy to see that consistency is not an inevitable property for an 

estimator. Suppose that, irrespective of the sample size, n ,  we choose to estimate 

00 by the quality of the first 10 components sampled, assuming n > 10. Obvi- 

ously such an estimator is unbiased, but its sampling variance is 0.1 60(1 - 60) 
independent of n. It is thus not a consistent estimator. 

Finally, having remarked on the unbiasedness and consistency of e, we might 

ask if 8 is the best unbiased, consistent, estimator of 60 based on the sample 

(r ,  n ) .  This raises the question of what we mean by ‘best’ ! One possibility is to 
seek an unbiased consistent estimator with smallest variance. In fact, it can be 

shown (Section 5.3.2) that there is no unbiased consistent estimator of 60 with 

variance less than (2.2.2). In this respect 8 is best, and the best we can do to 

‘pinpoint 60’ in the example is to use the point estimate 6 = 0.30 for 60. 

Later, in Chapter 5 ,  we shall consider in detail these various criteria for 

classical point estimators; their respective importance, incidence and interrela- 
tionships. We will face such questions as 

0 whether the sampling variance is the most useful measure of accuracy of 
estimation, 

0 whether unbiasedness and consistency are essential, 

0 whether or not sufficiency, consistency and unbiasedness are unrelated 

concepts, and 

whether we can recognise situations where best estimators exist, and identify 

them. 

0 

Similar detailed study must be made of other aspects of the classical approach to 

statistics, which will be merely intuitively, and somewhat superficially, justified 

at this stage. 

Before proceeding to consider other techniques and concepts of classical statis- 

tical inference applied to the present problem, we must pause to reflect on the 

interpretation of point estimators. In saying that 6 is unbiased, expressed formally 

by (2.2.1), we have in mind a distribution of possible values of 6; the sampling 

distribution of 8. This must be viewed as having as ‘collective’ (in von Mises’ 

terms) the set of values of 8 which might arise from repeated random samples of 

n components drawn from (then replaced in) the current batch. Of course, no such 
repeated sampling is envisaged, but it must be conjured to provide the interpre- 

tative backing for the classical approach. Alternatively, a conditional argument 
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can be invoked, and the d i h b u t i o n  of values of viewed as arising as single 

values of r / j i  each from it different batch where the parameter 6'0 huppens to 

hmve the s m w  ~ ~ i l i i e  c i s  it doe.\ j i ) r  the cwrrent hutch. Neither view is entirely 

satidying intellectually to some people; but some such attitude is inevitable in 

the classical approach, which defines its concepts, and assesses performance, in 

term\ of a po.~tiil(itecl seyiienc.e of siniilcrr sitiiutions. Consistency, and the use 

of the \ampling variance to measure the accuracy of 8, are clear illustrations of 

the use of such (rggrcgute measures. We shall return to this point for a fuller 

discussion at a later stage (Chapter 5 ) .  

Returning to the probletn of the ELCO components we can go further in our 

inferences about HI) .  We might ask: 'How close i h  our estimate, 6' = 0.30, to 

the true ~ a l u e  of H o  for the batch'?' Some clue to this is given by (2.2.2). For 
i i (  I - h ) O )  and no() both of reasonable size the binomial distribution B ( n ,  80) may 

be approximated by a normal distribution with the same mean and variance as the 

binomial, i.e. by a normal distribution with mean no() and variance n@o(  1 - 80). 

denoted by N [ n H 0 .  n&( 1 - O o ) ] .  The conditions are appropriate here in that it  

may be assumed that both n (  I - 00) and no() are greater than 40. So we have, 

approx i mate1 y , 

(2.2.3) 

- 

4 - "oo, Go( 1 - &))/Iz]. 

The standard error (S.E.) of 6. J[&,( 1 - & ) ) / n ] ,  is unknown since 00 is not 

hnown; but an e . 5 t i r n t i t d  standard error (E.S.E.) may be obtained by substituting 8 
for do. In this way we can use (2.2.3) to make probability statements involving 80. 

We hakre E.S.E. ( 6 )  = 0.0324, so that there is a probability of approximately 0.95 

that 1; - 001 < 1.96 x 0.0324 = 0.0635. This tells us that there is little chance 

(about 0.05) that 6 is farther from 00 than 0.0635. 

But is this really as comforting as it  might at first seem'? The probability 0.95 
is measured in relation to a sequence of repeated situations in each of which 

a \ample of 200 components is drawn from the batch. In the long term about 

95 per cent of the resulting values of will be within 0.0635 of the true value. 

Thi\ certainly pro\ide\ wme  aggregate assurance, brit kt'e clo not in fcrct knoic.! if 
6 = 0.30 is one of' the 95 per cent thcit Lire kr9ithin 0.0635 oj'IJ(), or one cf the 5 

per cent thcit cire not ! 
Aggregate assurance may be comforting to the statistician, viewed in the 

context of his wider professional activities. It may even satisfy ELCO in the 

present problem to know that a large proportion of the conclusions it  draws 

about consecutive batches will be correct. However, it provides little comfort 

to ELCO as far as the present isolcited batch is concerned, nor indeed to the 

interested party in any practical problem where a single inference is to be drawn 

hith no obkious reference to a sequence of similar situations. 

The same dilemma arises in the attempt forrvznlly to couple estimation with 
an assewmnt  of the accuracy of the estimator, through the idea of an interval 

estimator. 
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From (2.2.3) we have 

where 
is, if 2 - N(0, 1) we have 

is the double-tailed a-point of the standardised normal distribution. That 

P{lZl  < &) = 1 - a. 

In particular if a = 0.05 

(2.2.4) 

is true with probability 0.95. Inverting this as an interval for &-either approx- 

imately by replacing 60 in the denominator by 8, or precisely by determining the 
roots of an appropriate quadratic equation-yields what is called a two-sided 95 

per cent confidence interval for 60. Consider the more precise method. From 
(2.2.4) we can write 

or 
Q(@o) = (1  + 3.84/n)O; - (28 + 3.84/n)& + a2 < 0. (2.2.5) 

Thus the confidence interval has the form 

a(8) < 00 < B(8) (2.2.6) 

where (Y and /I are, respectively, the smaller and larger roots of the quadratic 

equation 

Q<Oo> = 0, 

with Q(O0)  as defined in (2.2.5). The region (2.2.6) provides an interval estimator 
of 00: an interval which contains 00 with probability 0.95. But again the measure 
of precision refers to repeated sampling, in the sense that 95 per cent of the 

intervals, obtained by substituting in (2.2.6) values of 8 obtained from dCfSerent 

samples, will contain 00 in the long run. 

From the data of Table 2.2.1, (2.2.6) yields a two-sided 95 per cent confidence 
interval for 00 as (0.241 < 00 < 0.367). In contrast the approximation obtained by 

replacing 00 by 6 in the denominator of (2.2.4) is (0.236 < 60 < 0.364). Likewise 
we can obtain, say, a 99 per cent confidence interval as (0.224 < 00 < 0.389) [or 
(0.217 < 00 < 0.383), respectively]. The confidence level, 95 per cent or 99 per 

cent, may be chosen at will, but we are forced to trade precision for confidence 
in the sense that the higher the confidence the wider the interval and hence the 
less precise is our statement about 00. 
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For the present example what does the confidence interval tell us about Ho'? 

Consider the (more exact) 95 per cent confidence interval 0.241 < Ho < 0.367. 

We must beware of an appealing misconception! I t  is tzot true that 0.241 < 

fl() < 0.367 holds with probability 0.95. Eithcr 00, (1 cletemtined eiumititj? not 

I i  t u t i e h t i  \wicihlt>, i.s it1 this ititonwl or it i.r t w t .  All we know is that in  the 
long run 95 per cent of such intervals obtained in similar circumstances t o  the 

present one will contain H 0 ; 5  per cent will not. We have no way of knowing 

into urhich category the present interval falls! I t  is Lfital that we adopt the proper 

interpretation of the confidence interval. We shall pursue this later, and also 

consider criticisms directed towards the classical approach that hinge on such 

i n t e rpre t a t i c'e rna t t er s. 
The two w'ays w'e have so far considered for processing the data on batch 

quality have been iu/>t-ottti(il in nature. They aimed to provide a fuller clrscriptiotz 

o f  the underlying mode1 for the current batch in terms of  the value of 00. But it  

is likely that some clrc~isioti on the current batch of components must be made, 

based on the data in the sample. Should the batch be sent on to MECO for use in 

the hospital equipment i t  is assembling'? Should MECO accept it? With the type 

of catastrophic nianufacturing fault possible in these components i t  is inevitable 

that a proportion of the components sent to MECO in any batch will be unusable. 

Presumably this is allowed for in the terms of the agreement between the two 

companies. But i t  is cqually likely that some limit is placed on the numbers 

of defecti\.e components that MECO will tolerate. I t  may be. for example, that 

MECO agrees to accept batches provided that ELCO reimburses the costs of 

locating and replacing defective components. Alternatively, a certain proportion 

of defectiktes may be accepted i n  a batch, but if the actual proportion exceeds 

this limit ii heavy penalty is imposed. Let us consider this second case briefly. 

Suppose i t  has been agreed between the two companies that batches of  compo- 

nents that contain n o  more than, say, 24 per cent defectives must be accepted 

bq' MECO; whilst i f  i t  happens that there are more than 24 per cent defectives 

f u l l  costs of  locating and replacing defective components must be met by ELCO 

urho must also pay a fixed penalty charge. 

ELCO may h ~ l l  decide to carry out some yucility c*o/ztrol exercise on batches 

to safeguard against this double penalty. This can be achieved by taking a 

random sample of components from a batch, and accepting or rejecting the batch 

depending on the number of defectives in the sample. Whether to operate such a 

scheme, and what its form should be (e.g. whether t o  take a sample of predeter- 

mined size, if so of what size: or whether to sample components one at a time 

until a decision can be taken) depend really on cost factors such as the costs of 

sampling batches or of remedying rogue batches sent to MECO, as well as on the 

range of  \alues of H which might arise in different batches. These f'actors should 

ideally form part of the information that is examined in reaching a decision and 

we consider this in simple form later (Section 2.4). For the moment let us see 

what policy might be followed if we use otzly the , s m i p l c ~  clcrtti frcim a sample of 

;i fixed size 1 1 ,  with costs being only informally taken into account. 
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ELCO obviously wants to avoid supplying the current batch if 80 > 0.24, but 

at the same time cannot afford to reject too much of its production to this end. 

There are two extreme situations. 

The company might 'act safe' by assuming that $0 > 0.24 for a given batch, 

and only supply the batch if the data give some reasonable indication that 

80 5 0.24. 

Alternatively, batches may be supplied to MECO on the assumption that 

00 5 0.24 unless, again, the data give evidence to the contrary. 

Either of these policies may be followed by using what is known in the classical 

approach as an hypothesis test, or more specifically a test of signijicance. We 

illustrate this for policy (ii) based on the data of Table 2.2.1. 

Initially, we employ what is known as a pure significance test (Cox and 

Hinkley, 1974) to examine the inferential import of our data with respect to the 

prospect that 80 5 0.24; that is, that the current batch is of suitable quality to 
supply to MECO. We term this prospect the working hypothesis and denote it  by 
H. The aim is to assess the extent to which the data are consistent, or inconsistent, 

with H. 
To examine H from this standpoint we need to consider some function of the 

data (a test statistic) that suitably reflects the value of 80. An obvious candi- 

date here is our point estimator 8 = r / n .  It has the property that the larger its 

value the stronger is the observed inconsistency with sinall values of 80, and in 

particular with H. We measure the extent of such inconsistency by determining 

the maximum probability that the test statistic would be as large as the observed 

value 8obs were H true. 
- 

Specifically, we calculate 

which provides a measure (called the observed significance level, or critical leiiel) 

of the inconsistency of our data with respect to the hypothesis Ho : 80 = 0.24. If 
Pobs is small (indicating inconsistency with Ho) it will in this situation be eller? 

smaller for smaller values of 80 within H : 8 5 0.24, and thus indicates at least 
as much inconsistency with respect to the wider prospect H. 

The observed value of 8 from the data of Table 2.2.1 is 0.30. Using the normal 

approximation (2.2.3) we obtain = 0.023 (or 0.019 using a continuity correc- 

tion), with the resulting inference that the data are highly inconsistent with H. 
The pure significance test is not intended, in itself, to provide a basis for 

deciding whether or not to accept H, although clearly the smaller the observed 

In probability theory, the notation P (./.) refers to the probability of one event conditional upon 
another. Here it has the common wider interpretation, where the bar merely implies that any statement 
that follows it is assumed to be true. This distinction is often less meaningful in Bayesian inference, 
as we shall see later. 
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significance level the less ( in  the sense of the greater the inconsistency of our data 

relative to H )  is our credence in H. Indeed, if we were to take the view that any 

particular value of /?&, was small enough to justify rejec'tioii of Ho (and hence of 

H),  the ob\erved significance level p&\ has the interpretation of the probability 

of incwrectly rejecting Ho (or H). In contemplating rejecting H, or finding no 

reason to reject H (i.e. continuing to accept H), we are now moving closer to 

decision-making, but without any overt consideration of costs or consequences. 

Cla3sical statistics incorporates a more formal mechanism (based on the inter- 

pretation above) for deciding whether to accept a working hypothesis or r i i d l  

Iivpothesis H, or to reject it  in favour of an dterntitive h y p t h e s i ~ ,  H. Such 

a procedure is termed an hypothesis test or significance test (without any 

such epithet as 'pure' or 'simple'). For the current problem, H has the form: 

h)() 5 0.24;H : 00 > 0.24. We commence by specifying some small value a ,  the 

significance level of the test, as the maximum probability we will tolerate of 
rejecting H rr*huti it i.$ t r w .  This probability is maximised when 00 = 0.24. 

Again, it  will be large values of e that cast doubt on H. Thus it  suffices to 

determine wine value c- such that if we observe 6 > c' we reject H in favour of 
H (otherwise we accept H). If the maximum probability of incorrect rejection of 

H is to be U. this requires 

- 

- 

so that, through the normal approximation (2.2.3), we must take 

c' = 0.24 + 0.427:,,/ Jn . (2.2.7) 

Such a procedure is called a one-tailed level-a test of significance. The value 

o f a  is open to choice. But so also is the rejection criterion. To reject H if 8 > c' 

i \  only one possibility; any other rejection criterion that has probability i io  inore 

tliirii CY of being satisfied \then H i.\ trrre also yields a level-a test. We rest merely 

on the intuitive appeal of the current test for the moment, but will take up this 
point again later (Section 5.4). We must also return to the question of what role 

is played by the alternuti\'e t i j p o t h ~ ~ s i ~  in the choice of a test. 
I f  0.05 is regarded as the maximum tolerable risk of incorrectly rejecting H 

in the light of the consequences of such wrong action, we would take CY = 0.05. 
For such a one-tailed 5 per cent test in this case we must substitute I. = I .645 

in (2.2.7) to obtain c' = 0.24 + 0.702/,/n. When i i  = 200, c* = 0.290. 

For the data of Table 2.2.1, 6 = 0.30, which would lead us to reject H on 
the basis of a 5 per cent test, and we should presumably not supply the batch 

to MECO. 
I f  it  were important to be even more sure of not irzc'orrec*tly rejecting H we 

could take a smaller value of a,  say CY = 0.01, and operate a I per cent test of 

significance. The data now provide insufficient evidence for rejecting H, since c 

has now become 0.31. The greater the assurance we require of not iiicorret-tlj~ 
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rejecting H, the more extreme the data need to be in the sense that larger values 

of 8 are needed for rejection. 

Just what has been achieved by such a test? By making (Y arbitrarily small 

it is possible to ensure that there is a correspondingly small probability that a 

batch is unnecessarily held back (with the associated expense of scrapping, or 

fully inspecting, it). On the other hand, it is possible that there is a high risk that 

an unacceptable batch is supplied to MECO. In the extreme but trivial situation 

when (Y = 0 no batches are held back. All batches, including eve? unacceptable 

one, are supplied and there is no control on batch quality. 

However, unacceptable batches that are supplied involve ELCO in the expense 

of remedial action, as well as the penalty charge. This is a second type of 

risk that must be studied; of accepting H when it is false. The test of signif- 

icance above gives no direct consideration to this. It merely ensures that the$rst 

type of risk (of rejecting H when H is true) is kept within tolerable bounds. 

In this respect, the test of significance is asymmetric in its regard of the twto 

hypotheses. It basically gives the ‘benefit of the doubt’ to the working (null) 

hypothesis H, rejecting H only if good reason is found to do so and (apparently) 
without regard to the second type of risk: of accepting H when the alternative 

H is true. This is another point which we must consider in more detail later 

(Section 5.4). 
It is possible, however, to assess the risk of supplying an unacceptable batch. 

Suppose in some current batch the actual proportion defective is 00 = 0.26, so 
that the batch is unacceptable. We would accept this batch on the basis of a 

5 per cent test of significance on a sample of size 200 if 6 < 0.290. A simple 

calculation using the normal approximation (2.2.3) shows that the probability of 

accepting the batch is 0.833. This is an astounding result ! The cost of a reasonable 

guarantee that acceptable batches will not be suppressed is a very high probability 

of accepting unsatisfactory batches (with 00 = 0.26). This could only be justified 
if the expense of suppressing a batch was enormous compared with the penalty 

of supplying an unacceptable batch, which is unlikely to be true. 

In fact there has been no formal, explicit, consideration of consequences and 

costs of wrong actions in the construction of the test. This is characteristic of the 

test of signijicance; such factors are considered only subjectively in the choice 

of what to take as the working hypothesis and in the choice of an appropriate 
significance level for action. Attempts to justify this lack of any formal regard to 

costs and consequences include the claim that it is seldom possible to quantify 

these factors, and hence that an objective approach to the problem should not 

involve them. Alternatively, it is sometimes argued that the test of significance is 

not a decision-making procedure but an inferential one, providing a description 

of the underlying probability process, and that costs are relevant only when we 
try to interpret this inference as a guide to action. 

This is nicely illustrated in our problem: in the distinction between an infer- 

ential conclusion to ‘reject H’ (i.e. to believe instead that 00 > 0.24) and its 

behavioural implication that we ‘reject the batch’ (i.e. do not supply it to MECO). 
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We shall see (Section 5.6) that much controversy centres on this matter of whether 

the test of significance plays an inferential, or decision-making, role. 

The extreme attitude ( i i )  of assuming 4, 5 0.24 unless the data provide 

ecidence to the contrary leads to the test of significance described above. We 

have seen that i t  implies that production losses must f'ar outweigh the cost of 

remedial action on sub-standard batches, if the procedure is to make real sense. 

The opposite extreme. a s  represented by ( i ) ,  only makes sense for the opposite 

cost structure (where remedial action is fa- more costly than production losses). 

This policy, ( i ) ,  may also be implemented by a test of significance. All that is 

necessary is to iritc~t*c.lztrtzgt. the working (nul l )  and alternative hypotheses. But 

this extreme is also unlikely to represent a realistic informal assessment of the 

cost structure of the problem. One wonders, then, if the test of significance is an 

appropriate \vehicle for tricrkirig tlec*i.vioris o i ~  Dcitc'h epudity iii this problem. I t  is 

true that the second type of risk can be reduced by increasing the sample size. 

but the sample size is already 200, which may be as large as can be justified on 

grounds o f  cost ( i f  not too large; again costs should ideally be incorporated in 

the analysis). 

There is a compromise procedure that is possible. The two companies might 

co-operate i n  the construction of the inspection scheme for each batch in the 

follo\s.ing ~k'ay. ELCO agrees to accept (say) a 5 per cent risk that a batch with 

flo = 0.20 is rejected by the scheme; in return MECO agrees to bear (say) a 5 per 

cent risk of  receiving a batch with tS(1 = 0.28. We can then seek a critical value 

( s o .  a n d  sample size 1 1 .  to ensure that a rejection procedure of the form 

'reject batch if I;, > c - ( ) '  

has the agreed characteristics. The function 

i \  called the operating characteristic (OC) function of the inspection scheme. 

We need to choose e * ( )  and I I  so that 

(b(O.20) = 0.95; (b(O.28) = 0 .05 .  

See Figure 2.2.1. which shows the typical form of the OC function on the normal 

approximation. Such a scheme requires a \ample size of 305 with ( -0  = 0,238. 

That is, w e  should reject a batch if  a sample of 305 components contains 73 or 

niore defectiktes. 

I t  is a common practice for problems of this type to be examined by means of 

wch a compromise procedure, without specific regard to costs of sampling, batch 

rejection or remedial action. See Wetherill (1969) or Schilling (1982) for a fuller 

treatment of the subject from the classical approach. Barnett and Ross (1965) 

di\cuss the \peci tic problem of computer acceptance te\ting from this standpoint. 

If  reliable information is available on costs, or on the way in which H cx ie s  from 
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Figure 2.2.1 OC function for batch inspection 

batch to batch, alternative methods incorporating the ideas of decision theory, or 

Bayesian inference, may be applied. See Sections 2.3, 2.4. 
As in the case of estimation, any assessment of the properties of the classical 

test of significance must again be framed in terms of a ‘sequence of similar 

situations’. Thus the significance level a provides an upper bound to the long- 
term proportion of batches, satisfying the claims of the workirzg Iqpothesis, which 

will be rejected. This conditional interpretation is unavoidable. The quantity ac 

neither measures the overall proportion of batches that are rejected, nor does it 

express the chances of incorrect rejection for the current hatch, however appealing 

this latter interpretation might seem. 

2.2.2 Component Lifetimes 

We have briefly considered the use of classical methods in the study of the 
proportion of defectives in the current batch. The data in Table 2.2.1 also provide 
information on the lifetime distribution for effective components over the whole 

manufacturing process. We will now briefly consider how methods of point esti- 

mation, interval estimation and hypothesis tests may be applied to this problem 

as well. 
The model assumes a particular form, f ,(x), for the lifetime distribution: 

known apart from the value of p,  the mean of the distribution. Various distribu- 

tions have been successfully employed to represent the lifetime distributions of 
industrial products and components. (See Barlow and Proschan, 1965, and Lee, 

1992, and associated references.) These include the Weibull distribution and the 

gamma distribution. As special cases of the latter, both the exponential distri- 

bution and the normal distribution have been seen to provide useful empirical 

models. Davis (1952) provides an early study of the use of these distributions in 

a variety of situations, including human mortality, payroll errors, and failures of 
hand tools, of calculating machines, and of a variety of electronic components. 

In this spirit let us suppose that the lifetime distribution for the present problem 
is essentially of the form of the x’ distribution (that is, gamma with index 1/2) 
with mean p, which is taken to be large; that is, we will assume that the lifetime 
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Figure 2.2.2 Histogram of lifetimes 

distribution is approximately N(p, 2p). (This may not be entirely realistic, but is 

convenient for illustrative purposes at this stage.) 

We might now ask if the data support such a model; and seek an estimate of p. 

The histogram of lifetimes from the data of Table 2.2.1 is shown as Figure 2.2.2. 
Suffice it to say that this provides no evidence to contradict the N(p, 2p) model. 

A simple probability plot would also be a useful informal aid to model validation. 

How can we estimate p? Again since p is the population mean, we might 

take the sample mean X. From the data we obtain the sample mean and sample 

variance, s2, as 

X = 80.80, s2 = 148.19. 

(It is comforting that s2 is about twice X in value!) So it seems intuitively reason- 

able to estimate p by 

/l = X = 80.80. 

Unfortunately our intuition is not entirely sound here. We can show, in fact, that 

X, with sampling variance 2p/n ' ,  is not the best unbiased consistent estimator of 

p. (The sample size, n', is 140.) This exemplifies the fact that the sample mean is 

not always the best estimator of the population mean. We might have suspected 

some trouble here in view of the simple relationship between the mean and 

variance. Some function of the data reflecting variation about the mean possibly 

also carries additional information about p. 
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We might also consider a confidence interval for p based on X. We know 
F - N(p, 2p/n’), so that 

and we obtain a 95 per cent confidence interval for p as the region between the 
roots of the quadratic equation 

p2 - {E  + 7,68/n’}p + X2 = 0. 

For the current data this gives 78.72 < p < 82.93; but again (as we shall see 
later) there is a real sense in which this procedure does not produce the ‘best’ 95 
per cent confidence interval; we do better to base the interval on some function 
of the data (some statistic) other than Z. 

Finally, let us consider some simple policy-making procedure utilising the 
sample data on component lifetimes. Suppose it has been agreed between the 
two companies that a mean component lifetime of 80 MM suits their respective 
needs; that is, such a component has a mean lifetime that is neither too small so 
that it dominates equipment failure, nor too large so that it is ‘over-designed’. 

The data might be used to perform a spot check on the control of the mean 

lifetime; if this showed the mean lifetime to be markedly different from 80 MM it  
might be necessary to modify the production process. Again a test of significance 
can be performed as the classical expression of such a check. But it is no longer 

appropriate to conduct the type of one-sided test described above; we now need a 
two-sided test since departures from the value 80 in either direction are important. 

A simple form of such a test would take an hypothesis H : p = 80 and test it  

against the two-sided alternative hypothesis H : ,!A # 80. 
Such a test has the following form. Suppose, for  the moment, that our lifetime 

data constitute a random sample of 140 observations from N(p, 21-1). We know 
that, i f  H is true, 

X - 80 z= 
,/( 160/140) 

has a standardised normal distribution, N(0, 1). We have only then to calculate 

the value of 2, the test statistic, and assess whether it is a reasonable value to 
have arisen from N(0, l), by determining the probability of obtaining a random 
observation from N(0, 1) as large (or larger) in absolute value as lZl .  The corre- 
sponding, more formal, level-a test of signijcance has a rejection criterion: ‘reject 

H if 121 > zu’. The interpretation, and practical choice, of the significance level 
are subject to the considerations already discussed. 

In the current example 121 = 1.06, which is far from being significant even at 
the 5 per cent level. Presumably no action is called for! 

Before leaving this topic we must also note some further distinctions 
between the two-sided, and one-sided, tests. The hypothesis H : p = 80 provides 
a complete specification of the probability model; the earlier hypothesis 
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H : tJ0 5 0.24 provided only a p i r t i d  specification. To stress this distinction the 

former type of hypothesis is termed a simple hypothesis, the latter a composite 

hypothesis. 

Much of the literature on hypothesis testing refers to the basic working hypoth- 

esis as the null hypothesis, sometimes with the restriction that this must be .sinrplr 

so that our working assumption proLGles CI wtrip1eful.v .spec.$ecl nrodul. To adopt 

this attitude for studying the batch quality in our example means we must test 

ii null hypothesis H : Ho = 0.24 against an alternative hypothesis : 0,) > 0.24. 

‘This implies that the parameter 00 is restricted to the range (0.24, I ) ,  which seems 

both unnatural and unrealistic. In view of this, and of the general inconsistency in 

the literature, we shall not use the term ‘null’ and allow the working hypothesis 

to be simple or composite according to practical need. 

Indeed, the use of a point hypothesis is at best a convenient abstraction! In 

terms of application, or import, small departures from p = 80 cause us little 

practical concern. Indeed, we should really design the test in terms of how far p 

needs to depart from the \ d u e  80 before this becomes materially important. Such 

;i facility is available through consideration of the second type of risk mentioned 

earlier (we take this up again in Section 5.4). 

Finally, the lack of any . f i ) n n r r l  consideration of costs is again unfortunate 

in its implications. I t  is possible that values of p greater than 80 might have 

quite different consequences to values lower than 80. If we could quantify this 

difference i t  would provide additional important information. which cannot be 

accommodated through a test o f  significance. On the other hand, the pure test of 

significance maintains its function of representing the import of the sample data 

~ r l o r w ;  some claim that this is a s  far as we should go. 

This brief review of some of the ~ ~ l c i , s . s i c ~ c i l  methods of statistical data analysis 

applied to a particular problem is tar from comprehensive either in terms of what 

methods might be used for such a problem in practice, or in terms of the inter- 

pretation o f  concepts or conclusions. Even within this simple treatment we see 

clues to further decselopments. to inadequacies or arbitrariness in the basic ideas 

and to interconnections between the different techniques. For example, we must 

later trace the relationship between confidence intervals and tests of significance. 

and gi\re thought to questions of optimality in the choice of statistical procedures. 

There is also the question of choosing the sample size to meet particular needs, 

or indeed of conducting a seqirrnticrl study where we take observations one by 

one until  we obtain adequate information for the purpose in hand. 

Strictly speaking, we must note that our whole analysis of the lifetime data. 

nfhilst illustrative, is in one basic respect suspect! I t  implicitly assumes that the 

si/e o f  the random sample of lifetimes, 140, was pr-uclerurtriiriud. This is not true; 

the sample size is itself a random quantity because of the way the sample was 

chosen and this may well affect the analysis. In general, the nature of the sampling 

mechanism i.s relevant to the construction of methods of statistical analysis in 

the c ~ l ~ i s s i c w l  approach. In other approaches i t  is not so! We will consider this 

factor i n  more detail later. 
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2.3 RELEVANT PRIOR INFORMATION: THE BAYESIAN 

APPROACH 

So far, attention has been restricted to sample data as the sole form of explicit 

information on which to base inferences and actions in our problem. But other 

information may exist, as has been discussed in Chapter 1.  The ELCO example 

provides a clear illustration of this and acts as a useful vehicle for demon- 

strating some of the techniques of Bayesian inference; an approach specifically 

concerned with the combined use of sample data and prior information in the 

inferential process. Again, we shall consider separately the questions of batch 

quality and component lifetime. This distinction of practical objective leads to 
an interesting distinction of emphasis (if not basic attitude) within the Bayesian 

approach ! 

2.3.1 Prior Information on Batch Quality 

We start with a study of batch quality, being concerned with saying something 

about the quality, 80, of a batch currently being produced and sampled. The 
sample data consist of the observation that there were r defective components 

out of a random sample of size n ;  in the actual data r is 60 and n is 200. But 

there is a natural source of additional information in such a sampling inspection 

problem. The current batch, with its value of 8 expressing batch quality, is only 

the latest in a long sequence of such batches. Earlier batches, each with their 

own specific value of 8, have been produced and processed. We can imagine a 
long sequence of batches terminating with the current one, each indexed by a 

pair of parameter values (8, A )  in our model. The parameter 8 is assumed to vary 

in value from batch to batch, the parameter h to be fixed. See Figure 2.3.1. 
Not only do the current data ( r ,  n )  reflect on 80, but so indeed would the 

previous values 81, 82, . . . , 8 k ,  . . . of the quality parameter, if they were known. 
We can think of the current value 80 as typical of the frequency disrribirtiori 

of values of the parameter that arise from batch to batch. We might go further 

and talk of a probability distribution of 8 values, the prior distribution, with a 
clear frequency interpretation. The current value 00 may be regarded as arising 

I 

Earlier 
batches 

I 

I Current 
I batch 
I 

Figure 2.3.1 
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at random from this prior distribution. In terms of this distribution we can talk 

about the prior probability that 00 is in a certain range of values. 

Suppose the prior distribution has probability density function ~ ( 8 ) .  Then n( H ) ,  

if known, provides essential information about the current value of 8 in defining 

the probability framework from which i t  has arisen. The sample data add to this 

information in giving evidence on which specific value, Ho. from the distribution 

T T ( H ) ,  has occurred in the current batch. But there are two questions. First. how 

can we know, precisely or inferentially, what ~ ( 0 )  is'? Secondly, how do we 

combine n(8) and ( I - .  n )  to reflect on 80? 

In this type of problem we might also have some previous scrrnple dcitci avail- 

able to give an indication of the form of n(0) .  How this might be utilised will 

be considered when empirical Bayes' methods are discussed later (Section 6.7). 
In  our particular problem, however, i t  is to be expected that much more specific 

information on ~ ( 8 )  is available. Any batches that are accepted by MECO will be 

subject to full  inspection, since the components are being used in assembling the 

equipment of which they are part and which will be fully tested before being sold. 

For such batches the precise values of 8 will thus be known. But it  is possible 

that the precise values of 8 will also be known for rejected batches-since these 

may haLre been fully inspected to salvage the effective components. So a large 

number of representatikve values o f  h, may well have accumulated and ha\z been 

recorded. I f  sufficient in number these can give a Fairly precise picture of n(8). 
For illustration, suppose such records exist for the present problem, and in fact 

498 previous H kfalues are available. The histogram of this information is shown 

;IS Figure 2.3.2. 

Before considering how ufe might combine the information given by the prior 

distribution x(H) with that yielded by the sample data ( I - ,  IZ ) ,  we note that n(8) i r z  

itself' opens up new aL'enues for enquiry about 80. I t  may be used to make direct 

probability assessments about what value, 80, has occurred in the current batch, 

quite apart from anything the sample data might tell us. Thus we can say that 

the \.alue of t-) for which n(8) is a maximum is a priori the n i o s t  likely \dice  to 

have arisen. 

Alternatively, we can measure the prior probability that 80 exceeds, or is less 

than, some particular value 8. We can even derive an interval in which 80 lies with 

some prescribed prior probability. This leads to an alternative type of 'confidence 

interval' -a Bayesian prior probability interval (sometimes referred to as a 

prior credible interval). 

To fix ideas, suppose we know the exact form of n(8). The curve superimposed 

c m  the histogram in Figure 2.3.2 is the probability density function o f  a beta 

distribution (of the first kind) with parameters 20 and 80. Empirically, this 

seems a reasonable representation of the w-iation in H values from batch to 

batch suggested by the histogram. Consequently, we shall assume that 

(2.3.1 ) 
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Figure 2.3.2 Histogram of batch qualities, with prior and posterior distributions 

which we will denote by .A), (20, 80). It is easily confirmed that n(0)  has a 

mode at Bm = 19/98 = 0.194. In the absence of any other iizformation it seems 

sensible to take 0.194 as the best indication of the current value, 80. Furthermore, 

we can obtain a direct assessment of the prior probability that the batch meets 

the standard required by MECO; that is, that 00 5 0.24. By means of a simple 
transformation this probability is obtained by inverse interpolation in tables of the 

F-distribution to be 0.835. This prior probability can equivalently be regarded 

as the long-run proportion of acceptable batches. 

A further extension is to derive a Bayesian prior probability interval for 

00. Transforming the lower and upper 2; per cent points for F40,160 yields, 

via (2.3.1), 

P(0.128 < 0 < 0.283) = 0.95, 

so that (0.128, 0.283) can be regarded as a 95 per cent prior Bayesian confidence 

interval for 00. Note how on the one hand n(0) describes variation of 8 from 
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tititch to btrtc-h and how at the same time it  represents our prior irformatiori 

trhoitt the rvtlrie of 8 j b r  tlrr cwrrerit bcitc*lr. In this latter respect T ( # )  might be 

denoted by n(0o) 

I t  \eerns reasonable to assume that the sample data will increase our knowledge 

of tlo over that provided by the prior distribution alone. Brit j u s t  / I O N *  cire \I’Y to 

t i i t ikt)  i i . 5 ~  of thi.5 e.ytrci irlJi,rmcrtion ? 

Our estimate of 00 from the sample data alone was 6 = 0.30. Viewed in relation 

to the prior distribution ~ ( 0 )  shown on Figure 2.3.2, this seems untypically high. 

Intuiti\rely we might expect that the combined information from the sample and 

the prior distribution would yield a \c,eighted estimate of 80 somewhere between 

the most likely prior value of 0.194 and the sample estimate of 0.30. This is just 

M. hat happens-but rather than obtaining merely a weighted poirit estiriicite of O0 

u e  can weight the complete prior distribution by the information in the sample, 

to obtain an augmented probtrbiiity ciistrihittiori for 00 as an expression of the 

combined inference. Roughly speaking the sample data, 6 = 0.30, mok’es n(H) 

towards the higher values. 

How is this achieved formally‘? We have only to apply a standard result in 

probability theory, namely Bayes’ theorem, to obtain the conditiorztrl tiistrihirtiori 

of H g i \ w  the sample data ( r ,  ri)-hence the description of this approach as 

Bayesian inference. This conditional distribution, with density function denoted 

by n(HJr, i i  ). is called the posterior distribution of H (or 60) and it  provides the 

required measure of  the c-orribirieti iiforrncitiori on the value of H in the current 

batch gi\ en by both the prior tiistrihirtioii crritl the stir~iple ckittr .  

We haire 

.?7(8/r. t l )  a (I&-. I1  )n(8). (2.3.2) 

where 

( I f ,  ( r -  I 1  ) = 0’ ( 1 - , ) ’ I - - ’  (2.3.3) 

is the probability of obtaining the specific sample data from ;I batch of  quality 

H [or, in terms of variation in values of 0, the likelihood function of H for the 

giben saniple ( r .  r r ) ] .  The constant of proportionality in (2.3.2) may be taken as 

to make ~ ( t l l r .  r i )  a proper probability density function. Note: Since n(Hlr, r i )  

describes our modified state of knowledge about the value of H in the current 

batch, it  might alternatively be denoted n(t)oIr, r i  ). 

I n  our example, H has the prior beta distribution (2.3.1) and it  is easily 

confirnied that the posterior distribution is also of the same form. I t  is .h’l (80, 

220);  in general. a prior distribution .A’! ( I ,  r n )  is transformed by a binomial sample 

( r ,  I I  ) to a posterior distribution .h’l ( I  - r,  111 + r i  - r ) ;  see Section 6.6. 

So we have the distribution . A’, (80,220) as the augmented probabilistic assess- 

nient of what we know about 00 now that the sample data have been incorporated. 
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As before, we might choose to summarise the properties of the distribution. The 

most likely value, a posteriori, for 00 is now 79/298 = 0.265; our estimate has 

been revised upwards by the sample data that yielded the estimate 8 = 0.30. We 

find also that the posterior probability that 60 5 0.24 has become approximately 

0.147 compared with 0.835 a priori; and that a 95% Bayesian posterior prob- 
ability interval (or credible interval) for 00 is approximately (0.220, 0.309), 

compared with (0.128, 0.283). [In recent texts on Bayesian methods the different 

terms are used: Bernardo and Smith (1994) refer to a ‘credible interval’ whilst 

O’Hagan (1994) talks of a posterior ‘probability interval’.] The decrease in 
P(00 5 0.24), and in the width of the posterior probability interval, both similarly 

reflect the sample data in an intuitively reasonable manner. These features are 

evident in Figure 2.3.2 where the value of 8, and the posterior distribution, are 

both shown (the latter as a dotted curve). 

At this stage, it is worth noting certain of the features of the Bayesian approach 

as reflected through this example, also some distinctions of attitude or emphasis 
compared with the classical approach. A fuller discussion of these points will be 

given in Chapters 5 and 6. 

(i) An immediate appeal in the Bayesian approach is the direct probability 
assessment it provides about the parameter 0. n(O[r, n )  measures in straight- 

forward probability terms our inference about 0, The Bayesian interval may be 

regarded as a region within which 0 lies with prescribed probnbilih, an interpre- 

tation we were unable to attribute to the classicul confidence interval. 

(ii) This direct probability assessment naturally suggests the mode of the distri- 

bution of 0 as a summary measure for point estimation. In the classical approach 

it is more natural, on the concept of unbiasedness, to consider the mean of the 
sampling distribution to assess the value of a point estimator. In both cases the 

choice is somewhat arbitrary (later we shall see how extra consideration might 

also commend the mean for Bayesian estimation) but the different measures do 

seem to have the most immediate appeal. In either situation a case can be made 
for the use of the median! 

The same spirit that suggests the mode as a point estimator also prompts a 

further condition on the choice of Bayesian probability (‘confidence’) intervals. 

These should surely not include values of 0 with lower probability (density) than 

any values of 6’ that are excluded. If the distribution of 6’ is not unimodal and 

symmetric, such a criterion may rule out the concept of exclusion in terms of 

‘tail-area probabilities’ as used in the classical approach, and may lead to regions 

rather than in tends  (see Section 6.3). 

(iii) The invariance of the distributional form for 0 before and after sampling 
is interesting! Only the values of the parameters I and nz are affected, being 

increased by the number of defective and effective components in the sample, 

respectively. It is as if our prior information is equivalent to a prior sample of size 

1 + rn with 1 defectives. This concept of ‘equivalent prior sample size’ can be 
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formalised, and is most useful. However, and this is most important, it  does not 

arise universally but only for particular combinations of prior distributional form 

and sample data. If such a happy combination arises naturally, in the sense that 

s i i c - h  ~i prior ilistribirtiori is U reasonuble practicul e.xpression of the uctuul prior 

ir$orrnution ~ ~ i l a b l e ,  then we will obtain a very simple, and valid, interpretation 

of the Bayesian analysis. Otherwise not! See Section 6.6. 

( iv)  The keystone to the Bayesian method is (2.3.2). Suppose we had sampled 

components until r defec.ti\v.s nvre obtained, needing n components to achieve 

this. In spite of this change in sampling method the posterior distribution is 

c ~ m p l e t e l ~  i t i i c i & x m f  (after normalisation) since the likelihood is unchanged. 

This implies that the Bayesian approach takes no regard of the method of 

sampling, in direct contrast to the classical approach. Depending on attitude, 

this might be seen as an indication of the strength or weakness of the Bayesian 

approach ! 

( v )  Finally. we return to our first point, ( i ) .  This simplicity of interpretation 

is certainly attractive. The prior distribution n(6'), in view of (2.3.2), is a vital 

ingredient in the Bayesian method. In this example i t  was possible to give a 

detailed specification of n(6') based on real knowledge. But this situation is far 

from representative, and in many cases we will be required to prescribe a specific 

form for n(0) on perhaps only the flimsiest of information. Subjective elements 

may influence this choice and we shall need to consider the implications of not 

knowing n(0) precisely. Then again, even if n(6 )  is known precisely, there is 

the question of what is meant by the posterior distribution. In what sense is it  a 

prohuhilih distribution'? After all, 8 has a determined, if unknown, value, 6'0, in 
the current batch! This interpretive dilemma will used to be more fully explored 

later. 

Consider now what would happen if we were to obtain some more sample 

data in addition to the earlier observed ( r ,  1 1 ) .  How would we employ Bayesian 

ideas to draw inferences in the light of further data (s, m)? Would we use as prior 

distribution the original IT(@), or the current posterior distribution n(61r, n ) ?  The 

un.s\i'er rnust depend o r 1  bzhich butch (s, m) M u s  drciuw from. If from the current 

batch with 8 = do, then n(O]r, n )  describes our state of knowledge about 6'0 before 

observing (s. m). (s, 171) relates to that same batch and thus n ( Q ( r ,  n )  would seem 

to be the appropriate prior distribution to use. If, however, (s, ni) comes from 

a n e ~ '  batch, and n(0) is truly a representation of how Q varies from batch 

to batch, i t  seems that n(0) must again be the appropriate prior distribution 

when using (s, N I )  to draw inferences about 6' in the new batch. This is a rather 

crucial distinction between repeated sampling from a single batch, and use of 

distinct samples from successive batches. It also has interesting implications with 

regard to the interpretation of the probability concept in the various prior, and 

posterior, distributions! Set. Section 6.8. I below for further consideration of this 

matter. 
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2.3.2 Prior Attitudes about Component Lifetimes 

Can we apply a similar method of inference for A? In principle, yes! However, 
rather than developing this in detail we shall consider just one aspect of the 

study of h on the Bayesian approach. In considering 8, we worked by reference 

to an accumulation of previous values that constituted a frequency distribution 
from which the current value had arisen as a ‘typical member’. No such model 

is available for A, which is assumed to relate to the manufacturing process as a 
whole. It is unique (see Figure 2.3.7) and does not naturally figure in any actual 

(or even conceptual) manner as a representative of a more general population. 
It seems that we must abandon any direct frequency interpretation for the prior 
distribution of A. This raises the further problem that we may know nothing 

about h a priori; or at best have just some general indications from the physical 
structure of the process. But the Bayesian approach requires for its implemen- 
tation that a specific distribution is introduced. This raises further questions of 
interpretation including the formal representation of prior ignorance (discussed 

later, in Chapter 6). We consider here just one possible way in which subjective 

prior information might be utilised. 

It is possible that information about A, apart from that given by the sample data, 
is available in the form of technical knowledge of the nature of the manufacturing 
process; also in the form of feedback of information from hospitals using the 

equipment. Neither source is likely to yield very specific information. 
Such information will be unlikely to be quantitative but probably exists largely 

in the form of personal impressions of the technical, or service, staff. Nonetheless, 
it may be possible to get such staff to agree to a common quantitative expression 
of their prior beliefs about A. This will provide at best a rough picture of the 
situation, amounting perhaps to a statement of the ‘most likely value of A’ and 
of values of h ‘most likely to bracket the actual value’. 

For example, it may be agreed that ‘the most likely value of h is 75 MM’ and 

that ‘it is unlikely that h is more than 4 MM away from 75 MM’. But this must 

be expressed in the form of a specific prior distribution for A, and a somewhat 
arbitrary choice of distributional form must necessarily be made, based in part, 
perhaps, on mathematical expediency. 

Suppose, for illustration, we assume A to have a prior normal distribution, 
N(p, a2). A possible interpretation of the expressed prior views about h is to 

choose p = 75 and to take 71 and 79 as lower and upper 2; per cent points. 
This produces an approximate prior normal distribution, N(75, 4), which can 

be augmented by the sample data, using (2.3.2), to yield the posterior distri- 

bution of A. Our model claims that the data comprise random observations 
from N(h, 2A), but for ease of illustration we shall suppose instead that this 
is specified as N(h,  160), which does not seem unreasonable for the data of 

Table 2.2.1. It is easy to confirm that this leads to a normal posterior distribution 
with mean 79.514 M M  and variance 0.889 (MM)2 (see Section 6.5). Again, we 

might summarise this augmented inference by saying that the most likely value 
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of h ,  a posteriori, is 79.51 MM or that (77.66, 81.36) constitutes a 95 per cent 

B aye s i an po t e r 1 or pro ba b i I i t  y ( c red i b le ) inter v a 1. 
The informal nature of this proce\s is clear. Qualitative subjective prior beliefs 

about h habe been combined with an arbitrary assignment of the prior distribu- 

tional form of h to yield a specific prior distribution. The form and appropri- 

ateness of the resulting posterior distribution in this example rest heavily on 

the validity of the prior distribution and obviously every effort must be made 

to ensure that we do have a r-ecisorzcihle representation of our prior knowledge. 

(On other occasion\, where the prior information is essentially 'swamped' by 
the extent ot the sample data, this will prove to be less of a problem.) The 

con\truction of prior distributions from .sitbjec.ti\v prior inforination, including 

what is termed the 'elicitation of expert opinion', has been widely discussed. See, 

for example, Chaloner ( 1996), Kadane and Wolfson ( 1998), O'Hagan ( 1998b), 

S ~ L  age ( 197 1 ), Suppes ( 1973) Tversky ( I974), Winkler ( 1967b, I97 I ,  1986) and 

Wright and Ayton (1994). We will examine this topic in more detail in Chapters 3 

and 6. 

Finally, we will need to consider what probability concept is appropriate for 
the prior di\tribution of A. A frequency interpretation is no longer tenable here, 

and a 'degree-of-belief' interpretation seems to be required. Thi\ feature of the 

Bayesian approach leads to much debate on the relative merits (or at least the 

relek ant {pheres of application) of the Bayesian and classical approaches! 

2.4 COSTS AND CONSEQUENCES: SIMPLE DECISION 

THEORY IDEAS 

There are other items of information that may exist in this problem, apart from 

those that have found tangible expression in the classical or Bayesian methods 

of inference described above. 

I n  considering tests of significance on the quality of the current batch we noted 

that the relatikre expenses involved in scrapping a batch rather than supplying 

i t  to MECO. or in remedying the effects of a sub-standard batch supplied to 

MECO. may be relevant t o  the choice of what type of test to operate. These cost 

considerations arose only in an informal way, and were allowed to affect the issue 

only i f  they were extreme in one direction or the other. But it  may be possible to 

be fairly precise i n  quantifying such costs as those of component manufacture, 

examination and testing of individual components or of any action arising out of 

supplying a batch of inadequate quality. This will be highly relevant information 

i n  a problem such as the one under study where we may reasonably assume the 

ultimate concern of the two companies to be a financial one; expressible in terms 

of niaximisation of profits. 
We might hope, then, to use statistical methods that incorporate such informa- 

tion. The basic idea o f  decision theory is to derive rules for action, in a practical 

problem, which ot2jcc*fi\-clj, and , f i ) r rd l j ,  incorporate the gains and losses arising 

from different possible actions. 
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We can illustrate some simple aspects of decision theory for the present 

problem, but we must bear in mind that not all situations are as straightfor- 

ward as this one. A commercial problem resting, as it  does, almost exclusively 

on Jinancial cost considerations is more amenable to the quantification of gains 

and losses than problems in other areas. Social, medical and psychological situ- 

ations involve quite different concepts of gain and loss. These may be difficult 

even to define, let alone quantify. The intangibility of the loss structure is a basis 

for some critical comment, as we have already seen (Section 1.6), and is a matter 

we must return to. Indeed, even the evaluation of monetary gains and losses is 

not without its anomalies; see Section 4.7. 

However, for the moment we will ignore any conceptual or interpretative diffi- 

culties and examine how financial cost considerations may be explicitly included 

in our analysis of the ELCO-MECO operation (see Wetherill and Campling, 

1966, on the use of decision theory in sampling inspection). 

We start with some simple assumptions about the consequential costs of defec- 

tive components. Assume that it costs an amount a (in appropriate monetary units) 

to produce one component; that MECO accepts all components supplied to them 

and pays an amount, a + 6, for each component, but charges an amount c for 

the inconvenience of dealing with each component subsequently found to be 

defective. This means that ELCO makes a net gain of 6 units for each efSpcti1,e 

component that it supplies, sustains a net loss of a units for any component 

not supplied (irrespective of its quality), whilst defectiiie components that are 

supplied provide a net return (positive or negative) of b - c units. (This cost 

structure is not the only possible one. An alternative structure has already been 

suggested in Section 2.2. The actual choice must reflect the practical details of 

the problem under investigation.) 

Using this cost structure we can express its implications for individual compo- 
nents either in terms of net losses or net gains to ELCO. The choice of whether 

to use losses or gains is arbitrary since we must expect either of these to take 

both positive and negative values depending on circumstances. For the moment 

we shall adopt the more usual convention of measuring losses rather than gains, 

although consideration of gains leads more naturally into the general discussion 

of the concept of utility later, in Chapter 4. 

For individual components, we have the following table of net losses 

(Table 2.4.1) to ELCO (sometimes called a loss table or, if dealing with gains, 

a payoff table); depending on the quality of the component and the action taken 

in respect of it by ELCO. 

Obviously, only relative net losses are relevant to the decision as to whether 

or not to supply a component, so we can operate with a revised loss table that 

assumes zero losses for scrapped components (Table 2.4.2).t 

Note that we are implicitly assuming that the batch ltcis been minirfcrc'tirred and are then seeking 
the best action to adopt for that batch. The subsequent discussion (and in particular the concept of 
'breaking-even') is pursued from this standpoint. The more basic question of deciding whether or 
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Table 2.4.1 

Action 

Supply to 
Quality MECO Scrap 

Effective - h  Cl 

Defective c - h Cl 

Table 2.4.2 

Action 

Supply to 
Quality MECO Scrap 

Effective -f 0 
Defective K 0 

Where f = LI + h and g = c - ci - h. 

I t  is apparent that ,g must be positive. The alternative would imply that MECO 
is prepared to make a positive payment even for a defective component. This is 

clearly unreasonable; also, in this situation there would be no problem of choice 

of action for ELCO since i t  would then be in their interest to supply components 

irrespective of their quality. 

Suppose now that decisions are to be made for whole batches rather than for 

individual components. The possible actions for each batch are to supply, or 
.wrap, that batch; we will want to choose one or the other of these actions in the 
light of the cost information given in Table 2.4.2 and any information available 

on the overall batch quality as measured by the proportion defective, 8. 

Consider first what happens if H is known. We can measure the loss to ELCO 
of supplying, or scrapping, a particular batch of quality 6, by what we might term 

the batch-average loss, per component, of these two actions. These are merely 

the c-'.ypc-'c.tc-'d losses, per component, with respect to variations in the quality of 
the components in the batch. Thus, if we supply the batch, the batch average 

loss, per component, is 

On the other hand, if we scrap the batch, each component contributes a zero loss 

irrespective of its quality, and the batch-average loss, per component, is 

M ( @ ( ) )  = 0. (2.4.2) 

(2.4.3) 

not to manufacture a hatch require5 ;I ditfercnt (more complicated) model. Both have their relevance 
fo r  di ffere n t situations. 
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where k = f + g and 8~ = f / ( f  + g ) .  So we see that the batch-average loss, per 

component, of supplying the batch varies linearly from -f units when @o = 0 (i.e. 

all components effective) to g units when 80 = 1 (i.e. all components defective). 

The decision whether to supply, or scrap, the batch will obviously rest on 

whether L(80) is negative or positive, in view of (2.4.2). If 80 were known, any 

prior information on variations in batch quality, or sample data, would of course 

be superfluous. Thus, in such a no-data decision theory problem we should decide 

to supply the batch if 80 I: 8~ and to scrap it if 00 > 8 ~ .  For obvious reasons 

0, = f / ( f  + g) may be regarded as, and is commonly termed, the break-even 

quality. 

For illustration, suppose the manufacturing costs per component are 5 ,  and 

MECO pays 6 for each component with a subsequent penalty charge of 24 for any 

defective component. Then f = 6, g = 18, so that the break-even quality is given 

by 8~ = 0.25, and any batch with less than 25 per cent defective components 

should be supplied to MECO. 

Of course, it is unrealistic to assume that the actual quality of a batch will 

be known precisely. In practice, we will not know 00 and must utilise any prior 

information or sample data to throw light on this unknown value. Suppose, for 
the moment, that we have no prior information about 8 but do possess sample 

data ( r ,  n )  from the current batch. We might assume that collecting these data 

involves some expense, say at a rate, per observation, of one unit on our cost 

scale. (Other cost schemes for experimentation are also feasible. For example, 

there might be a fixed overhead cost irrespective of sample size with additional 

constant costs per observation, or again costs per observation may reduce as the 

sample size increases.) For illustrative purposes, however, we adopt the simple 

scheme of a constant unit cost per observation with no ‘overheads’. 

Consider what happens if we base our decision to supply or scrap the batch 

on the sample data alone: by choosing some value y and scrapping the batch if 
r > y ,  otherwise supplying the batch to M E W .  (Compare this approach with the 

significance test criterion in Section 2.2.1.) Such a decision rule is intuitively in 
accord with our desire to scrap batches of sufficiently low quality. We need to 

find some sensible measure of its usefulness. In fact, this is again easily expressed 

in terms of the table of losses per component (Table 2.4.2), the batch quality, 60, 

and the sample size, n. 
We need to specify the size of the batch if we are to compare trading profits 

(or losses) per batch with costs of sampling. Suppose each batch contains the 

same large number, N ,  of components. The loss that arises from operating the 

decision rule for a particular batch depends on the batch quality, 80, and the value 
of r in relation to y.  In view of the batch-average losses, per component, given 

in (2.4.1) and (2.4.2), the overall loss for the whole batch due to this decision 

rule splits into two parts, as 

(2.4.4) 
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From (2.4.2) and (2.4.3) we obtain 

( 2 . 4 . 3  

Note how an actual giiin will arise only if Ho is sufficiently less than hr, to 

counteract the sampling costs, r i .  

Suppose we operate this decision rule repeatedly for different batches. Consider 

a \equence of batches of the same quality H O .  In some cases the sample data will 

yield a number of defectives, I - ,  in excess of y ;  in other cases not. Taking an 

a\ erage over the distribution of r we obtain an ciivi-cigP 1o.t.s jot -  die hntcti of 

yiccility PO when using this decision rule. This is known as the risk function for 

the deci\ion rule and may be denoted R,,.y(Ho). We have 

I 
R,, ,MO ) = E, IL,, (4)- I - ) ]  

= ( N L ( H o )  + r i )P  (supply batch of quality 00) 

+ {NM(H()) + n]P(scrap batch of quality 

= (Nk(Ho - H/d + Il}P(r- 5 yI80) + riP(r. ’ y I W  

= N k ( B ( )  - H[])P(r- 5 YIH()) + i l .  (2 .3 .6 )  

This is again a c*orzditiorziil concept, involving only those batches of some 

tixed quality Ho: as we remarked for the use of classical methods generally in 
Section 2.2. 

The risk function, as a function of 80, measures the long-run expected loss 

from operating this decision rule on batches of quality 00. Since we will want 

to consider how R,,,,(tjO) varies from batch to batch of different qualities, i t  is 

again expedient (as in Section 2.3) to drop the subscript on 8 and denote the risk 

function by I ? , ! , ) , ( @ ) .  What we would like to know is, for a given sample size r i ,  

what \ralue to choose for y in order to produce in some sense the best decision 

rule of the type under consideration. BLit it i s  110 simple nicrttc’r to ciejiric. , r h t  i.s 

best i r i  this c * o r i t e . y t .  

We see this by considering qualitatively the way in which R,, .y(0) traries with 

P tor different values of y ;  shown in typical form in Figure 2.4.1 for y near 

to zero. at some intermediate \ d u e  between 0 and 1 1 ,  and near to 11 (with an 
appropriate choice of the values of the basic parameters ci, h, c*, 12 and N ) .  The 

way in which the shape of R,,+,(H) varies with y is easily confirmed from (2.4.6). 

In particular, R,,.,(Hb) = 1 1 ,  whatever the value of y .  Ideally we should like to 

choose a decision rule (i.e. value of y )  with a risk that is lower for all values of 8 

than that of any other rule of the type being considered. But Figure 2.4.1 indicates 

that this is not possible; we cannot obtain a ‘best’ decision rule irrespective of the 

\,alue of H .  I f  P happens to be small we seem best advised to choose y near to n ;  

that is. only to scrap batches if almost all the observed components are defective. 

~ ’The wbscript I’ 011 the expectation operator implies that n e  ;ire con4idering the expectation o \ w  

the distribution o f  of  I’. 
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Figure 2.4.1 Risk function, R , , , y ( Q ) ,  and prior distribution, n(0) 

But whilst this minimises the risk when 8 is small we are also maximising the 

risk if 8 turns out to be large. In contrast, to choose y near to 0 (that is, to accept 

batches only if the sample contains no defective components) minimises the risk 

for large values of 19 but provides a very poor return if 8 is in fact small. 

Not knowing 8, how are we to resolve this dilemma? A policy sometimes 

adopted is to choose that decision rule for which the maximunt possible risk is 

minimised. This yields what is called the minimax procedure. From Figure 2.4.1 

we see that in the present example this corresponds with choosing y = 0; that 

is, only supplying batches where the sample contains no defective components. 

This pessimistic approach may occasionally be justified but must often be paid 

for in terms of poor returns; here, we minimise our maximum risk, but more or 

less ensure that no gain can be achieved unless 8 is very close to zero. 

On rare occassions, one decision rule may have a risk function uniformly (in 

8) lower than any other. Such a dominant rule, if one exists, is obviously the one 

to choose. At the opposite extreme, any decision rule for which the risk function 

is uniformly higher than that of some other rule may be immediately rejected: 

we would hope to be able to 'weed out' such inadmissible decision rules. 

All values of y in our example lead to admissible decision rules, and ELCO 

might surely expect to do better than adopt the minimax procedure. 

Suppose we take account of what is known about the values of 8 that might 

arise from batch to batch. If nearly all values of 8 were greater than 8B.  then the 
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choice of y would be obvious. We see from Figure 2.4.1 that in such circum- 

stances we would be best advised to choose y = 0; that is, only to supply batches 

in which no defective components were observed. In contrast, if nearly all values 

of 8 were expected to be less than 8~ we should scrap a batch only if the sample 

contained all defective components. Thus, it  seems important to try to base our 

actions on the implications of values of 0 that are unlikely to be encountered. 

Formalising this attitude, we must aim to use any information we have about 

0 to refine our choice of decision rule. In our problem, quite specific infor- 

mation about 0 is available in the form of the prior distribution (2.3.1), and it  

seems sensible to introduce Bayesicin ideas into the decision theory framework. 

We could weight the risk function 

usefulness of a decision rule by the 

r,l( y. n) = 

- _- 

by the prior distribution, and measure the 

expected risk 

(2.4.7) 

that is, by considering the expected value of R , , , y ( 0 )  with respect to the prior 

distribution ~ ( 8 ) .  A sensible (and unique) basis for choice now amounts to 
adopting that decision rule (value of y )  for which r-,!(y, n) is a minimum. 

The choice of the rrie~in value of R , l , y ( 0 )  might seem somewhat arbitrary; 

other summary measures of location of R,l,y(6)) with respect to n(O) might appear 

equally appealing. We shall return later (Section 7.3) to the question of why the 

mean value is used. 
The prior distribution of 8 in the ELCO problem is shown dotted on 

Figure 2.4.1 and its qualitative effect may be assessed from the diagram. 

Ob\%>usly, i f  n ( 8 )  is highly concentrated around some value much less than 
the break-even value, 88, the best procedure (in the class under consideration) 

will be based on a choice of y close to r z ;  if ~ ( 8 )  is highly concentrated at a point 

in excess of 08, the best procedure will utilise a value of y close to 0. Apart from 

these extreme situations, however, we must expect the best procedure to involve 
a choice of y intermediate between 0 and 1 1 .  The evaluation of y to minimise 

I , ~  ( y ,  n) for the present problem, where ~ ( 0 )  is taken to be .h’~ (1, m )  and R, l%y(Q)  

to have the form (2.4.6), is not difficult for a particular assumed sample size, 1 2 .  

The appropriate value turns out to be 

y = 8&Z + rn + I )  - I ,  (2.4.8) 

reflecting in a natural way the influence of the information given by the sample 

data and prior distribution. (More detailed information on such calculations will 

be given in Chapter 7.) 
Through the influence of 6 ) ~  in (2.4.8) the loss structure is seen to be crucial. 

I n  the problem being discussed, we have 08 = 0.25, n = 200, m = 80, 1 = 20, 

so that y = 55. We should thus supply any batch for which our sample contains 

at most SS defectives; otherwise scrap it. The extent to which this best procedure 
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improves on any other choice of y ,  say y’, is measured by the respective expected 

risks, min r, ( y ,  n) and r, ( y ’ ,  n), given by (2.4.7). 

We have considered only a special type of decison rule, based on scrapping the 

batch if r > y in samples of a fixed size n .  Even within this limited framework 

we would need, in practice, to go beyond the optimal choice of y for a given 

value of n to consider the simultaneous choice of both the sample size iz and 

the critical number of defectives y. That is, we need to choose both IZ and y to 

minimise r, (y.  n), with resulting expected risk, min r,l ( y ,  T ) .  In principle, this 

double optimisation is straightforward; see Barnett (1974) for an example of such 

an approach. 

There is no obvious reason why this particular type of decision rule should be 

best. Ideally, we should attempt an unconstrained choice of optimum decision 

rule from amongst all possible ones. Many will be immediately rejected (‘supply 

the batch if r > c, otherwise scrap it’; ‘supply the batch only if r is even’). 

Whilst there is no intuitively obvious reason why the hest choice should fall into 

the class previously considered, this does in fact turn out to he so. Again see 

Barnett (1974). That rule that has minimum expected risk amongst all possible 

decision rules is called the Bayes’ decision rule; its expected risk, the Bayes’ 

risk. 

Rather than adopting a fixed sample size procedure of the type described, we 

might consider an alternative procedure where components are sampled seqrren- 

t i d y  from the batch and their cumulative import assessed until, on some appro- 

priate criterion, a decision can be made about the batch. As is well known, 

classical sequential procedures may improve on fixed sample size ones. The 

same is true of sequential decision procedures although their construction may 

be complicated, sometimes prohibitively so, from the point of view of applica- 

tion. See De Groot (1970), Chapter 12, for further discussion and references to 

fundamental work on sequential decision theory; Wetherill and Campling ( 1966) 

consider specifically the sequential approach in sampling inspection problems. 

(See also Bernardo and Smith (1994; pp. 56-57.) 

Let us review what has been achieved by adopting a decision theory approach 

in the study of batch quality. It has been possible to utilise all three sources of 

information; prior knowledge of variation in quality from batch to batch, sample 

data and consequential cost considerations. In giving direct consideration to this 

latter factor we are able to construct spec@ rules for action rather than restricting 

ourselves to inferential statements about batch quality such as were obtained 

through the Bayesian approach in Section 2.3. Undoubtedly, any derived decision 

rule will rest heavily on the loss structure that is adopted, and its usefulness will 

depend critically on this loss structure being appropriate to the problem in hand. 

This is at one and the same time the strength and weakness of decision theory; 

that it allows the consequences of different actions to be a central factor in the 

choice of what specific action to take, but requires these consequences to be 

reliably and accurately quantified. Some problems may not admit such accurate 

quantification as the one we have considered. 
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Finally, an important distinction between decision theory and other approaches 

appears in the "ay in which the different possible actions are compared. In 
expressing this comparison in terms of expected losses or risks there is no prob- 

ability measure attached to the results. One decision rule is better than another in 

so far as i t  has a lower expected loss. Such a direct comparison is appealing but 

n o t  always immediately interpretable, particularly when the losses are not mone- 

tary or economic. Furthermore, the averaging process involved in producing the 

Bayes' procedure is a complicated two-stage one. It involves a conditional aggre- 

gate concept ( a s  in the c ~ l m s i c u l  approach) for dealing with the sample data and, 

in  iiddition, a ccreighting by il prior probability distribution that niay hacre had to 

be .si(bjc>c.ti\vlj, specified. We will return to such considerations! 

2.5 COMMENT AND COMPARISONS 

Our study of the ELCO-MECO problem has thrown up certain clear distinctions 

of approach, and suggested some specific methods of handling different types 

of' information. We can use this experience to make some simple comparative 

CO 111 men t s. 

( i ) Tlir Clii.vsicd A p p r o d i .  Designed specifically for the prowss ir ig  ofs~iniple  

h t t i  t i l o r i t ~ ,  this approach makes no provision for the direct use of prior infor- 

mation or of consequential costs or benefits. On the other hand, i t  is apparent 

that such extra information will affect the choice of what hypothesis to test, or of 

significance levels, in an informal manner. This informality may be felt to lead 

to the imprecise use of prior or consequential information; but, in contrast, if the 

intormation itself is insubstantial or subjective i t  might be thought best not t o  be 

forced into an arbitrary quantification. The approach is neither entirely 'inferen- 

tial' nor entirely 'decision-making'. Point estimation is undoubtedly inferential. 

but hypothesis testing must often play an 'action guidance' role. Classical proce- 

dures are constructed and assessed through the idea of a 'sampling distribution' 

based on a , f i - o q w r i c * j ~  probability concept. Any measures of their success thus 

i n v o l \ r t t  aggregate, or long-term, considerations. As such no direct assurance is 

possible of the truth of a p i r f i c * i i I L i r  inference or decision. 

( i i )  The BLij~c~sicrri Appr.otic.h. Sample data are now augmented by prior infor- 

mation. through the use of Bayes' theorem, in the drawing of inferences about a 

probability model. These inferences now have a direct probability interpretation, 

with the advantage that the accuracy of 'particular' inferences may be inime- 

diately assessed. When the prior information is detailed and may be expressed 

i n  terms of a jreqiteric.j,-based probability distribution few obvious interpretative 

difficulties arise (see Section 6.8). But prior information is seldom as comprehen- 

si\,e as this nonetheless, and the Bayesian approach cleriiciricls a full quantitative 

statement of prior information even if the actual prior information is insubstan- 

tial, subjecti\.e 01' for that matter non-existent. The virtues of this approach in 
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general will need to be judged in terms of how well we can construct detailed 

statements of the prior information, on how critically the resulting inferences 
depend on these statements and on the probability interpretation of the results. In 

particular, an entirely frequency-based view of probability cannot be maintained 

and alternative attitudes will need to be adopted in some contexts. 

(iii) Decision Theon‘. This third approach is entirely ‘decision-making’ or 

‘action guiding’ in spirit. To this end it  requires the statement of a set of possible 

actions and an assessment of the losses or gains that would arise from such 

actions in different circumstances. Sample data (and possibly prior information) 

are processed to describe the prevailing circumstances, and the approach aims 
at producing a ‘best’ action in terms of the pattern of losses and gains. The 

value of a prescribed policy for action is not measured in probability terms but 

in terms of the loss structure. As in the classical approach, however, aggregate 
or long-term considerations affect the choice of what is a ‘best’ policy. So no 
immediate assurance is possible, only the knowledge that, lieuted ir7 relation to a 

series of decisions in the same situation, the policy that prompts a current action 

is a sensible one. The choice of a ‘best’ policy for action depends strongly on 

the loss structure. The strength of this approach rests on its ability to take overt 

consideration of this loss structure and in extending the inference function of the 

other two approaches to one of actual decision-making. Its success depends on 

the validity of the quantified losses and gains that are used. The mere specifica- 

tion of the set of possible actions is not always a simple matter, neither is the 

definition of what constitutes a ‘best’ policy for action. This latter feature seems 

most straightforward when prior information is available; but then the specifica- 
tion problems and interpretation aspects of the Bayesian approach must also be 

considered. 
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CHAPTER 3 

Probability 

At this stage in our study of inference and decision-making, we need to explore 
two truly basic concepts, those of probability and utility. 

The concept of probability is crucial. Whilst some of the ideas of inference 
and decision-making may be developed and discussed with only an informal 
(essentially undefined) attitude towards probability, we have already observed 
how certain criteria and desiderata in statistical theory imply a particular prob- 
ability viewpoint. In reverse, specific views on the basic nature of probability 

have been seen to colour the approaches to inference or decision-making that 
incorporate such views. 

Utility (as a means of placing a quantitative measure on some action in relation 
to its consequences) also plays a central role in the construction and interpreta- 
tion of statistical ideas; whether it enters purely informally as in the choice of 
significance levels or working hypotheses in the classical approach, or formally 
as an integral part of the quantitative information to be assessed by decision 
theory methods. 

This chapter and the next deal, respectively, with probability and utility, 
although we shall see that it is not possible to dissociate these concepts 
completely. 

3.1 TYPES OF PROBABILITY 

As for our main theme of statistical inference and decision-making, so the variety 
of approaches to probability is vast and complex. Each writer on the subject has 

an individual slant, often developed in great detail. Whole volumes are devoted 
to a single viewpoint and its implications. See, for example, von Mises ( 1  957), 
Reichenbach ( 1949), Jeffreys ( 1961), Savage ( 1954), de Finetti ( 1974, 1975), 

Wright and Aylon (1 994). Many writers (e.g. von Mises, or de Finetti) can coun- 
tenance only one specific view of probability, whilst others (Bartlett, Koopman, 
Carnap) would claim that probability has different roles to play in different 
circumstances and that no single attitude is adequate. Then again, the circum- 
stances under which the probability concept has meaning may be deliberately 

restricted (see Section 1.3); or restrictions may be placed on the extent to which 
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probabilities are r i i t rwr icc i l  quantities rather than merely qualitative relationships. 

See Bore1 ( 1924), or Koopman (1940), in this respect. 

We shall consider the broad spectrum of views of probability, bearing in mind 

that our prime interest is in how different views of probability interrelate with 

different modes of  statistical reasoning. A simple classification scheme will be 

adopted; i t  is by no means the only possible one, but serves as a useful framework 

for understanding the different ways in which the probability concept is Liewed 

and applied. The reader who wishes to explore ideas in greater depth will find the 

references given in the text useful. These references haw been selected from the 

wide-ranging literature on this topic on grounds of readability and accessibility; 

as ii result they are not aluays the earliest relevant references but they provide a 

useful springboard for detailed study. 

There are some siirrirrieiries of the variety of attitudes to probability. These 

include the introductory remarks by Kyburg and Smokler ( 1964), Savage ( 1961 b),  

de Finetti ( 1968), Regazzini ( 1988) and the opening chapters of Good ( 1950, 

1965) and Carnap and Jeffrey ( 197 I ). Most are quite brief, being intent on intro- 

ducing a more detailed study of some pcirticillur attitude. Others adopt a wider 

\.iewpoint as, for example, the detailed comparative study of different theories and 

concepts of probability by Fine ( 1973) and the (somewhat imbalanced) survey by 

de Finetti ( 1968). Many different methods of classifying probability viewpoints 

ha\re been advanced (see. for example, Good, 1950, de Finetti, 1968, or Fine, 

1973) but we shall adopt a simple . s i~bje(~t i~~~/lo~ic .c i l / f i -~c/ i (YnC’~~ system and take as 

a starting point some o f  the distinctions drawn by Good ( 1965, Chapter 2) .  Within 

this simple system we shall distinguish just four basic views of probability, as 

shown in Table 3.1.1. 
I t  uill be easy t o  see why different views of probability are entertained 

and how different circumstances influence the relative claims for the separate 

views. 

In  our e\wyday IiLtes the words ‘probability‘, ‘likelihood’, ’chance’ constantly 

arise: I ’ l l  probably stay at home tonight’, ’There is little chance that the U N  
can infuence the Ankardia crisis’, ’I’m unlikely t o  remain in this job for long‘. 

Table 3.1.1 

Probability \rich point Basis 

‘Classical’ Symmetry considerations; ’equally likely 

Frequency (or  frequentist) 

Logical 

Subjective (Personal) 

outcomes‘ 

Empirical; relative frequencies in ‘repeatable’ 
situations 

Objective; intrinsic logical measure of 
i nip I i ca t i o n 

Person a I i s t i c ‘degree - o f- be 1 i e f’ , i nd i \rid u a 1 
assessment of ‘rational’ or ’coherent‘ 
behaviour 
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Such statements are made with little (if any) regard to a corzscious interpretation, 

let alone any measurement, of the uncertainty concept. The words are used in 

a largely conventional way. At most they express a persorzal conviction that 

the proposition under consideration (staying at home tonight, etc.) is neither 

inevitable nor impossible. The emphasis in the remark may suggest a leaning 

towards the one or other extreme of some ‘inevitability-impossibility scale’. 

In this sense we see an informal attempt to introduce into our human affairs a 

system of ‘partial belief‘ specific to the individual ‘1’. But equally apparently 

‘I’ will often need to take action on the basis of such feelings. This is so when 

‘I’ decide to cross a crowded road (‘It is probably safe to cross now!’), or take 

a shot at goal in a football match rather than trying to manoeuvre into a more 

favourable position. The probability concept implicit in such human assessments 

or actions is described by Good (1965) as psychological probability and has 

been discussed by Cohen (1960). 

In trying to set up a formal definition of probability from this standpoint we 

must allow for the fact that individuals differ (and even individually are not 

always consistent) in interpreting their personal assessments of uncertainty; in 

acting on their personal ‘degree-of-belief‘ in some eventuality. An individual’s 

assessment may vary with his mood even in apparently similar tangible circum- 

stances. A footballer who has just scored a goal to put his team in the lead may 

confidently take another shot from 40 yards in the spirit that there is nothing 

to lose; on another apparently similar occasion the player may prefer to try to 

dribble the ball into the goal in spite of the fact he has riothirig to lose by  tcikirig 

ci shot from 40 yards. 

Such ‘irrationality’ in human behaviour may render the individual liable to 

be exploited, or perhaps unable to make a choice in certain circumstances. This 

is easily demonstrated by actual behaviour, or simulated in laboratory experi- 

mentation. Exploitation can be demonstrated in some betting situations, where a 
person may be quite prepared to accept a series of bets where the stakes, and 

odds, imply that he is bound to lose whatever happens as the process develops. 

Inability to make a choice appears, trivially, in the common hesitancy with which 

so many of us face rather mundane alternatives with no immediately discernible 

relative advantages-( ‘fries or mash’ !). It is tempting to equate no preference 

with equality of preference, but this is not necessarily what is felt in such circum- 

stances. No preference often stems from essentially no relevant information, or 

ignorance of the prevailing circumstances, and we shall see later the difficulties 

that arise in expressing this concept in formal terms (see Section 3.2, but partic- 

ularly Section 6.4). Equality of preference may be a mature assessment based on 

study of much relevant information. 

In spite of, indeed spurred on by, such observable ‘irrationality’ in human 

behaviour an important behaiiourist school of thought on probability has 

developed. This promotes a concept of subjective probability and provides a 
framework for processing (usually) numerical representations of the degrees-($ 

belief that a person holds for different eventualities, based on relevant individual 
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experience. We shall consider the details of this approach later (Section 3.5) ,  but 

its motivation and direction are easily summarised. 

The attitude is essentially this! Probability acts as an intuitive stimulus to 

the individual in his assessment of situations involving uncertainty (i.e. less 

than certainty). A formal theory of probability (whether numerical or quasi- 

logical) must respect this personal basis, and serve to define the probability 

concept in terms that admit c*orzsc*ioits (rational, formal) processing of this intu- 

itive stimulus-perhaps as an aid to its better application. In this latter respect 

it  becomes difficult to distinguish the subjective probability concept per se from 

some attempts to construct a theory of decision-making-the concept of utility 

becomes the implicit link as we shall see in the next chapter. A person’s intu- 

itive probability assessments are completely bound up with his environmental 

and psychological experiences. Thus only c*onditio)zcrl probabilities (conditioned 

by this experience) have any meaning in probability theory (see Lindley, 1971b. 

or Good, 1950). 
Individuals may be irrational in their processing of uncertainty basically 

because they are ignorant of how this should be achieved. This often seems 

to be so. On the .subjec*ti\v approach it  is argued that, if only enlightened through 

torinal probability theory, they would 

( i )  appreciate that all alternatives can be ordered in terms of their relative 

positions on the inevitability- impossibility scale, 

be cwnsistent in their judgements; for example, if A is felt to be more 

likely than B, and B than C, then C cannot be felt more likely than A, 

be c*ohrrunt in not being prepared to accept a series of bets under which 

they m i s t  lose. (Some would say ‘may lose’.) 

( i i )  

( i i i )  

Subjective probability theory represents the behaviour of the individual who 

is ‘enlightened‘ in these respects. It deals with a conceptual ‘rational man’ and 

shows that this enlightenment leads logically to a system of axioms for probability 

theory essentially the same as those adopted in most approaches; although their 

interpretation is quite different. Only quite late in the development of the subjec- 

ti\tt, attitude have methods been advanced for assigning actual numerical values 

to an idi\~icii{Lil’.s personal probabilities for some eventuality, usually involving a 
process of introspective consideration of different hypothetical bets (at different 

odds) concerning the eventuality in question, or allied ones. I t  is ful ly  uiiticiputed 

thcit these morierical \dite.s niuy \un? from m e  person to mother.  After all, their 
background experiences are likely to be different and it  is the individrral who 

must assess the situation and produce fheir O M W  evaluation (perhaps as a basis 

for act ion ) . 

On the other hand. situations arise where i t  will be reasonable to assume a 

deal of overlap in  the experiences of different individuals; in such cases i t  will 

hardly be surprising i f  their probability assessments virtually coincide. 
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de Finetti stresses the personal subjective nature of probability. 

My thesis . . , is simply this: 

PROBABILITY DOES NOT EXIST. 

The abandonment of superstitious beliefs about . . . Fairies and Witches was an 

essential step along the road to scientific thinking. Probability, too, if regarded as 

something endowed with some kind of objective existence, is no less a misleading 
misconception, an illusory attempt to exteriorise or materialise our true probabilistic 

be1 ie fs . 
In investigating the reasonableness of our own modes of thought and behaviour 

under uncertainty, all we require, and all that we are reasonably entitled to, is 

consistency among these beliefs, and their reasonable relation to any kind of relevant 

objective data (‘relevant’ in as much as subjectively deemed to be so). This is 
Probability Theory. 

(de Finetti, 1974, p. x) 

This rationale is the broad basis of subjective probability, in its various formu- 
lations. We shall return to it in Section 3.5. 

As an alternative to the subjective, or personal, view of probability we have 
what is termed the logical concept of probability (called the necessary view by 
Savage, 196 1 b). 

Preceding subjective probability in terms of the history of its formal develop- 
ment, it aims at representing different degrees in the relationship between one 
proposition and another, or between a proposition and a body of evidence. Moti- 
vated by the principles of mathematical logic in which a proposition A either 
implies, or refutes, another proposition B, it modifies the relationship between A 
and B to admit a degree of implication in real-life situations. 

Thus if A is some propositional information (or set of statements) describing 
a particular situation and B is some other statement relating to that situation, 
we measure by probability the extent to which A supports B-which in general 
is intermediate between the extremes of logical implication, or complete denial. 

In distinction to the idea of subjective probability, this measure [conventionally 
represented on the scale (0, I)]  is assumed unique. There is one and only one 
degree of implication of B afforded by A, logically determined by A and B. This 
degree of implication, p = P(BIA), is a formal property of A and B. Probability 
becomes a formal concept relating A and B, in a sense somewhat similar to that 
of mass or velocity as a formal property of a physical body. 

This view has certain implications. Again probability is an entirely conditional 

concept. Furthermore, it is not expected that we will know P(B1A) in any partic- 
ular context. Individuals may, by various means, attempt to throw light on the 
value of P(B1A). In their support they may invoke empirical evidence (infor- 
mation gleaned from appropriate experimentation) or subjective impressions or 
experience. The extent to which they are unsuccessful in determining the value 
of P(B1A) is the reflection of the inadequacy of their empirical, or subjective 
evidence. Good (1965) summarises this in the following way: 
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A logical probability, or . . . ‘credibility’ [ in  the terminology of early writers] is 

;i rational intensity of  conviction, implicit in the given information, and such that 

i f  a person does not agree with i t  he is wrong. (p .  7)  

(Note how this differs from the personalistic view of the .subjec.ti\~e approach). 

With this attitude statistical analyses are seen as the means of measuring, or 

assessing the effects of, this ‘inadequacy’. 

I t  is apparent that the logical view demands the introduction of a concept of 

’ignorance’ or ‘no information’, with the attendant difficulties that this generates. 

as we shall see in Section 3.4 below. Such a formal view of probability leads 

to rules for its logical consistency akin to the usual probability axioms that are 

encountered in  almost all practical approaches to probability. 

ELm earlier in terms of detailed development, and in some respects apparently 

more limited in its range of application, we have the frequency view of proba- 

bility. Nonetheless, this approach has been more widely discussed and used than 

any other. I t  provides the basis. and interpretative framework, for classical statis- 

tical methodology. As such it  is encountered as the prime attitude to probability 

inherent in the practical application of statistics in a wide range of different disci- 
plines. The major element in this view of probability is that the concept should be 

an  ‘objective‘ one, in being cii\w-cecl jroni ciriy c~oriiciercitiorz of persorid fiic‘tors, 

and i i i c r  i ci hl c~ t o  p rci c- tic-tr I tle inor i s t n i  tior i th  roi ig h c ~ . p ~  rirzi cw tci tion . This c au se s 
the frequency Liew to differ fundamentally from the behaviouristic (personalistic) 

or logical attitudes outlined above, since there is now only a restricted class of 
practical situations in which i t  is reasonable to define a probability concept. By 

‘reasonable’ is meant: where such a concept can be unambiguously applied, free 

from the ’intangible, ill-defined or immeasurable factors inherent in a subjective 

Lieu. of probability’ and where unique probabilities exist that can be demonstrated 

empirically. The frequency view claims that, to meet these aims, probability can 

on ly  be defined and used in situations that (potentially at least) are cihle to he 

wpelitod o\vr* tiritl o\‘er cigtiin itritlc~r esseritially iclerititul conditiorw . 
Thus, the possibility that the poet Homer was blind is not one that is amenable 

t o  such probability arguments, nor (perhaps) is the question of whether the foot- 
baller decides to ’take a shot at goal’. On the other hand, the quality of an 

industrial component coming off the production line, or the life expectation of a 

school teacher, might be discussed in probability terms by reference to successive 

components of the same type produced under the same circumstances, or to the 

set of ’sirnilar school teachers’. Furthermore, factual data may be obtained in 

each case to throw light on the values of any relevant probabilities. 

I n  fact, on this approach. the only information regarded as relevant to proba- 

bility assessments in any situation comes from observing oiitcornes in repeated 
realisations-what we have previously called sutniple~ dcitci. Probabilities have 

unique ( i f  unknown) values determined by the nature of the situation under study. 

As such, probability is an unconditional concept (cf. the subjective or logical 

\.ieurs). haLring no concern for the different environmental experience of different 

indi\riduals, nor for any changing circumstantial evidence relating to the situation. 
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This uniqueness, however, leans heavily on the assumption that basic conditions 

do not change, and that we really can recognise situations where this is so. 

The frequency approach rests on two observable features of the behaviour of 

outcomes from repeated realisations. 

First, it is a fact that outcomes vary from one repetition to another in an 

unpredictable manner. This is what is meant by the term ‘random variation’. 

Secondly, it is noted as an empirical fact that out of such short-term chaos a 

sort of long-term regularity emerges. This regularity shows itself in the following 

way. Suppose there is some particular eventuality, A, that interests us. We take 

repeated observations noting those occasions on which A occurs. Then the ratio 

of the number of times A occurs, nA, to the total number of repetitions, n (the 

frequency ratio, or relative frequency, of occurrence of A, n ~ / n )  appears to 

get closer and closer to some limiting value as n + 00. 

Without attempting to place any mathematical construction on this purely 

empirical observation of the long-term stability of relative frequencies, its 

adoption as an essential feature of practical situations involving uncertainty is 

what supports this empirical (frequency) view of probability, structured on the 
following reasoning. As an empirical fact we accept that relative frequencies 

stabilise. Their ‘limiting values’ if known provide a full description of the 

situation under study. We assign to A a number P ( A )  called the probability 

of A, designed to represent the ‘limit’ of the relative frequency, nA/n .  

In view of the interpretative significance of P ( A )  in terms of relative frequency, 

there are certain simple and obvious requirements we must place on the values 

that can arise for P ( A ) .  For example, if A and B cannot occur simultaneously 

(they are mutually exclusive) it seems reasonable to demand that the probability 

that either of them occurs is merely the sum of their separate probabilities, since 

this is true of relative frequencies. Such arguments lead to a system of formal 

axioms as the basis for developing a detailed body of probability theory. The 

proof of the frequency pudding is attributed to its eating! The simple axioms lead 

logically to the conclusion that nA/n must tend, as n -+ 00, to a limiting value 

in a well-defined mathematical sense. Furthermore, this limiting value is P ( A )  

itself, thus recapturing in a formal manner the empirical feature that prompted 

the theory. 

But, as with the subjective view of probability, there are many implicit assump- 

tions underlying the frequency argument that need to be brought into the open. 

We shall examine these later and consider (for both the frequency, and subjective, 

approaches) the criticisms of impracticality that they engender. 

One further approach to probability that needs mention largely for its historical 

interest is what is (somewhat confusingly in the present context) known as the 

‘classical’ view. Fundamental to this approach is the idea that we can recognise 

situations in which there are a finite number of equally likely outcomes that 

exhaust all possibilities (they are exhaustive). In such situations the probability 

of a particular eventuality, A, is de$ned to be the ratio of the nurnber of outcomes 

that support, or imply, A, to the total number of possible outcomes. Obviously 
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certain difficulties arise on this approach. To restrict attention only to situations 

where equally likely outcomes arise greatly limits the applicability of the proba- 

bility concept. ‘Equally likely’ is itself a notion that is most naturally represented 

in probability terms, so that the definition appears somewhat circular. I f  ‘equally 

likely‘ is not represented in this way we need to know what else is meant by i t ,  

and how we recognise it. We shall return to these points. 

However, before embarking on this, there is one more topic that needs to be 

aired. This century has seen a great deal of activity in the rigorous rrzathrrzzutical 

formulation of the probability concept and in its associated theoretical develop- 
ment. Pre-eminent amongst the innovators was Kolmogorov who published in 

1933 (Kolmogorov, 1956) one of the earliest rigorous axiomatic treatments of 

probability theory. Why does i t  not figure then in our above classification‘? The 

answer is simple. Whilst undoubtedly a milestone in terms of the rnathernatic.al 

development of probability theory. i t  makes no contribution to the interpreta- 
tion of the probability concept nor to the philosophy of the subject. Indeed, 

Kolmogorov ( 1956) rejects any questions of purpose or interpretation. 

The theory of probability. as a mathematical discipline, can and should be devel- 

oped from axioms in exactly the same way as Geometry and Algebra. This means 

that after W G  have defined the elements to be studied and their basic relations, and 

have stated the axioms by which these relations are t o  be gokerned, all further 

exposition must be based exclusively on these axioms, independent of the usual 

concrete meaning of these elements and their relations. (p .  1 )  

Employing the theories of measure and integration, the elaborate machinery 

of probability theory is developed in detail from the generally recognised basic 
probability axioms. Clear understanding of many of the complexities of proba- 

bility theory requires some such formal, and highly mathematical, approach. But 

as i i r  as understanding the concqmal nature of probability is concerned such 

an approach gives no help-it does not claim to. 

Fine (1973) remarks: 

The Kolrnogorov axioms . . . provide neither a guide to the domain of applica- 

bility of probability nor a procedure for estimating probabilities nor appreciable 

insight into the nature of random phenomena. 

The apparent utility of the Kolmogorov theory is in fact due to its supplernen- 

tation in practice by interpretative assumptions. many of which often go unstated. 

(p.  83) 

The tongue-in-cheek comment 

. . . there is n o  problem about probability: i t  is simply a non-negative, additikve set 

function. whosc maximum value is unity. 
(Kyburg and Smokler. 1963, p. 3) 

places in context the mathematical, in contrast to the conceptual, nature of 

probability. de Finetti (1968) expresses this well in the following passage (some 

italics hakre been added, for emphasis): 
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There are myriad different views on probability, and . . . we note a seeming 

contradiction; it may be said with equal truth the different interpretations alter in 
no substantial way the contents and applications of the theory of probability and, 

yet, that they utterly alter everything.. . . 
Nothing changes for the mathematical theory . . . thus a mathematician not 

conceptually interested in probability can do unanimously acceptable work on its 

theory, starting from a merely axiomatic basis. And often nothing changes even 

in practical applications, where the same arguments are likely to be accepted by 

everyone if e.rpressed in a si4flciently acritical way. 

. . . [Nonetheless, i t]  would be a most harmful misappraisal to conclude that 

the differences in interpretation are meaningless except for pedantic hairsplitters or 

even worse, that they do not matter at all.. . . The various views not only endow the 

same formal statement with completely different meanings, but a particular view 

also usually rejects some statements as meaningless, thereby restricting the validity 

of the theory to a narrowed domain, where the holders of that view feel more 

secure. (pp. 496-497) 

The broad spectrum of conceptual or motivational attitudes to probability is 

represented by the earlier remarks in this section. What is important is that such 
attitudes should support formal expression in terms of axioms similar to those 

used in the mathematical developments. Otherwise (depending on our viewpoint), 

the conceptual attitudes are groundless, or the mathematical model sterile. 

Fortunately, the various conceptual attitudes do lead to axiomatic schemes 

akin to that of Kolmogorov (apart perhaps for the relevance of his axiom c,f 

complete additivity to the subjective approach), and indeed go further sometimes 

in suggesting the need to introduce new concepts into the formal mathematical 
model (such as de Finetti’s idea of exchangeability). 

In this section we have examined a convenient summary of three major direc- 

tions (subjective, logical, frequency) in the definition of probability, together 

with a primitive concept (the ‘classical’ view) that interrelates with them. Of 
course, the classification we have used is by no means complete, nor is it  the only 
possible one. See Fine (1 973), Good ( 1  950, Section 1.4) or de Finetti ( 1968). The 

following sections present various modifications of attitude, and further details, 
within the three major areas and provide references for more detailed study. 

Having set the scene in what seemed a natural order of development, we now 

return to the (reverse) historical order in further considering the different views 

of probability. 

3.2 ‘CLASSICAL’ PROBABILITY 

In spite of attempts to handle the idea of a random event even in very early 
times, David (1  962) attributes the first correct (reported) probability calcula- 

tions to the sixteenth century Italian mathematician, Cardano. Such calculations, 

based on an idea of equally likely outcomes, attracted the interest of many 

other eminent mathematicians in the succeeding two centuries. This interest was 
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directed predominantly, if not exclusively. to games of chance involving cards, 

dice and so on. Huygens in 1657 provided rules for calculations involving dice 

games, for the types of problems being considered by Pascal, Fermat and others. 

At this stage, no attempt was made to define probability, interest centred merely 

on its r\ulircition. Inherent in all these primitive applications of probability was an 

assumption o f  a framework of ’equally likely’ outcomes. The earliest definition 

o f  probability, given tentatively by de Moivre in 1718 but more explicitly by 

Laplace at the beginning of the nineteenth century, adopts this framework as 

basic to the probability concept. Laplace’s ‘classical’ definition of probability: a s  

tht> rtrtio of the riurnber of‘ oiitc’omes fhwrc ib le  to the eiperit to the totcil riuriiber 

of’ possible oirtc*onie.s, e d i  cissurrieci to be eyudly likely, figured as the accepted 

attitude to probability until early this century. But within the context of current 

attitudes i t  retains merely an historical interest, as the stimulus for the early 

dekrelopment of some quite complex rules in the calculus of probability, which 

now find justification in alternative definitions of the probability concept itself. 

The ‘classical‘ view of probability cannot stand up to serious scrutiny for a 

Lrariety of reasons. A detailed and compelling rejection was provided by c m  

Mises in 1928 (see von Mises, 1957). We must consider briefly why this view 

o f pro ba bi 1 i t  y i s un sat i s fac t ory . 

( i )  iVlitrt i s  riietrrit /?jt ‘ q i i c i l l v  like!\* “? The phrase is synonymous with ‘equally 

probable’, a condition that apparently needs to be assessed nh iiiitio in terms of a 

preLrailing probability concept. In this respect the definition appears to constitute 

a \.icious circle. But a more liberal attitude might be to regard ‘equally likely’ 

outcomes as recognisable in terms other than those of probability. Bore1 ( I950), 
for example, claims that everyone has a ‘primitive notion’ of what is meant by 

’equally likely’ thus removing the circularity of the definition. If this is so the 

’classical’ definition is merely restrictive rather than circular. relating only to 

these situations where a basic framework of ‘equally likely‘ outcomes exists. On 

this \.iewpoint two further questions must be resolved. 

( i i )  HON. tio N V  rec~ognise ‘eyiially likely’ oictcwnie.s‘? We must assume that some 

prior knowledge supports such a framework. But in what way? Two distinct prin- 

ciples have been advanced, neither of them particularly acceptable nor widely 

accepted. The first is an appeal to the symmetry or homogeneity of the experi- 

mental situation. A coin is physically symmetric so why should a head or a tail 

be t‘ncuured? Likewise a six-faced die! Surely we must accept that the outcomes 

are ‘equally likely’ ! This attitude is sometimes called the ‘principle of cogent 

reason’ or the ’principle of indifference’ (Keynes, 192 1 ; Fine, 1973) and again 

we must beware of the circularity of such an argument. On what precise grounds 

doe s p h y s i c a I s y m me t r y i m p 1 y eq u i pro ba bi I it  y ‘? 

But then again we do not really believe in the perfect symmetry of the coin or 

die-the faces are differently figured, the manufacturing process by no means 

perfect! At best, then, we are considering an idealised coin or die to which our 

real one approximates; that is, a so-called .fiiir or irnhiiisecl one. Fine ( 1973) 
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makes the interesting observation that the ancient form of die (the astrngalus, 

or heel bone, usually of a sheep; see David, 1962) was far from symmetric. 

Its development into the present day, symmetric, cubical form may well reflect 

empirical experience that such a form is needed for ‘fairness’. Thus, equiprobable 

outcomes in throwing a die may be as much justified by empiricism (observed 

behaviour) as by a principle such as ‘cogent reason’ or ‘indifference’. 

The alternative attitude is the so-called ‘principle of insufficient reason’ first 

formally advanced by Bayes? (see Chapter 6). This argues as follows. If we 

have no reason to believe that one or another face is more likely to arise, then 

we should act as if (that is, assume) that all are ‘equally likely’. The concept 

now becomes a subjective one, as a quantitative description of the state of being 

ignorant. Substantial objections can be raised to this ‘principle’ also; the matter 

is taken up in some detail in Section 6.4. 

(iii) How restrictive are equally likely outcomes? Suppose on one or other of 

the grounds advanced in (ii) we accept that a particular die is equally likely to 

show any of its six faces. As von Mises (1957) remarks: 

It is obvious that a slight filing away of one corner of an unbiased die will 

destroy the equal distribution of chances. Are we to say that now there is no longer 

a probability of throwing a 3 with such a die, or that the probability of throwing 

an even number is no longer the sum of the probabilities of throwing a 2 ,  4 or 6? 

. . . (since there is no probability without equally likely cases.) (p. 69) 

There are, of course, much more serious restrictions that arise in this spirit. On 

the ‘classical’ approach, probability would appear to find application in at most a 

small range of artificial problems related to unbiased coins or dice, or fair deals 
of cards, and the like. The gamut of human enquiry in sociology, agriculture, 

environmental science, medicine and so on, would seem to be outside the realm 

of probability theory. Attempts to extend the range of application seem singularly 

unconvincing-often an implicit frequency view of probability is imported into 
the argument. 

de Finetti (1968) stresses and illustrates the difficulties encountered under our 

headings (ii) and (iii). Fine (1  973) examines appeals to invariance principles, or 

use of entropy arguments from information theory, as bases of support for the 

‘classical’ definition of probability, but finds them unsatisfactory. 

Finally, we should note that attempts have been made to reconcile the ‘clas- 

sical’ view with alternative views of probability, particularly the frequency or 

subjective ones. von Mises spends much time discounting the value of the ‘law 

of large numbers’ as the natural link between ‘classical’ probability and the results 
of empirically based probability arguments, claiming that it is the latter that is 

the valid starting point for a theory of probability. Then again, (as with Fine’s 
remark about the astragalus), many have argued that the ‘principle of cogent 

-f Indications of a similar idea appear much earlier in the work of Jacob Bernoulli. 
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reason’ with its appeal to symmetry is really a frequency concept. The argument 

is that we incline towards an equal assignment of probability to a head or a tail 

with a typical coin because of our accumulated, inherited, experience of what 

happens with such coins in the long run, rather than because the coin appears 

essentially symmetric ( i f  we are applying the ‘principle of cogent reason’), or 

does not appear asymmetric (if we are applying the ‘principle of insufficient 

reason’ ). 

3.3 THE FREQUENCY VIEW 

I t  is clear that many early writers on probability were (whilst espousing the ‘clas- 

sical’ viewpoint) implicitly adopting frequency (or subjective) principles when i t  

came to describing the numerical evaluation of probability in everyday life. This 

is evidenced in Laplace’s attempts in 1812 (Laplace, 1951) to apply probability 

to such diverse topics as human mortality, possession of human sensation by 
animals, the credibility of witnesses or the downfall of military powers. One of 

the earliest attempts at an oifurt frequency definition of probability is found in 

the work of Venn in 1866 (see Venn, 1962). Concerned with counterbalancing 

a growing preoccupation with subjective views of probability stemming from 

ideas of .lames Bernoulli and more particularly Augustus de Morgan ( 1847) (see 

the later critical essay, Venn (1888)), Venn formalised the idea of expressing 

probability in terms of the limiting values of relative frequencies in indefinitely 

long sequences of repeatable (and identical) situations. He claimed that proba- 

bility must be a measurable, ‘objective’, concept and that the natural basis for 

such a definition was statistical frequency. He provided a systematic, if non- 

mathematical, treatment of probability from the frequency viewpoint. However, 

Venn did not consider the formal conditions under which such a definition 

makes sense, or the mathematical structure of the basic concept and its rules 

of behaviour: the so-called ‘calculus of probability’. 
An attempt to construct a sound mathematical basis for the frcquenc*y view 

of  probability did not appear until the work of von Mises in the 1920s. His 

approach. in rejection of the classical view, strictly limited the class of situ- 
ations in which the probability concept has relevance. In \‘on Mises ( 1957) 

we find: 

The rational concept of probability, which is the only basis of probability calculus, 

applies only to problems in which either the same event repeats itself again and 

again, or a great number of uniform elements are involved at the same time.. . . 

I In] order to apply the theory of probability we must have a practically unlimited 

sequence of uniform observations. (p.  1 I ) 
. . . we shall see that a complete logical development of the theory on the basis 

of the classical definition has never been attempted. Authors start with the ‘equally 

likely cases’, only to abandon this point of view at a suitable moment and turn t o  

the notion o f  probability based on the frequency definition. (p. 61) 
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. . . When the authors have arrived at the stage where something must be said 

about the probability of death, they have forgotten that all their laws and theorems 

are based on a definition of probability founded only on equally likely cases.. . . 
. . . There is, then, little reason to adhere to a definition which is too narrow 

for the inclusion of a number of important applications and which must be given 

a forced interpretation in order to be capable of dealing with many questions of 

which the theory of probability has to take cognisance. (p. 70) 

In his lengthy development of the frequency viewpoint (1957), von Mises 

explains with great care the conditions under which probability may be defined. 

This development is discursive. A formal axiomatic mathematical treatment is 

presented in other publications; for example von Mises (1941) provides a brief 

summary in English of earlier more detailed work in the original German editions. 

Central to von Mises’ ideas is that of a collective; 

. . . a mass phenomenon or an unlimited sequence of observations fulfilling the 

following two conditions: (i) the relative frequencies of particular attributes within 

the collective tend to fixed limits; (ii) these fixed limits are not affected by any place 

selection. That is to say, if we calculate the relative frequency of some attribute not 

in the original sequence, but in a partial set, selected according to some fixed rule, 
then we require that the relative frequency so calculated should tend to the same 

limit as i t  does in the original set. 

(von Mises, 1957, p. 29) 

The condition (ii) he describes as the principle of randomness; the limiting 
value of the relative frequency when this condition holds is defined as the proh- 

abilih of the attribute ‘within the given collective’. 

On this framework, a theory of probability is developed in which new collec- 
tives are formed from initial ones, and have probability assignments that derive 
from those in the initial collective. The new collectives are constructed on 

the application of one or more of von Mises’ ‘fundamental operations’, which 

amount to no more than the familiar manipulative rules of modern probability 

theory. 
The present-day expression of basic probability theory from the frequency 

viewpoint uses different words from those used by von Mises. We talk of sample 

spaces, mutual exclusion, independence, conditional probability and so on. In 
essence, however, little is added to the earlier construction, other than an economy 

of statement coupled with an implicit acceptance of certain features that von 

Mises (in an historical context) found it necessary to elaborate. 

It is worth picking out one feature of current terminology, the idea of an 

event, for brief mention; not in contrast with earlier work in the frequency area 
but because we shall find an interesting distinction here between the frequency 

and subjective approaches. On the frequency view, an event is just one of the 

potential ‘observations’ in the ‘collective’. Thus, if we throw a six-faced die, the 

occurrence of an even score (2 or 4 or 6) is an ‘event’. Any observation may 

or may not support such a description; correspondingly, we say that this event 
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does or does not occur at any particular stage in the collective. We talk about the 

probability of this event ;is the probability that it occurs as a typic.cil observation; 

i n  the sense of the limiting \ d u e  o f  the relative frequency of even scores in  the 

unlimited sequence of identically operated throws of the die. 

S i r l ? j t ) c ~ t i \ ~ ~  probability, we shall observe, cannot admit such a liberal view of 

an  ‘eLrent’. An ‘etrent’ becomes a pirticulcir ‘event’. We need to talk about the 

probability that, say, the seventeenth outcome in some specific set of throws of 

the die is even. I t  is the ‘seventeenth outcome . . . set of throws’ that is now 

the ‘e\,ent‘ whose probability can be discussed. The subjective approach has no 

equicdent concept of an unlimited sequence of similar situations. In response 

to the enquiry ‘What is the probability of an even score‘?’ i t  replies ’When? At 

what throw‘? By whom? What has gone before’?‘ Probability is personalistic and 

conditional on immediate precedent as well as global environment. 

But let us return to the ,freciiietic*y view o f  probability. As in the ’classical’ 

approach, there is an implied restriction of the class of situations to which the 

probability concept may be applied. and we are bound to ask again how serious is 

this restriction. Certainly less so than for ‘classical’ probability! With its empirical 

basis, the frequency view of probability ineLritably relates to a vast range of 

situations of practical interest; the wide acceptance and application of statistical 

methods based on this approach is beyond dispute. Fields of application range 

o \ w  most spheres of human actility (from agriculture to zoology) as is witnessed 

bj’ the continuing use of c.lti.s.sic-ci1 statistical methods, which are firmly based on 

the frequency concept of probability. Certain areas are not  fair game, as \Ton 

Mises hirnself’ m’as quick to exclaim (apart from any critics of the approach). 

These ;ire mainly indi\.idual, personal, or behaviouristic -the authorship of the 

Gospels is one example. 

The response to this restriction depends on one’s attitude. Some statisticians 

u w l d  claim that situations that do not admit ‘repetition under essentially identical 

conditions’ are not within the realm of  objective statistical enquiry. Others argue 

that no single Lriew of probability is enough and different circumstances may 

legitimately demand different attitudes, whilst others again see this restriction 

a s  ;in inherent fallacy of the frequency approach, declaring that the concept 

o f  ;I collective is untenable: that we can never really assert that an unlimited 

sequence ot. essentially identical situations exists. They would argue, ‘Life is 

too short to demonstrate i t ,  our prior knowledge never adequate to assert it .’ It 

is seen as unrealistic to base an enpiricwl concept of probability on an irzjrzite 

sequence of realisations. Furthermore, a common counter-blast to any criticism 

of the subjective approach is to declare that nothing is more .subj,jec*ti\v than the 

construction of a collective. A vicious circle if ever there was one! 

Fine ( 1973, Chapter IV)  describes in detail the various sources of dissatisfac- 

tion utith the frequency Liewpoint. The implicit assumption of the iridepedo~ic-e 

of separate trials in the ‘unlimited sequence of similar situations‘ is questioned 

on the grounds of its pragmatism (its lack of empirical support) and of its extrav- 

agance - i t  is clainied that the much weaker condition of c).~c.~icin,sr.iihility (see 
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Section 3.5) is a better representation of the ‘collective’ and adequate for the 

determination of central results in the probability calculus. As Kolmogorov ( 1956) 

remarks: 

. . . one of the most important problems in  the philosophy of the natural sciences 

is . . . to make precise the premises which would make i t  possible to regard any 

given real events as independent. (p. 9) 

The distinction between essentiallyfinite experience and probability defined in 
relation to indejnitely large numbers of realisations (limiting values of relative 

frequencies) is another crucial basis for dissatisfaction. After detailed examination 

Fine (1973) reaches rather more extreme conclusions than most: 

Observation of any finite number of experiments would tell us nothing about 

limits of relative frequencies. (p. 94) 

whilst in reverse, 

. . . a relative frequency interpretation for [probability] . . . does not enable us to 

predict properties of actual experimental outcomes. (p. 103) 

Fine sees the basic difficulty residing in what is essentially von Mises’ principle 

of randomness with its implicit assumptions of independence, identity of distri- 

bution and ill-defined notion of the irrelevance of ‘place selection’. He adduces 

a circularity of argument akin to that in the ‘classical’ definition of probability: 

. . . even with the relative-frequency interpretation, we cannot arrive at probability 

conclusions without probability antecedents. (p. 102) 

Vanlambalgan (1993) develops an axiomatic system for probability on the von 
Mises’ basis with randomness and independence as ‘primitives’, in which the 

axioms contradict a strict ‘axiom of choice’. 

One direction in which we are lead by the conflict between ‘finite experi- 
ence’ and ‘infinite sequences’ of outcomes is to seek to define randomness in 

the context of jni te  sequences of outcomes. Some interesting proposals have 

been made by Kolmogorov (1963)’ Martin-Lof (1966) and others (see Fine 

1973, Chapter V) based on the notion of computational complexity: essen- 

tially the difficulty in describing the sequence in some programming language 

on a computer (where both the ‘language’ and the ‘computer’ are appropriately 

defined in formal mathematical terms). (See Barnard, 1972, for a straightfor- 

ward explanation of the underlying principles.) The greater the ‘complexity’ the 

more ‘random’ the sequence. Such a notion has been used for the partial devel- 
opment of alternative forms of the frequency-based probability concept. See, 

for example, Solomonoff ( 1964) and Willis ( 1970). The notion of randonzness 

continues to interest workers in many fields. For example, see Compagner ( 199 1 ) 

in the context of physics and information theory, and Pincus and Singer (1996) 
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on the idea of ‘closeness to randomness’ with relevance inter alia to assessing 

the efficacy of medical therapy. 

We must remark on the use of the word ‘objective’ in relation to views of prob- 

ability. In the early literature it  was used to distinguish the frequency approach 

from alternative views based on degree-of-belief or credibility, which were at the 

time neither well distinguished one from the other nor clearly defined. Nowadays, 

the term ‘objective’ has a more specific meaning. It describes any view of prob- 

ability that does not depend on the personal feelings or actions of an individual. 

In this respect, the ‘classical’ view is also an objective one, as is the so-called 

logical view that we consider next. (See de Finetti, 1968, for a more detailed 

classification of objec*tive and non-objective approaches to probability.) But this 

does not seem a completely adequate basis for classification, since the logical 

view also has affinities with the subjective approach. They both aim to represent 

degree-of-belief; the latter an individual’s personal assessment of the situation, 

the former a rational (inevitable, unique, correct) degree-of-belief induced by, 

and logically stemming from, a certain body of evidence--a degree-of-belief 

any ‘rational’ person shoiild huve, justified by the evidence and unrelated to his 
or her personal make-up. So, in a sense the logical view straddles the subjective 

and frequency views, in being ‘objective’ but expressing ‘degree-of-belief‘ . 
An alternative to von Mises’ (and others’) belief that the inherent restriction 

in the frequency approach is not only inevitable, but desirable, is to be found in 

the work of another frequentist, Hans Reichenbach. In his book, The Theory oj‘ 
Probubility (1949), first published in 1934, he attempts to demonstrate that even 

isolated, behaviouristic, eventualities can be given a frequency interpretation in 

terms of a wider ‘reference class’. His ideas have affinities with the logical view 

advanced by Jeffreys, but in respect of extending the domain of frequency-based 

probability appear contrived (he himself admits to ‘ambiguities’) and have not 

found -a substantial following. See also Salmon (1966). 

Thus, we see in the frequency view of probability an attempt at an empirical, 

practically oriented, concept: one that is very widely accepted as the basis for 

a substantial battery of (classical) statistical techniques and methods but which 
from the philosophical and practical standpoints is (in common with any view 

of probability) by no means free from critical comment. 

The form of this definition restricts the field of probability very seriously. It 

makes i t  impossible to speak of probability unless there is a possibility of an 

infinite series of trials. When we speak of the probability that the Solar System 

was formed by the close approach of two stars . . . the idea of even one repetition 

is out of the question; . . . But this is not all, for the definition has no practical 

application whatever. When an applicant for insurance wants to choose between a 
policy that offers a large return if he retires at age 65, as against one that offers 

return of premiums if he retires before 65 and a smaller pension if he retires at 65, 

his probability of living to 65 is an important consideration. The limiting frequency 

in an infinite series of people is of no direct interest to him. The insurance company 

itself is concerned with a large number of cases, but up to a given time even this 
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number is finite, and therefore the probabilities are meaningless according to the 

definition. 

Again, what reason is there to suppose that the limit exists? . . . The existence 

of the limit is in fact an a priori assertion about the result of an experiment that 

nobody has tried, or ever will try. 

(Jeffreys, 1973, pp. 194- 195) 

3.4 LOGICAL PROBABILITY 

The idea of a reasonable degree of belief intermediate between proof and disproof is 

fundamental. It is an extension of ordinary logic, which deals only with the extreme 

case.. . . The problem of probability theory is to find out whether a formal theory 

is possible. Such a theory would be impersonal in the same sense as in ordinary 

logic: that different people starting from the same data would get the same answers 

if they followed the rules. It is often said that no such theory is possible. I believe 

that i t  is possible, and that inattention to the progress that has actually been made 

is due to an active preference for muddle. 

(Jeffreys, 1955) 

The logical view of probability stands in distinct contrast to the ‘classical’ or 

frequency (empirical) views. These latter were developed in the desire to express 

aspects of the real world-to serve as models for practical problems, from card 

games to medical research. This practical motivation is reflected in their basic 

nature, and the associated probability theory developed from these viewpoints 
is designed to be applied. Probability is seen as a means of quantifying the 

uncertainty that is observed in practical phenomena (albeit within a restricted 
range of problems). 

The emphasis in the logical view is rather different; probability is regarded as 

a concept that modifies, and extends the range of application of, formal logic. 

Instead of declaring that two propositions A and B stand in relation to each other 

(if at all) in one or other of two ways; namely, A implies B or A refutes B, 
the concept of probability is introduced to express a degree of implication of B 
afforded by A. When applied to a body of knowledge, E, about a situation, and 

a potential outcome, S, probability expresses the extent to which E implies S. 

Probability is always cmzditional in form. It is the rational degree-of-belief in S 
afforded by E; or what has been called the ‘credibility’ of S in the face of E or 

degree of confirmation (Carnap). This is not expressing an enzpirical relationship 

but a unique (impersonal) logical one. Kyburg and Smokler (1964) summarise 

the attitude in the following way: 

The essential characteristic of this view, in most of its formulations, is this: 

given a statement, and given a set of statements constituting evidence or a body 

of knowledge, there is one and only one degree of probability which the statement 

may have, relative to the given evidence. A probability statement is logically true 
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if it is true at all, otherwise i t  is logically false. Probability statements are purely 

formal in the same way that arithmetical statements are purely formal. (p. 5) 

Early ideas leading to the logical view of probability are to be found in Edge- 

worth ( 19 IO), but the names usually associated with this view are those of Keynes, 

Jeffreys and Carnap (see Jeffreys, 1961, first published 1939; Carnap and Jeffrey, 

1971; and Carnap, 1962, first published 1950). Arising from its basis in logic 

rather than empirical experience it is natural to find in the literature a consider- 

able preoccupation with the formal structure of probability: what is its nature as 

a system of logic, what axiomatic framework supports it. Consideration of the 

application of probability to practical problems becomes a secondary matter, in 
attention, rather than importance (see Jeffreys, 1961, who devotes great effort to 

constructing a Bayesian statistical theory on the logical attitude to probability). 

One result of this is that the probability concept need not necessarily give a 

riirriiericul measure to the ‘rational degree of belief‘ in some eventuality. Indeed, 

in Keynes’ original work (Keynes, 192 1 )  probabilities are only partially ordered. 

Degrees-of-belief in some outcome, on the basis of difleerent bodies of evidence, 

may or may not, according to Keynes, be amenable to direct comparison. Within 

the class of cornparable probabilities, numerical assignments may be made, but 
this represents only a special class of situations. It is only in this class that 

probability becomes the subject of detailed mathematical analysis, or quantitative 

application. When numerical values are assignable, Keynes adopts a frequency 
basis for their calculation. (It might be mentioned that Good, 1965, claims that 

Keynes subsequently ‘nobly recanted’ from the logical view, in favour of a 

personalistic, subjrctive, attitude to probability; also Borel, 1924, appears to view 

Keynes’ proposals from the outset as subjective, rather than objectively logical.) 

Jeffreys ( 196 I ,  first published 1948; and elsewhere) differs in two fundamental 
respects from Keynes. His probabilities, again expressing rational degrees-of- 

belief, are always completely ordered and have numerical values. Furthermore, 

frequency is denied any relevance even in the calculation of probabilities, this 

being achieved by updating current probability assessments in the light of new 
information, by means of Bayes’s theorem. The ‘principle of insufficient reason’ 

(see Section 3.2) is given central prominence, and much importance placed on 

quantifying the state of ignorance. 

If we assert a probability for a law, presumably a high one, on some experi- 

mental evidence, somebody can ask ‘what was the probability before you had that 

evidence‘?’ He can then drive us back to a position where we have to assess a prob- 

ability on no evidence at all.. . . A numerical statement of a probability is simply an 

expression of a given degree of confidence, and there is no reason why we should 
not be able to say within our language that we have no observational information. 

The idea that there is any inconsistency in assigning probabilities on no evidence 

is based on a confusion between a statement of logical relations and one on the 

constitution of the world. 

(Jeffreys, 1955) 
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We take this matter up in more detail in Section 6.4. 

Jeffreys views the quantification of probabilities as important, since proba- 

bility theory is to him the vital tool in the exploration of scientific theories. The 

development of a method of statistical influence is vital: his is not the purely 

philosophical interest of Keynes. 

But whilst placing great emphasis on the numerical nature of probabilities, 

Jeffreys obviously felt that quantification was merely conventional (utilitarian) 

and not fundamental to the formal development of probability theory from the 

logical viewpoint. He devotes much attention to this formal development and 

presents (Jeffreys, 1961) a detailed axiomatic system within which any considera- 

tions of actual nunzbers as probabilities are introduced merely as ‘conventions’. 

(See the discussion of ‘notions of probability’ by Hinkelmann and Kempthorne, 

1994, Section 1.9.2.) 

Carnap (1962) is not alone in finding the need for more than one view of 

probability to meet the variety of interpretative and applicative roles that the 

concept is called on to fulfil. He regards both the frequency and logical views 

as valid, but applicable in distinct circumstances. In both, probability is assumed 

to be numerically valued, the logical probability expressing degree-of-belief in a 

propositional statement, the frequency probability applied to practical problems 

that accommodate the idea of an infinite sequence of similar experiments. The 

two coincide in value when both apply to the same situation: for example, in 

relation to the number of similar experiments in which a particular statement 

is true. 

Predominant amongst criticisms of the logical view of probability is a dissatis- 

faction with the basis of obtaining a numerical-valued probability. If probability 

represents the unique appropriate rational degree-of-belief in some outcome, just 

what can be meant by assigning a number to it; how do we measure it? Subjec- 

tivists further criticise the uniqueness assumption and cannot accept the thought of 

some idealised rational (non-personal) being to whom the probability assessment 

applies: probability must be a personal assessment and relate to the individual. 

This means that different individuals legitimately attach different probabilities to 

the same outcome. We will see in the next section, however, that some writers 

on subjective probability have supported the notion of an underlying unique 

probability (a norm) to which personalistic assessments aim. 

Savage (1961a) refers to the logical view as the ‘necessary’ concept of proba- 

bility, since the probability of S, on evidence E, is a ‘logical necessity’ (intrinsic 

feature) of the relationship of S and E. He sees logical probability as merely the 

modern expression of the classical view and to have been ‘thoroughly and effec- 

tively criticised’ and ‘not now active in shaping statistical opinion’. This essay 

(Savage, 1961a), expresses some firm views [the frequency view has ‘drastic 

consequences for the whole outlook of statistical theory’; the work of Jeffreys is 

‘invaluable in developing the theory of (personalistic) Bayesian statistics’], but 

is nonetheless a stimulating digest of the different attitudes to probability. See 

also Fine (1973, Chapter VII) for a detailed critique of the logical view. 
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To the frequentist the claimed universality of application of logical probability 
is anaethema; and the adoption of the frequency approach as a computational 
device where appropriate might seem to place the cart a very long way in front 
of the horse! 

Another probability concept has been of historical importance and still fasci- 

nates some scholars. This I call the necessary (or logical, or symmetry) concept of 
proba bi 1 i ty . 

According to this concept, probability is much like personal probability, except 

that here i t  is argued or postulated that there is one and only one opinion justified by 
any body of evidence, so that probability is an objective logical relationship between 

an event A and the evidence B.  The necessary concept has been unpopular with 

modern statisticians, justifiably, I think. 

(Savage, 196 1 b) 

. . . logical probability may serve to explicate an objective version of classical 
probability,. . . we are less inclined to agree that logical probability is the proper 

basis for estimating empirical (say relative-frequency-based) probability. 

There may be a role for logical probability in rational decision-making, although 

the form it will take is as yet unclear. 

(Fine, 1973, pp. 201-202) 

3.5 SUBJECTIVE PROBABILITY 

I consider that in the last resort one must define one’s concepts in terms of one’s 

(Good, 1950, p. 11)  
subjective experiences. 

One can only conclude that the present theory is necessarily incomplete and needs 

some theory of subjective probability to make i t  properly applicable to experimental 

data. 

(Smith, 1965) 

I will confess, however, that I . . . hold this to be the only valid concept of 

probability and, therefore, the only one needed in statistics, physics, or other appli- 

cations of the idea.. . . Personal probability at present provides an excellent base of 

operations from which to criticise and advance statistical theory. 

(Savage, 1 96 1 a) 

It is revealing (and in no way contrived) that these comments on subjective 

probability are expressed in a very personal style. This is of the essence of 
subjective probability: that i t  is concerned with individual behaviour; with the 
expression of preferences among different possible actions by the individual; and 
with the way in which judgements are formed. A probability concept is developed 
that is specijic to the individual in the sense that it relates to the accumulated 

personal experience that person brings to bear in assessing any situation. No 
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restriction is placed on the range of application of probability theory. It applies 
as much to the throwing of a die or the quality of an industrial component as to 
the authorship of a classical work or to the choice of a marriage partner. In every 
case probability measures a particular individual’s degree-of-belief in some even- 

tuality conditional of their relevant experience. It may vary from one person to 
another in that their experiences may be different; this is accepted and expected. 
In contrast to the logical (or necessary) view, it postulates, in general, no imper- 
sonal, rational degree-of-belief that is seen as a unique inevitable measure of 
the support given by prevailing circumstances to some outcome of interest, inde- 
pendent of the observer. A limited rational subjective theory has been advanced, 
however, that assumes such a true underlying measure as the goal at which 
the imperfect individual is aiming. This seems to find little current support. de 
Finetti (1968; also de Finetti, 1974, 1975) rejects such a view in his fine survey 
of different approaches to probability, and develops a detailed case for the strictly 

personal concept; likewise Savage (1961~).  See also Wright and Ayton (1994) 
for a detailed development of the theme of subjective probability; also Press 
(1989) and Bernardo and Smith (1994). An interesting critique of the central role 
played by de Finetti in establishing subjective probability is given by Cifarelli 
and Regazzini ( 1996). 

Shades of opinion within the subjective approach, and detailed developments of 
its implications, are seldom concerned with justifying the personal behaviouristic 

basis. They are directed more towards producing a formal probability theory on 

such a basis, and with describing how the quantirative expression of personal 
probabilities may (or may not) be elicited. We shall briefly review these matters. 

The idea of subjective probability goes back a long way. It was informally 
advanced by Bernoulli in Ars Conjectandi (1713) when he talked about proba- 
bility as the ‘degree of confidence’ that we have in the occurrence of an event, 
dependent upon our knowledge of the prevailing circumstances. Another early 

formulation was provided (somewhat obscurely) by de Morgan in 1847. 

By degree of probability we really mean, or ought to mean, degree of belief.. . . 
Probability then, refers to and implies belief, more or less, and belief is but another 

name for imperfect knowledge, or i t  may be, expresses the mind in a state of 

imperfect know ledge. 

(See Kyburg and Smokler, 1964, p. 9) 

Although de Morgan defined the subjective concept, declared that it was 
amenable to numerical expression, and could be detected in the individual through 

his personal feelings, no formal theory was advanced until quite recent times. 
Both Ramsey and de Finetti, independently and almost simultaneously (in the 
period 1925-35), addressed themselves to the construction of a formal definition 

of subjective probability and an associated manipulative theory. A detailed expo- 
sition of the subjective viewpoint, with extensive discussion of the motivational, 

conceptual and computational aspects, is given by de Finetti (1974, 1975). 
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Being concerned with personal behaviour, it was inevitable that ideas were 

expressed in behaviouristic terms, and that rules should be laid down to delimit 

what constitutes reasonable ways of expressing preferences or forming judge- 

ments. Whether these really apply to individual complex (and often irrational) 

behaviour is a point we shall return to. For the moment, we consider some aspects 

of the theory that has been developed, and the methods advanced for assigning 

numbers to an individual’s beliefs. 

The key to de Finetti’s formal definition of probability is found in his remark: 

It is a question simply of making mathematically precise the trivial and obvious 

idea that the degree of probability attributed by an individual to a given event 

is revealed by the conditions upder which he would be disposed to bet on that 

event. 

(de Finetti, 1937, p. 101) 

With this emphasis on behaviour as expressed through ‘betting’ situations, the 

probability of an event E (for an individual; that is, conditional on that person’s 

experiences) is obtained as follows. It is ‘the price the person is just willing to 

pay for a unit amount of money conditional on E’s being true.. . . an amount s 

conditional on E is evaluated at ps’. This is to say that if I believe a coin to be 

unbiased I would exchange a unit of money for I unit of money uyhen a head 

occurs. My inclination to ddthis expresses my subjective probability of a head 

as :. 
f h e  general study of subjective probability places much emphasis of this quan- 

tification of personal belief in terms of betting behaviour, and the subsequent 

development of a complete theory of probability often leans heavily on this. 

Thus, for example, if one attributes in this sense a probability p to an event E, 
then a probability 1 - p should be attributed to the denial of E. Otherwise, it 

could happen with an appropriate combination of bets that one will lose money 

,i+zether or not E hcippens. This situation is known as a ‘ D ~ t c h - b ~ o k ’ .  Subjec- 

tive probability theory assumes that such ‘irrational’ behaviour does not arise; i t  

requires the individual to be coherent in his bets. In this regard, coherence is 

essentially defined as avoiding a Dutch-book. de Finetti (1974) so expressed it and 

Bernardo and Smith (1994) remark that, to obtain a coherent set of degrees-of- 

belief, ‘desirable practice requires, at least, to avoid Dutch-book inconsistencies’. 

Press (1989) also takes the Dutch-book as the basis of incoherence and illus- 

trates its form. If an individual holds a set of incoherent beliefs it is possible 

to make a sequence of bets with that individual with the effect that whatever 
happens the individual loses. Thus, for example, suppose the individual attributes 

the value 0.75 to both P ( A )  and P ( A )  (where is the complement of A); this is 

clearly incoherent. Note its effects by defining two games: 

( i )  

( i i )  

player 1 bets $3 on A; player 2 bets $1 on A, 
player 3 bets $3 on A; player 4 bets $1 on A. 
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Both will be perceived to be fair, on the arguments, in ( i )  that P(A) = 0.75 and in 

(ii) that P(A) = 0.75. So the (incoherent) individual should be prepared to take 

either side in each game. Suppose the sides chosen are of player 1 in game (i) 

and player 3 in game (ii). Consider what happens on any outcomes. If A occurs, 

the individual gains $1 in ( i )  and loses $3 in (ii): a net loss of $2. If A occurs, 

the individual loses $3 in ( i )  and gains $1 in (ii): again, a net loss of $2. So, in 
either case, the incoherent individual loses $2 and has suffered a Dutch-book. 

As a specific example of coherence, it is assumed that an individual is logically 

consistent in his or her reaction to whether two events are more, less or equally 

probable, one to another. For example we would expect that if El is more probable 

than E?, which is more probable than E3, then El is more probable than E3. With 

such simple requirements of coherence and consistency, an axiomatic probability 

theory is developed; the formal expression of these concepts is found to be 

equivalent to the usual axioms of probability theory. Bernardo and Smith (1994) 

develop this theme at length within an extended discussion of ‘coherence and 

quantification’ covering such topics as coherence of preferences (see Chapter 6). 
transitivity of preferences and of uncertainties, consistency and invariance of 

preferences, probability structure of degrees of belief, etc. 

Thus, we again arrive at the common rules for the calculus of probabilities, but 

with quite obvious interpretative differences. All probabilities are personal and 

conditional. The events to which they refer are isolated outcomes, a particular 
spin of a particular coin by a particular individual, rather than global in the 

frequency sense. An event does not have a unique probability, it may differ for 

different people. All that is essential is that any set of probabilities attributed 
to events by an individual should be coherent, and not violate the demands of 

logical consistency. In the past there has been some confusion in the use of 

the terms coherence and consistency. It seems reasonable to adopt the Bernardo 

and Smith (1994) approach with consistency regarded as one of the (important) 

components of the broader concept of coherence. 

But what happens if an individual is incoherent? Does this mean that the 

theory is inadequate? On the contrary, the attitude expressed is that a person, 

on having his or her incoherence pointed out, will modify their opinions to act 

coherently in a desire to behave logically in accord with subjective probability 

theory. Thus, the approach is a normative one. It aims to show how individuals 

should behave, not how they actually do behave. This attitude is crucial to the 

subjective viewpoint that maintains that it does not aim to model psychological 

probability behaviour. de Finetti ( 1937) made this clear: 

It is . . . natural that mistakes are common in the . . . complex realm of probability. 

Nevertheless . . ., fundamentally, people behave according to the rules of coherence 

even though they frequently violate them (just as . . . [in] arithmetic and logic). But 

. . . it is essential to point out that probability theory is not an attempt to describe 

actual behaviour; its subject is coherent behaviour, and the fact that people are only 

more or less coherent is inessential. (p. 1 1  1, footnote) 
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The ‘betting’ basis for subjective probability figures widely in writings on the 

subject. It is given special recognition by Smith (1965) who in his individual 

treatment of the subject, talks about ‘personal pignic probability’ from the latin 

pignus (a bet). One feature of the use of bets to measure probability needs to be 

remarked on. We have talked of exchanging p units of money for one unit of 

money if the event E happens. But surely it is important to know what is the unit 

in question, be it 1 cent or $75000? This would seem highly relevant. Someone 

who would wager $ I  against $1 on the spin of a coin, may well not play the 

same game with $loo0 versus $1oo0. If I posses only $loo0 I may not play any 

betting game with $1000 as stake. 

How, then, are we to define probability in betting terms? The relative values 

we attach to losing or gaining some sum of money vary with the sum of money 

involved. The absolute value to an individual of a sum of money varies in no 

obvious or unique way with its literal value. What it is worth to him, its utility, is 

crucial to his betting behaviour. Thus, subjective probability, with an emphasis 

on the monetary basis is inevitably entwined with utility theory (which we shall 

consider in detail in the next chapter). de Finetti recognised this and thought 

originally to avoid anomalies by considering bets with ‘sufficiently small stakes’. 

This was somewhat unconvincing. But he subsequently remarks that when he 

became aware (in 1937) of Ramsey’s work, which takes as the primitive notion 

that of expected u?ilify and derives probability from it, he had greater sympathy 

with this as an operational approach to the enumeration of probability. Thus, 

although betting situations still figure widely in subjective probability discussions 

the use of utility rather than money is predominant. 

Let us now briefly consider the parallel (somewhat earlier) development by 

Ramsey ( 193 1, 1964), published in 193 1 .* He, also, stressed the centrality of 

concepts of coherence and consistency, and again believed that the appropriate 
way to measure degree-of-belief was through the observation of overt behaviour 

in betting situations. The emphasis, however (as also with de Finetti, 1974, 1975), 

is now on the use of ‘expected returns’ rather than ‘betting odds’ in an attempt to 

reduce the emotive content of the probability concept and to avoid the monetary 

bias in assigning numerical values. 

Ramsey’s approach was as follows. Faced with various ‘propositions’ (events) 

about some situation of interest, the individual expresses the personal probabilities 

he attributes to these propositions by his reaction to different ‘options’ (bets) 
offered to him. Thus, an option might be to risk a loss if a die shows a ‘six’ or 

the same loss if his favourite football team loses its next match. His acceptance 

or refusal of this option reflects the relative probabilities he assigns to a ‘six’, 

or to his team losing. If, furthermore, he believes the die to be unbiased, this 

provides a reference level for the latter probability. Note how the amount of the 

loss has become irrelevant, the option refers merely to identical utilities. The 

theory of probability is developed axiomatically on this type of consideration. 

* Dated 1926 in Kyburg and Smokler (1964). 
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The main axioms are that options are totally ordered, and that there always exists 

an ‘ethically neutral proposition’ as a yardstick. This latter requirement means 

that there is a proposition such that the individual is indifferent to two options 

which promise to return a! when the proposition is true and j!? when false, or j!? 
when true and a! when false, with a! # B. Such a proposition is defined to have 

degree-of-belief, i. 
With the addition merely of some consistency axioms, Ramsey shows that a 

utility function must exist, and that this in turn yields a formal concept of prob- 

ability providing numerical values for degrees-of-belief. A detailed and careful 

development of subjective probability on largely similar lines is given by Savage 

(1954) who is at pains to point out the difficulty with morietup bets (over- 

come in Ramsey’s approach) in that the stakes must either be infinitesimally 

small, or else we must assume the utility function for money to be linear (see 

next chapter). In a more mature statement of his views of subjective proba- 

bility Savage (1 961 a) expresses some dissatisfaction with his earlier ( 1954) work 

and presents a detailed reappraisal. This places emphasis on the dual concepts 

of subjective probability and utility as the principle components of ‘a general 

theory of coherent behaviour in the face of uncertainty’. This work contains 

an extensive bibliography on the ‘foundations’ of statistics and probability. An 

entertaining elementary presentation of the linked themes of probability and 

utility, for coherent decision-making, is given by Lindley ( 197 1 b, 1985). See 

also Press (1989, Section 2.3.1) or, for more detail, Bernardo and Smith ( 1  994, 

Section 2.5) 

As already remarked, there has been much attention in the literature to the 

matter of how individuals do, or should, face the problem of setting numerical 

values on their subjective (personal) probabilities, or how others help them to do 

so (‘elicitation’). See also Section 4.5.2 (utilities) and 6.5.5. Various empirical 
studies have been reported in different areas of application. For example, Murphy 

and Winkler (1977) and Murphy (1975) are concerned with subjective probability 

forecasts of temperature and rainfall; Hoer1 and Fallin ( 1974) consider horse- 

racing; Winkler (1971), the outcomes of (American) football games; O’Carroll 

( 1977), short-term economic forecasts. The general principles for quantifying 

subjective probabilities, and specific practical methods, are considered by Savage 

(197 1); Hampton, Moore and Thomas (1973); Smith (1969, Tversky ( I974), 

Wright and Ayton (1994), Chaloner (1996), Kadane and Wolfson (1998), and 

O’Hagan (1998) with examples in asset management planning for UK water 

companies and in nuclear waste disposal. The assessment of probabilities by 

groups, rather than by individuals, has also been examined; see, for example, 

Hampton, Moore and Thomas (1973), and De Groot (1974). An interesting recent 

paper by Lindley, Tversky and Brown (1979) faces up to what we should do 

when quantified subjective probabilities exhibit incohererzce. Two approaches 

are considered. In the ‘internal’ approach a subject’s ‘true’ coherent probabilities 

are estimated from his incoherent assessments. The ‘external’ approach has an 

external observer modifying his coherent probabilities in the light of the subject’s 
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incoherent views. French (1980) finds some implications of this work ‘counter 

intuitive’ and suggests a remedy. 

We will examine in more detail some of the practical principles for ‘quantifi- 

cation’, or ‘elicitation’ of subjective probabilities, in Section 6.6.2. 

The historical and attitudinal perspective on subjective probability is ably 

provided by Kyburg and Smokler (1964) through their introductory remarks and 

their reproduction of critical works by Venn, Borel, Ramsey, de Finetti, Koopman 

and others. This book also presents an extensive bibliography of relevant material. 

We cannot leave this brief review of subjective probability without allusion to 

one or two further matters. The first of these concerns the important concept of 

exchangeable events. Framed originally by de Finetti in 1931 it  is crucial to the 

development of statistical ideas from the subjective viewpoint. 
Exchangeability is essentially an expression of symmetry in the probabilistic 

behaviour of events. Consider a sequence of experiments where E, denotes the 

potential (random) outcome of the j t h  experiment. In frequency terms physical 
independence of the experiments induces statistical independence of the E, in 

the sense that 

P(E,JE,-I,E,-z,. . . }  = P(E,).  

In subjective terms, physical independence has no such probabilistic impli- 

cation: indeed, knowing the outcomes of (independent) experiments up to the 

( j  - 1)th will be expected to modifi the subjective probability assigned to E,. 
Also, it  is argued that assumptions of independence can seldom be justified from 

tangible knowledge of the situation under study. Instead, it is proposed that (when 
appropriate) we adopt the weaker, more supportable, assumption that the E, are 

exchangeable, in the sense that 

for any distinct subscripts ( j l ,  . . . , j , , )  and ( k , ,  . . . , k , , ) ,  and all n .  In particular, 

P(E,) is the same for all j ;  the probability of the joint occurrence of a set of 

outcomes does not vary with the specification of the subset of experiments on 
which the outcomes occurred. 

Thus, in a sense, exchangeability replaces the independence concept and plays 

a role in the subjective approach akin to von Mises’ principle of randomness in 

the frequency approach; it  expresses a notion of good behaviour for sequences 

of events. Apart from serving as a basic tool in developing statistical ideas, i t  

also acts as an interpretative link between the frequency and subjective views. 

For example, de Finetti (1937) is able to derive some justification in subjective 

probability terms for relative frequency arguments in estimation, via this concept 
of exchangeability. (A theme also considered at length by Ramsey, 193 1/1964, 

from a different standpoint.) See also Press (1989, Sections 2.9.2 and 2.9.3) and 

Bernardo and Smith (1994, Section 4.2). But perhaps the most important effect 
of exchangeability is its role in reconciling different subjective prior probability 

assessments in Bayesian inference; where, if events are exchangeable, resulting 
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inferences are found to be essentially robust against different prior probabilities 

for different individuals. In this respect, exchangeability is a crucial element 

in the development of Bayesian inference (see Chapter 6). Exchangeability is 

by no means restricted in its use to subjective probability. A similar notion 

appears in Carnap’s logical probability proposals and Fine (1973, p. 86) employs 

exchangeability in seeking ‘an invariant description of the outcomes of repeated 

experiments’. 

All probability concepts need an axiomatic system to support the corresponding 

probability calculus. All embody some axiom of additivity. There are different 

views (between individuals, or approaches) on the appropriate form of the addi- 

tivity axiom: on whether it should apply to a coiintclble set of events, or just to 

a j n i t e  set. de Finetti (1974, pp. 1 16- 1 19) argues forcefully, on conceptual and 

interpretative grounds, for j n i t e  additivity as the appropriate form in the develop- 

ment of probability theory, from the subjective standpoint. See also Wright and 

Ayton (1994). 

As with all the views of probability described in this chapter, a variety of 

ramifications of the subjective proability viewpoint exist. We cannot consider 

these in detail other than to add to the names of Ramsey, de Finetti and Savage 

those of Koopman (some probabilities are measurable in betting odds terms, 

others are not, and are not necessarily completely ordered), Borel (pioneer of 

subjective probability: see Borel, 1924), Good (who considers partially ordered 

subjective probabilities applied to Bayesian statistical analysis: the stimulus of 

much modern study of subjective probability), and C. A. B. Smith (favouring 

partially ordered probabilities leading to intervals rather than point values). 
As with other views of the probability concept, subjective probability does 

not lack critics: who complain of its lack of ‘objectivity’, of the intangibility of 

a numerical basis for such probabilities, and of what some view as the almost 
theological leap of faith needed for its unilateral adoption. 

Venn ( 1  888), in criticising ‘the prevailing disposition to follow de Morgan in 

taking too subjective a view’, was voicing a century ago what even now remain 
the major doubts on its basis and implementation. More recently, van Dantzig 

(1957) presented their modern expression in his impassioned rejection of the 

subjective view of probability put forward by Savage (1954) in The Foundations 

of Statistics. Central to such criticism is the declaration that statistical investiga- 

tions advance knowledge of the world only to the extent that their conclusions 
avoid the personal preferences or prejudices of the investigator. To base tech- 

niques on a personal or subjective view of probability is thus seen to be a denial 

of this resolve, and to render such a view impracticable. Only an empirically 
based probability concept, it is declared, can achieve the ‘objectivity’ necessary 

to reduce personal factors to an insignificant level. 

To those who take the point of view that the external world has a reality inde- 

pendent of ourselves and is in principle cognizable, and who take into account the 

fact that probabilistic judgements can be used successfully to obtain knowledge 
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about the world, it should be perfectly clear that a purely subjective definition of 

mathematical probability is quite untenable. 

(Gnedenko, 1968, p. 26) 

This idea that personal (or subjective) probability should be the key to the ‘scien- 

tific’ or ‘rational’ treatment of uncertainty has proved decidedly unpalatable to many 

. . . . Nevertheless, . . . the alternatives are either inert, or have unpleasant and unex- 

pected side effects or, to the extent to which they appear successful, are found to 

contain subjectivist ingredients. 

(Bernardo and Smith, 1994, p. 100) 

3.6 OTHER VIEWPOINTS 

The range of attitudes expressed about the probability concept is vast. Each 

individual presents a particular viewpoint. In the main, however, one can detect 

a basic attitude in the ideas advanced by any writer and attribute this to one of 
the broad categories described above. However, there are exceptions to every rule 

and the notion of fiducial probability proposed by R.  A. Fisher seems to fall 

outside these categories. Its stimulus, however, is the construction of a principle 
of statistical inference, rather than the desire to produce a fundamental view of 

probability itself. For this reason, it is best regarded as an approach to inference 

and it will be discussed in that light and in relation to his application of ‘inverse 
probability’ at a later stage (in Chapter 8) rather than in this present chapter. 

At the centre of any approach to probability is the aim to represent unpre- 
dictability, uncertainty and indeterminism. The latter is crucial to the probability 
concept, but these are recent major areas of study (and limited application) that 

seem to embody the notions of unpredictability and uncertainty (if not indeter- 

minism) using non-probability concepts and these should be briefly examined 

here to provide a contrast with probability. 

3.6.1 Chaos 

The idea of chaos has been advanced as an alternative to probability for describing 
circumstances in which sequences of outcomes show ‘clear signs of unpre- 

dictability and variation’: a basic characteristic of the randomness concept which 
underlies the notion of probability. And yet chaos theory involves no element 

of uncertainty or unpredictability. It relates to purely deterministic processes 

(although it  has been extended to stochastic domains). 
Consider one of the simplest examples. Ecologists have sometimes advanced 

a deterministic model of logistic form 

to represent the proportion pn+l of an (n + 1)th generation in a certain category 

expressed in terms of the proportion p,, in the nth generation. (A simplistic 
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example might be the weed cover of a wheat field from one season to the next.) 
There is some plausibility in this model: that the next generation proportion 
Pn+l should be proportional to both pn (a birth process) and I - ptl  (a crowding 

effect). We assume that h is a known positive constant. 

So what happens with this model? Suppose we start with po  = 0.5 and consider 

how this deterministic process develops as n increases, for different values of A. 
Consider the cases h = 0.5, 1,  1.5, 2, 3 , 4  : 

For h = 0.5 

For h = 1 

For h = 1.5 

For h = 2 

For h = 3 

p n  steadily drops in value: it  is essentially zero 

for n = 10 
The same happens, but the decay is much slower 
A new pattern occurs: ptl  decays but to a non- 

zero limit 0.3333 

Here pn  is constant: Pn = 0.5 for all n 

We now find an alternating decaying sequence 

of ptl values: 0.5, 0.75, 0.56, 0.74, 0.58, 0.73, 
0.59 . . . 
Here we have immediate decay p1 = I ,  pz = 0 
and ptl  = 0 for evermore ( n  2 2)  

For h = 4 

How do we react? Clearly P n  can decay away (A = 0.5, 1 and in an extreme form 

h = 4), or can remain constant (A = 2 )  or apparently oscillate (A = 3). But in 
all cases the process seems smooth and predictable. However, if we consider 
values of h between 3 and 4, more extreme forms of oscillation occur: between 

4 values when h = 3.4, but still predictable. The surprise comes if we take h = 4 
but start with po = 0.4. Strange behaviour now occurs as we see from the plot of 
p t I  against n shown as Figure 3.6.1, which seems to show all the characteristics 

of a random process. 

4 

' 1 2 3 4 5  10 15 20 n 

Figure 3.6.1 The case h = 4, pO = 0.4 
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Thus, we see that a deterministic approach can produce a set of successive 

outcomes that show no upparent relationship from one outcome to the next, and 

that range over all possible values. See Devaney (1986) or Barnsley et al. (1988) 

for simple introductions to chaotic systems and to the related science of fructal 

irmiges with its tadpole-like Mandelbrot sets and beautiful Julia sets. (Fractal 

geometric forms have the characteristics that the closer we look at them, the 

more they replicate their basic form but in ever more detail-consider moving 

closer and closer to the coastline of the United Kingdom starting on the moon 

and ending on your knees!) See also Rao (1989) on ‘randomness’ (pp. 3-7) and 
on ‘chance and chaos’ (pp. 19-21), and Berliner (1997) for a general review of 

‘chaos‘. 

In view of the apparent unpredictability of a chaotic system, i t  is inevitable 

that i t  has been advanced and applied as an alternative to probability (and statis- 

tics)-see, for example, Matfeldt (1997, tissue texture in breast cancer) and 

Zhou et al. (1997, dynamics of insect populations). It  will be interesting to see 

if chaotic models can be shown to have any major empirical justification for 

real-life problems. 

3.6.2 Fuzzy Set Theory 

Another interestingly named concept is also proposed as an alternative to prob- 

ability to represent uncertainty. Fuzzy set theory has a wide following and even its 
own journals; its principles are straightforward to explain, although its develop- 

ment leads to the most sophisticated mathematics. 

Consider the conventional probability approach to events and sample spaces. 

The sample space is the set of all outcomes; an event is a subset of the sample 

space. Crucially, any outcome is either in an event A or not: i.e. in or not in 
the subset of outcomes defining A. Probability of A is defined in terms of which 
outcomes are in A, which not: unequivocally determined. 

Fuzzy set theory extends this notion by conceding that any outcome may or 

may not be in A, but claiming that outcomes may also be partly in A, partly 
not. Thus, ‘membership and non-membership of A is gradual rather than abrupt’ 
(Gupta, 1982). Such a set A is said to be fuzzy: the set of rich people in some 

region is an example of this. (What determines the boundary between ‘rich’ and 

‘non-rich’, or between syndromes relating to having or not having a disease?) 

Fuzzy set theory has been in existence for more than 30 years and is now finding 

wide application in fields beset by uncertainty. An accessible introduction is to 

be found in Dubois and Prade ( 1979). See also Fruhwirthschnatter ( I  992). The 

links between fuzziness and probability have been widely explored; fuzzy events 
can have probabilities and we can develop the notion of fuzzy random variables. 
Gupta (1982) quotes Lofti A. Zadek, the founder of fuzzy set theory, with saying: 

To some, fuzziness is a disguised form of randomness. This is a misconception 
, . . the source of imprecision is the absence of sharply defined criteria of class 

membership rather than the presence of random variables. 
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The applications of fuzzy methods are legion. Some examples can be found in 
Gertner and Zhu (1996, forest surveys with fuzzy Baysian priors). Ralescu ( 1995, 

fuzzy probabilities and statistical inference). 

3.6.3 Risk, Uncertainty and Sensitivity Analysis 

The terms risk, uncertainty and sensitiiiot are increasingly encountered in situa- 

tions of unpredictability and ‘hazard’, often attached to the word ‘analysis’, to 

describe how to attempt to represent or interpret such situations. 

No precise definitions are offered for risk analysis (which in any case has 

overtones of utility theory and decision analysis not intended in its more casual 

employment). Barnett and O’Hagan (1997) remark: 

The term risk features widely and is used with a variety of interpretations. 

At one level, i t  is used as a general term to express uncertainty (synonymous 

with probability); at another i t  is used to describe undesirable circumstances which 

might be encountered and of which we should be aware; risk can also embrace 

simultaneously both the uncertainty concept and the undesirable prospect. ‘Risk 

analysis’ or ‘risk management’ in this latter context is concerned with a qualitative 

examination of the portfolio of such risks with a view to assessing the overall 

situation; ‘quantitative risk analysis’ augments this with formal (often statistical) 

methods of analysis and interpretation. ‘Risk’ is also a technical term in formal 

decision theory: a different notion altogether. 

Risk assessment is somewhat more formally established in the context of the 
toxicity of drugs, stimuli or contaminants, but this is a highly specific field of 

application (see Richardson and Burmaster, 1996). 

The terms sensitivity analysis and uncertainty analysis are used informally in 
many applications but can also be observed with more specific meaning in certain 

contexts. Often complex models of natural phenomena are developed in which 

variables of interest may be controlled by large numbers of parameters. The rela- 
tionships in the model are often deterministically expressed mechanistic &.scrip- 

tiorzs (e.g. of how crop growth relates to flowering date, or product strength to 

temperature of the manufacturing plant). They are mainly deterministic rather 
than probabilistic (some stochastic elements may be included also). Such models 

might be termed mechanistic models, deterministic models or possibly simi4lation 

models. The latter term reflects the fact that to understand how variable outcomes 

can be in relation to various values that might be relevant for different parame- 

ters, and to explore the effects of any stochastic components, it  is useful to run 

the model under wide ranges of ‘initial values’ (parameter values). Thus, the 
‘uncertainty’ of response of the model, or its ‘sensitivity’, can be explored. See 

Barnett and O’Hagan (1997, p. 50). 
Many other minority views arise from time to time: Vovk (1993) and Epstein 

and Wang (1996) are recent examples. 
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3.7 SOME HISTORICAL BACKGROUND 

PROBABILITY 

The probability concept has a chequered and poorly documented history. The 
appearance of different modes of thought have often been submerged in infor- 

mality of expression, coloured by prejudice, inhibited by persecution or merely 
inaccessible in published form. Added confusion arises when we find the attri- 
bution of attitudes to historic personalities resting on the personal convictions of 
their modern commentators. This is well illustrated in relation to Bayes’s ( 1963a, 

1963b) original enigmatic definition of probability: 

The probability ofany event is the ratio between the value at which an expectation 

depending on the happening of the event ought to be computed, and the value of 

the thing expected upon its happening. 

Pitman (1965) viewed this as support for a degree-of-belief attitude to probability, 
whilst Fisher (1959) saw it  as a clear statement of the frequency viewpoint 

. . . equivalent to the limiting value of the relative frequency of success. (p. 14) 

Obviously, the element of chance, and attempts to represent it and measure it, 

have figured in some sense in the activities of man from the earliest times. See 
David (1962; Games, God and Gambling) for early developments. But so crucial 
a concept has proved most elusive until quite recently. We have come far in terms 

of attitude from the days in which anyone who dabbled in probability theory might 
be labelled a sorceror. Only this century, however, have we escaped from the 

(contrary) belief that the world is entirely deterministic, and that the probability 
concept had merely pragmatic relevance as a cover for our inadequate knowledge 
of the laws of determinism, or to cope with an unfortunate paucity of confirmatory 

experimental evidence. von Mises (1957) was certainly not hammering the final 
nail in this particular coffin when, in 1928, he wrote: 

The point of view that statistical theories are merely temporary explanations, in 

contrast to the final deterministic ones which alone satisfy our desire for causality, 

is nothing but a prejudice. Such an opinion can be explained historically, but i t  is 
bound to disappear with increased understanding. (p. 223) 

However, whilst nowadays accepting the relevance of probability in its own 

right as a facet of the world we live in, we are still not resolved on a single unified 
basis for its definition and application. Deeper interest, study and discussion, only 

serve to elaborate the vastly different attitudes to probability that prevail. Perhaps 
this is reasonable. Little wonder though that its origins are difficult to trace! 

Studies are available of some early developments; dealing with relevant 

historical personalities and the formal details of their work, though often with 
little regard to the philosophical interpretation of the views of probability they 

were promoting. Historical commentaries that aim at objectivity in this sense 
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include Todhunter ( 1949, first published I865), David ( I962), Kendall and 
Pearson (1970), Hacking (1975), Kendall and Plackett (1977) Schafer (1978), 
Benzi (1993, and (perhaps) Maistrov (1974); but these attempt little comment 
on the thorny areas of controversy that have sprung up (mainly this century) 
between the objective and subjective views of probability. For historical coverage 
of specific topics in probability, see relevant publications in the Biometrika 
series, ‘Studies in the History of Probability and Statistics’ -a recent contribution 
(Pfanzagl and Sheynin, 1996) discusses a ‘forerunner of the t-distribution’ . 

Leaving aside questions about the basic nature of probability (and ambiguities 
of attributative interpretation, as illustrated above) we also find differences of 
opinion on the motivating forces for the study of probability in early times. 
Traditional belief that the origins of attempts to formalise the probability concept 
arose in the context of gambling and games of chance must be tempered by, 
for example, the view of Maistrov (1974) who sees the driving force to lie in 

broader contemporary social, economic and political affairs. The romantic image 
of probability theory arising out of the diminishing returns of the Chevalier 
de M6rC in the gaming room (reflected in the famous correspondence between 
Pascal and Fermat) might be altogether too simple a view. See Kendall (1956), 
David (1962) and the interesting fictitious Pascal side of the correspondence 
with Fermat, by Renyi (1 972). Nonetheless, gambling, and the betting instinct 
generally, has been a major stimulus from the beginning and continues to figure 
widely in discussions of the basic nature of probability, of how to measure it, in 

classroom illustration of simple properties of probability theory and as the subject 
of sophisticated research activity. In this latter respect see Dubins and Savage 
(1963, How to Gamble if You Must. Inequalities for Stochastic Processes. 

3.8 AND SO . . . 

What are we to accept as the true basis of probability? Does it matter what 
attitude we adopt? We have already seen that different views of probability 
are confounded with different approaches to statistical inference and decision- 
making. To this extent, it is important to our main theme that we appreciate the 
variety of views of the probability concept. 

. . . suppose someone attaches the probability one sixth to the ace at his next 

throw of a die. If asked what he means he may well agree with statements expressed 

roughly thus: he considers $1 a fair insurance premium against a risk of $6 to which 
he might be exposed by occurrence of the ace; the six faces are equally likely and 

only one is favourable; it may be expected that every face will appear in about 1/6 

of the trials in the long run; he has observed a frequency of 1/6 in the past and 
adopts this value as the probability for the next trial; and so on.. . . each of these 

rough statements admits several interpretations.. . . only one . . . can express the 

very idea, or definition of probability according to this person’s language, while 

the others would be accepted by him, if at all, as consequences of the definition. 

(de Finetti, 1968) 
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3.9 AND YET . . .  

The frequentist seeks for objectivity in defining his probabilities by reference to 

frequencies; but he has to use a primitive idea of randomness or equi-probability in 

order to calculate the probability in any given practical case. The non-frequentist 

begins by taking probability as a primitive idea but he has to assume that the values 

which his calculations give to a probability reflect, in some way, the behaviour of 

events.. . . Neither party can avoid using the ideas of the other in order to set up 

and justify a comprehensive theory. 

(Kendall, 1949) 



CHAPTER 4 

Utility and 
Decision-making 

. . . we tried to show that it was sensible to associate numbers with uncertain events. 

Now we show that the consequences of decision-making can also have numbers 

attached to them, and that these two sets of numbers combine to solve the problem 

and determine the best decision. 
(Lindley, 197 1 b. p. 50) 

In the introductory discussion of Chapter 1, the information to be processed in an 

inference or decision-making problem was divided into three elements: sample 

data, prior information and the consequential bene$ts (or disadvantages) of any 

potential action. It was pointed out that an assessment of consequences might be 

an important aid to the choice of action in the face of uncertainty. This applies 
whether we are to take formal regard of such an assessment in constructing 

policies for decision-making (as is the case in Decision Theoq!, to be discussed 
at length in Chapter 7) or whether it enters in a less formal way, as, for example, 

in the choice of the working hypothesis, or significance level, in the classical test 

of significance. 

Central to the assignment of numerical values to consequences is the theory of 

utility. As subjective probability models how an individual reacts to uncertainty, 

so utility theory offers a model for the way in which individuals react (or should 

react) to different possible courses of action in a situation involving uncertainty. 
Starting from the empirical observation that an individual inevitably chooses 

some specific course of action, utility theory maintains that such choice is made 
(or should be made) in relation to how the different possibilities are e\~aluared by 

the individual. This evaluation amounts to setting up some order of preferences 

for the different alternatives, and choosing the most preferred action. If such 
a procedure is to be consistent and coherent (on defined meanings of these 

terms within utilip theory, similar to those explained above in respect of the 

subjective probability concept) it is shown to be implicit that the individual 

has assigned actual numerical values, utilities, to the different possible actions. 

Choice of a best action becomes merely following that course that has greatest 

utility. 
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Some aspects of emphasis and status of this theory must be made clear at the 

outset. Within utility theory, it is not suggested that an individual necessarily 

consciously constructs a set of (numerical) utilities, scans these and takes that 

action with the largest numerical value. It merely claims that in setting up a 

‘sensible’ preference scheme (one that is consistent and coherent) there is an 

implied set of utilities on which the individual is acting; it even goes further to 

propose procedures for determining the implicit utilities relevant to the individual 

in a particular situation. In practice, however, we observe that individuals are 

not always ‘sensible’ in their actions. They act on impulse, and may express 

combinations of attitude that are circular, or logically inconsistent. Within utility 

theory, the standpoint that is adopted is to claim that such ‘irrational, behaviour 

is a result of ignorance of the proper bases for decision and action, provided by 

utility theory. If only enlightened they will learn from mistakes, and strive to act 

more rationally in future. 

Not everyone accepts the model proposed through utility theory. Many would 

claim that human personal action cannot, and should not, be formalised in this 

way, but that the intangibility of a logical basis for human action in certain 

circumstances is part of its strength. This is of the essence of human personality! 

To answer that utility theory is only a basic framework, and that any model 

inevitably simplifies the true situation, is at most a partial resolution of the conflict 

of attitude here. Any fuller analysis, however, quickly takes us beyond statistics 

into the realms of philosophy or, even, religion. We shall not venture into these 

areas. 

Instead, we shall consider in this chapter some of the details of formal utility 

theon,  as one possible model to describe action under uncertainty. As such, 

it forms part of the organised theory of inference and decision-making and is 

thus relevant to our theme. The fact that doubts exist on its validity or general 

applicability places it in no different category from many of the other topics 

we have discussed. To best assess such doubts we need to know what utility 

theory is about, and in this spirit we shall consider the behaviouristic basis of 
the theory, its terminology and postulates, the properties of utility functions and 

their proposed use in establishing criteria to guide the taking of decisions. We 

shall consider also the particular problems of establishing a utility function for 

money. 

It is obvious from the above remarks that utility theory is entirely subjective 

in origin. This is not to say, however, that it is only applied in situations where 

personal factors are predominant. In certain situations (in industry, agriculture 

and so on) the major components in the utilities of different actions are clear cut 

and objective. If so there may be little dispute about the relevance, or general 

form, of utilities and their use in making decisions. Problems may still remain, 

however, concerning their specific quantification. 

The idea of utility has already been encountered in the subjective approach to 

probability (Chapter 3) where it was proposed that probabilities might be calcu- 

lated by reference to betting situations. One difficulty was that the probability 
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calculations seemed likely to change with the stakes of the envisaged bets. 
Ramsey dealt with this problem by proposing a combined theory of probabilihv 
and utility, in which the twin concepts were intrinsically interrelated. Here, we 
encountered a fundamental form of the utility concept. 

Published material on utility theory ranges from elementary motivational treat- 
ments to detailed formal (mathematical) developments. The most accessible expo- 
sitions are to be found in textbooks on decision-making or decision theon. 

A leisurely and well-illustrated introduction to the idea of utility is given by 
Lindley (1971d). Perhaps the first axiomatic treatment is that of von Neumann 
and Morgenstern (1953; first published 1944); others, in rough order of their 
level of treatment, appear in Raiffa (1968), Lindley (197 1 b), Winkler ( 1972b), 
Chernoff and Moses (1959), Fine (1973), Savage (1954), De Groot (1970). See 
also Bell and Farquhar (1986) and Vargas (1 987). Many of these references give 
special attention also to the important topic of the utility of money; Cox and 
Hinkley (1974) highlight a range of practical considerations in the assessment of 
utility. The utility of money, and some of the special practical problems, will be 
considered later in this chapter. 

Utility theory, as distinct from full-blown decision theory, is much in vogue 
across a wide range of practical application areas. Prominent of these is medicine, 
in regard to patients’ individual reactions to treatments and the health system’s 
capacity to provide the treatments. Examples of such work are found in Hilden, 
Glasziou and Habbema (1992), Deneef and Kent (1993) and Mehrez and Gafni 
(1993). The implications in health care of the normative basis of utility theory has 
also received much attention (e.g. Cohen, 1996; Nease, 1996). Applications in 
other fields are exemplified by Kangas (1993, in forestry), Koopman et al. (1992, 
on bull-sire selection in dairy farms), Roeseler and Von Mayrhauser (1991, on 
the quality of computing services), Collins et al. (1991, on risk preferences for 
Oregon seed producers), Alidrisi ( 1987, on personal decision-making), Smith and 
Hammond (1987, on ‘mate selection’), and Gander (1985, on car speed, under 
uncertainty of enforcement). 

Two slightly confusing features of the existing treatments of the subject are 
the lack of uniformity in naming ideas and concepts (reward, prospect, etc.) 
and variations in the order in which topics are introduced (behavioural bases, 
axiomatics, and so on). The terms used below (drawn from the multiplicity in use) 
seem natural, as does the order of development, but some care might be needed 
in augmenting the following brief review by reference to other publications. 

4.1 SETTING A VALUE ON REWARDS AND 
CONSEQUENCES 

We start by considering a simple situation in which an individual is faced with 
choosing from among a set of fully defined, and attainable, alternatives. He may 
be offered the choice of a cake from a plate with six different cakes on it. We 
may consider seven alternative actions open to him, to take any particular cake 
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or no cake. As a result of his action he obtains the cake of his choice, or no cake 

if he decides to take none. If we ignore any implications of the action he takes 

(such as suffering because the cream was sour in the cake he chose, or feeling 

hungry because he declined to take a cake) we have illustrated the simplest type 

of situation involving choice. Certain alternatives are presented, they are clearly 

defined and any one of them is freely available. The alternatives constitute a set 

of rewards, the action taken yields a particular reward (the chocolate eclair, or 

no cake, for example). 

How is a choice to be made among a set of rewards? A person offered $5 or 

$10 may have no hesitation in choosing the latter; $10 is preferred to $5;  it is 

worth more to the person; it has more purchasing power. Another may accept 

the $5 on grounds of courtesy or embarrassment (‘on his pension, Uncle cannot 

afford $10!’). But, again, the choice is based on preference, it leads perhaps to 
an increased sense of well-being. (This, at least, is what is assumed in utility 

theory!) 

In general, an individual faced with a variety of attainable rewards will be 

assumed to find some preferable to others, perhaps one overwhelmingly so, and 
will choose accordingly. The situation is seldom entirely clear cut, however, and 

needs to be qualified in various respects. 

(i) The rewards need not all be ameliorative. Some, indeed all, rewards may 

be unattractive. On hearing of the death of a relative we may be faced with the 

onerous tasks of writing a letter of sympathy or expressing our condolences in 
person. To most people both ‘rewards’ are undesirable, but usually a choice is 

made that represents what we prefer. To consider doing nothing is merely to 

extend the set of rewards among which we must choose, as in the cake example 

above. 

(ii) The rewards may contain many components. The government may have to 

choose between increasing social service charges and facing inevitable public 

dissatisfaction, or keeping them at a current inadequate level and subsidising 
them from other areas of the economy. The presence of two (if not substantially 

more) components in the alternative rewards does not change the problem in 

essence. Admittedly, it may make the expression of preferences more difficult; 
but a choice w d l  be made and this will implicitly express the preferences that 

are adopted. 

(iii) Preferences will often be personal. As far as individual action is concerned, 

the implied preferences will reflect the current personal attitudes of the individual 

who must make the choice. What will be the better of two rewards for one person 
will not necessarily be the same for another. This is further illustrated when we 
note that: 

(iv) Preferences are conditioned by  the environment and might be quantijiable. 
Again, consider the choice between $5 or $10. Here, $10 will usually be preferred. 

If the intention is to buy chocolate bars, there is a sense in which $10 may be 
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regarded as twice as valuable as $5; it will buy twice as many. But even when 

rewards are monetary, quantification of preferences is not straightforward and 

may not be directly proportional to the cash values. If a $15 theatre ticket is 

desired, neither $5 nor $10 will satisfy this if no other resources are available 

and $10 may not be perceived to be twice as valuable as $5. If $5 is already 

available, then, in contrast, $10 may be regarded as inordinately more than twice 

as valuable as $5. All is not obvious, however, even in the quest for chocolate 

bars. If $5-worth is all that is really wanted (for the moment), $10 is unlikely 

to be regarded as twice as valuable as $5 (for the moment). Thus, we see from 

this example that it may be reasonable to attach actual numerical values to 

the rewards. These values (which are commonly called utilities) are (again, as 

illustrated) not necessarily the absolute monetary values and do not even need to 

be thought of as being in monetary units. If the utilities are intended to measure 

the strengths of preference for the two rewards, relative values will suffice-but 

will be conditioned by prevailing circumstances (what we want to achieve with 

the reward; how it relates to what we already possess; how many chocolate bars 

we can eat!) 

These observations, and qualifications, present a picture of one way in which 

a choice may be made between attainable ful ly  spec@ed rewards. Whilst the 

comments relate to rather trivial examples, they exemplify the considerations 

that arise in almost all situations of choice. The doctor, industrialist, politician 

is faced with choosing one of a set of rewards time and again. If we observe 

what happens, we find the same features. A choice is inevitably made (if only 

the choice of suspending action for the moment). This choice is justified as 

yielding the preferred reward. The choice may in some problems vary from 

one individual to another-in other cases there are obvious tangible criteria that 

would lead most people to make essentially the same choice. In picking out 
a preferred reward, it will be apparent that all rewards have been ranked-or 

at least partially ranked-in concluding that the chosen one is preferred to all 

others. Sometimes the rewards have obviously been more than ranked- they 

have been evaluated numerically (on the basis of some combination of subjec- 

tive and objective information) and the preference scheme constructed from this 

evaluation. 
Of all types of reward, monetary ones might be thought to yield the most 

direct evaluation. Even the above simple example of choice between $5 and $10, 
however, has shown this to be a delusion, and we shall later discuss the problems 

of assigning a utility to money (Section 4.7). 

Such characterisations of the behaviour of people when faced with making a 

choice among different rewards form part of the basis for the construction of a 

formal utility theory-they provide the stimulus for discussing why and how we 

should assign values, or utilities, to the different rewards. 

But we have not yet gone far enough to justify such a theory. As we have 

described the problem, no question of uncertaintly arises. It is assumed that a 
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free choice is available from a set of fully determined, realisable, rewards. If this 

is the situation, our examples illustrate quite clearly that utilities (as numbers) 

are really a luxury from the point of view of representing the different rewards. 

Such preferences need involve no explicit assignment of numerical values. All 

that matters is the preference ranking of the rewards. 

But life is not really so co-operative as to present us with a choice of distinct 

determined rewards. The individual, either in his everyday routine behaviour or 

as a statistician or decision-maker, is faced with the need to act in situations where 

a variety of rewards may occur, but no particular one is guaranteed to do so. 

What actually materialises will depend on fortuitous effects. It is the appearance 

of this element of uncertainty that promotes the need for nurnvricul values to be 

assigned to rewards-that is, the need for utilities. 

Suppose, for example, I am invited to play a game where, with probability p, 

I win $1, and with probability ( 1  - p )  I lose $1. If I do not play, my current 
fortune is unchanged. The rewards are clear-cut and monetary:-$1, $0 or $1. Of 

these three I presumably prefer $1, but I am not offered a free choice, merely a 

choice of whether or not to play the game. Should I accept the game? It depends 
partly on the value of p.  The situation is quite different when p = 0.8 from 

when p = 0.2! But the value of p is not all that matters, as we readily see if we 

translate the problem to the case of the person who wants to visit the theatre. 

Consider three cases at different levels of current resource: 

( i )  
( i i )  

(iii) 

$15 is available and the game is offered kvith stukes c$$10. 

$10 is uvailable und the game is ofSered wfith stakes of $10. 

$5 is ciiwilable and the game is offered with stukvs of $10. 

The following reactions are likely: 

In (i). 

I n  (ii). 

In (iii). 

Enough money is available and there is little incentive to play the game. 

If the game is played, p will need to be very close to 1 in value to 

offset the enormity of discomfort from losing. 

Inadequate funds are available for the theatre trip. The game offers a 

heaven-sent opportunity! There is little to lose in playing even if p is 

rather small. 

The same applies as in (ii) as far as winning the game is concerned. But 

if the game is lost there are inadequate funds to pay the debt. This is a 

real moral dilemma! Can the game be accepted? In real life it often is! 

So the value of p is only part of the story. The further vital ingredient is the 

value of each reward i f  it happens to occur; this depends in turn also on the 

current circumstances (present resources, aspirations, and so on). 
As a further illustration, suppose I want to cross a busy road. I am unlikely 

to do so merely because there is a higher probability of doing so safely than of 
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being run down, unless there is some compelling reason for doing so (that is, a 

potential reward of great value to me) to discount my natural caution. Even so, 

my decision may be tempered by previous experiences-suppose I have only 

recently come out of hospital from road accident injuries! 

The fact that in real life rewards are not fully determined, but relate to fortuitous 

events, points the need for a wider concept than that of a reward as defined above. 

In practice, we will need to choose some action, which has different possible 

implications. It is the implications of the actions that are the real ‘rewards’; uhat 

)\ye need to assess are the combinations of action and the fortuitous etjents that 

this action encounters. 

We will use the term consequence to describe this wider concept: the conjunc- 

tion of an action and the circumstances it  encounters. Thus, in the traffic example, 

consequences might be that (I cross the road but get knocked down) or (I wait 

awhile but miss my bus). What action I take will depend on three things: what 

values I place on these consequences, what I know of the chance mechanism 

(the probabilit?., of safely crossing the road), and what is the conditioning effect 

of my personal circumstances (present needs and previous experience). 

But even in this wider context, why is there any need to assign specific 

numerical values to the consequences? Why are not relative preferences again 

sufficient, implying at most a utility ordering? Consider one more example: that 

of the supply of a batch of components by ELCO to its associate MECO in 
the example of Chapter 2. Suppose the (unknown) proportion of defectives in 
the batch is 0. The possible actions might be to supply, or scrap, the batch. 

In either case, the benefit (or disadvantage) of action depends strongly on what 

the value of 0 happens to be. We have already seen in Section 2.4 that, for a 

particular cost scheme for production (and for the trading arrangements between 

the two companies), the choice of an appropriate action was crucially dependent 

on a numerical assessment of the consequences. Except in trivial circumstances 

(where uncertainty about 13 was limited) a mere ordering of consequences was 

not enough! 

In the ELCO example, utilities were monetary and utility was measured as 

money. In other examples above, it  is clear that even if rewards are monetary it  

may not suffice to regard utility as equivalent to money (see Section 4.7). Then 

again, these examples were often highly personal, in the sense that the individual 

in a situation of choice chooses what he feels to be the best action. Others in 

the same situation might act quite differently. Also, it  is patently obvious from 

the examples that the individual does not always (if indeed often) cotzsciouslji 

assign numbers to the consequences to aid his choice. He seems merely to act 

‘on impulse’. 

Recognising such facets in overt human behaviour, utilih theory offers a 

mathematical model of the manner in which individuals take action (or should 

take action) in situations of uncertainty. To pave the way for a more detailed 
study of this theory, let us summarise its basic attitudes and assumptions. 

It argues as follows. People do, in fact, take some action. 
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In doing so, they are responding to preferences for different consequences. 

How can we represent and explain such behaviour? First, it  seems desirable to 

assume that certain logical rules should be adopted by the individual for handling 

his preferences. If these rules are obeyed i t  is seen to follow that: 

0 (implicitly at least) numerical values (utilities) are being assigned to the 

different consequences, 

these utilities are essentially unique and can in principle be determined, and 

expressing a preference for one consequence over another is implicitly 

declaring that the utility of the one is greater than that of the other. 

0 

0 

Furthermore, it  follows that if faced with a variety of consequences that may 

severally occur with different probabilities, a value can be assigned to this mixed 

consequence as a natural basis for choice between different mixed consequences. 
That is, a utility exists for probability distributions over the set of consequences 

(a lottery, or gamble). The theory goes on to suggest that the general decision- 
making process may be so expressed. Each potential action is represented as a 

lottery or gamble and the appropriate action to take is the one that has highest 

utility in this ‘mixed consequence’ sense. Since the actual consequence that 

arises in such a scheme is not known but merely prospecfirye we shall use the 

term prospect (rather than ‘lottery’ or ‘gamble’) to describe a ‘mixed conse- 

quence’. 
It is important to recognise the status of this theory! It is normutive. That 

is to say, it  describes how a person should react, and provides a model for 

such ‘sensible’ behaviour. Not all of us are ‘sensible’ in our actions in this 
respect-utility theory aims at revealing such ‘inadequacies’ in the hope that we 

may be persuaded to be more ‘sensible’. So it is not a prescription for the way 

people actually will behave, merely for how they should behave if convinced of 

the logical bases of the theory. Neither is it  an idealised theory-it promotes no 
‘ideal rational man’, never realised, only imperfectly emulated. On the contrary, 

it  claims to represent the enlightened ‘mere mortal’. 
We referred above to studies of the normative role of utility theory in the health 

services. See also Baron (1996), Eeckhoudt ( 1996) and Wu ( 1  996) for further 

brief perspectives on this issue. 

We shall go on to discuss informally and without proofs the essential features 

of utility theory, and some of its implications. 

4.2 THE RATIONAL EXPRESSION OF PREFERENCES 

In a decision-making situation, whether personal or objective, choice must be 

exercised in relation to some set of consequences. Any consequence, C, has the 

form ( a ,  0 l H )  where a represents a potential action or decision, 8 the possible 

fortuitous events that pertain and affect this action, and H represents the local 
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environment that conditions our reaction to the conjunction of a and 6. (Although 
in real life the decision and action are distinct, the former preceding the latter, 
this distinction can be ignored when we consider constructing a formal theory. 
The attitude adopted is that the decision compels the action and that the two are 

essentially equivalent.) Generally there will be a set, Q, of consequences in any 
decision-making problem; C denotes a typical member of this set. 

Utility theory commences by prescribing rules for the way in which prefer- 
ences are expressed for different consequences. 

Rule 1. Given two consequences C1 and C2 in Q, either C I  is preferred to Cz, 
C2 is preferred to C 1 ,  or C1 and C2 are held in equal esteem. 

This rule implies that any two consequences in Q can be ordered in terms of 

preference, if only to the extent that both appear equally attractive. It precludes 
the possibility of consequences being incomparable. We may feel that this is 
not always true in real life: that consequences may exist between which we are 
unable to express a preference, and at the same time are unwilling to declare 
them equally preferable. Even so, it will be observed that we do take actions 
in the face of such consequences, so that implicitly we are ranking them, even 
if ‘in cold blood’ we claim to be unable to do so. In a normative theory of 
utility, this implicit reaction is made explicit. It is claimed that with suffi- 

cient consideration of the nature of the consequences Rule 1 will (or should) 

apply * 

Rule 2. I f  C1, C2 and C3 are three consequences in Q and C1 is not preferred 

to C2, and C2 is not preferred to C3, then C1 cannot be preferred to C?. 

Again, this is prescribed as a rule for sensible behaviour in relation to conse- 

quences. The fact that we can detect in human behaviour circularity of preferences 
that violates this rule does not render it inappropriate. Rule 2 speaks for itself 
as a basis for a logical reaction to consequences, and sets the standard for the 
way people should behave if their action in the face of uncertainty is to be well 
ordered. 

Rule 3. There are at least two consequences in Q that are not held in equal 

esteem. 

Otherwise, no problem exists in the choice of action under uncertainty; it  

makes no difference what consequence materialises and the action we take is 

arbitrary. This is patently untrue except in trivial circumstances. 
In prescribing the Rules 1, 2 and 3, we are simply declaring that a non-trivial, 

transitive, ordering exists on the preferences for the various consequences in the 

set Q. Such a system is adopted as the basis for what is variously described 
as rational, consistent or coherent behaviour. (See the discussion of subjective 

probability in Section 3.5.) 



108 UTILITY AND DECISION-MAKING 

4.3 PREFERENCES FOR PROSPECTS AND MIXTURES 

OF PROSPECTS 

The arguments of Section 4.1 make it  clear that we cannot proceed far merely 

by considering preferences for the different consequences. In practice, we are 

not given a free choice of consequences; for example, the element 8 is beyond 

our control, it just happens! The true situation is that we are faced with a choice 

of diflerent probability distributions over the set of consequences. We see this if 

we fix the action U that we are contemplating. A range of possible consequences 
( a ,  8 ( H ) ,  each with the same a but different 8, may arise. They individually 

occur with different probabilities reflecting the random nature of 8. If we knew 

the probability distribution for such a prospect, the choice of a would amount to 

a choice of a probability distribution from among those representing the corres- 

ponding prospects. Note that the set of probabilities remains fixed. It is the set 

of ‘outcomes’ ( ( a ,  $Ill)}, for any U ,  that varies. 

Thus, we can identify a prospect with a probability distribution, P ,  and we need 
to consider the expression of preferences not in terms of individual consequences 

but in terms of prospects (probability distributions over the set of consequences). 

We assume that the choice facing the decision-maker is to be made from a set 

P of prospects, P ,  and that, again, certain rules must apply to the expression 

of preferences for the elements of P. Once more, the evidence for assuming 
that such preferences exist, and for the way in which they interrelate, is sought 

in the observed behaviour of individuals when they act in situations involving 

uncertainty. For their behaviour to be ‘rational’, the following model rules are 
prescribed, echoing and extending those of Section 4.2. 

Rule I. Given t”o prospects P I  and P2 in P, P I  is preferred to Pz, or P2 is 

preferred to P I ,  or P I  and P2 are held in equal esteem. 

Rule II .  If P I ,  P? and P3 are three prospects in P und P I  is not preferred to P?) 
and PZ is not preferred to P3, then P I  cannot be preferred to P3. 

Rule I I I .  There are at least hiw prospects in P that are not held in equal esteem. 

Although the idea of a prospect was set up by considering probability distri- 

butions over 8 for a fixed action a,  this is an unnecessarily limited viewpoint. 

Any probability distribution on Q defines a prospect. In particular, the individual 

consequences may be regarded as prospects, defined in terms of degenerate 

distributions over Q that assign probability one to the consequence of interest and 

probability zero to all others. Furthermore, from any two mixed consequences PI 

and P?, we can construct many others merely by a further probabilistic mixing 

of these two. Thus, we might define P to be either PI or P2, depending on 
which of two outcomes arises in a simple experiment, where the first outcome 

has probability p ,  the second 1 - p; for some value of p in the range (0, 1). Two 
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further rules are proposed for the expression of preferences for such mixtures of 
prospects. 

Rule IV. If P I  is preferred to P2, which is preferred to P3, then there is a mixture 

of PI  and P3 that is preferred to P2, and there is a mixture of P I  and P3 in relation 
to which P2 is preferred. 

Rule V. I f  P I  is preferred to P2, and P3 is another prospect, then a particular 
mixture of P I  and P3 will be preferred to the same mixture of P2 and P3. 

It is pertinent to consider just how realistic these rules are as a prescrip- 
tion for personal action. There are certainly situations where observed human 
behaviour breaches the rules. (Neese, 1996, considers the implications of viola- 
tions of the basic axioms for the normative basis of utility theory in medical 
decision-making.) In particular, it is by no means unknown for someone to find 
a prospect P I  preferable to a prospect P2, which is, in turn, preferred to a further 
prospect P3, and yet P3 may be declared preferable to PI. Or an individual may 
express preferences among some subset of prospects without even contemplating 
other, none-the-less viable, prospects. Then again, difficulties can arise in any 

attempt at a simple frequency interpretation of the probability concept in respect 
of a prospect P.  As Fine (1973, p. 219) remarks: 

On a given day we may prefer a good meal to $1, but prefer a good meal and 

$5 to six good meals on the same day. 

Rules IV and V are the most restrictive and questionable. For example, they 
imply that there is no prospect (or consequence) that is incomparably more 
preferable, or more odious, than any other. We need these rules if we are to 
conclude that utilities are bounded (an attitude adopted in some approaches to 
utility theory). At first sight, it may seem reasonable to believe that there are 

prospects that are too terrible to comprehend. What about our own death, loss of 
family, and so on. Utility theory argues that however awesome these are, they 
are surely not immeasurable, otherwise so many simple actions would not be 
undertaken (like crossing the road, or sending the family off on holiday on their 
own). Yet not all are convinced that such actions imply (even a subconscious) 
valuation of ‘disaster’ on the same scale as more mundane eventualities. (See 
comment by Pearson in Section 1.6 above.) Cox and Hinkley (1974, p. 423) 

suggest that it might help in such problems to consider jointly different aspects 

of the utility of a prospect, i.e. to set up several preference orderings relating 
to the different aspects of interest. Becker, De Groot and Marschak (1963) have 
proposed and examined models of this type. 

This opens up the whole field of multiattribute utility theory where the utility 
is no longer a single quantity but is multivariate to reflect a variety of dimensions 

present when we assess consequences or prospects. Practical illustrations, case 
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studies, developments and implications are considered in the work of Delforce 

and Hardaker ( 1985). Alidrisi ( 1987), Almohawes ( 1988), Schumacher ( 199 1 ), 

Bard ( 1992), Kangas (1993), Macpherson and McQueen ( 1993), Lund (1994) 

and Miyamoto and Wakker (1996). 

The insistence on utility functions being bounded is not a unanimous one, and 

it  also requires further assumptions on the ordering of preferences that are not 

made specific in the above simple statement of the rules. A formal examination 

of this matter, from the axiomatic standpoint, is to be found in Fishburn (1967, 

1975). We shall see in the development of decision theory in Chapter 7 that it  is 
sometimes useful, indeed, to adopt non-bounded utility functions in the study of 

practical problems as a pragmatic aid to the simple processing of such problems. 

4.4 THE NUMERICAL ASSESSMENT OF PROSPECTS 

Rules I to V for the rational expression of preferences among prospects serve 

as an axiomatic basis for the development of utility theory. As a direct logical 

consequence of these rules, it can be shown that it  is meaningful to assign to 

any consequence C a number U ( C ) ,  the utility of C. That is, there exists a 
mapping from the set, Q, of consequences, to the real line. Furthermore, this 

mapping, or utility function, is, to all intents and purposes, unique. The utility 

concept is readily extended to a prospect, rather than a consequence. Since a 
prospect is simply a probability distribution, P ,  over the set of consequences, 
we can consider the expected value of the utility function with respect to this 

distribution, i.e. E( UIP ). We define this to be the utility of the prospect P.  The 

following crucial property may be deduced from the basic rules. 

Property I. I f  P 1 arid P? are two prospects, then P 1 is preferred to P? $ and 

only  it 
E(UIPI) ' E(UIP2). 

For simplicity, we will denote E(UIP)  by U ( P )  henceforth. 
Thus, the expression of preferences between prospects is seen to be equivalent 

to a comparison of the expected utilities-the higher the expected utility the 

more preferable the prospect. 

The purpose of constructing a utility concept is to provide a formal model to 

explain what is meant by the expression of preferences between prospects. In this 

respect, Property I implies that the expected utility with respect to the distribution 
P is the natural numerical assessment of a prospect. 

Inevitably, the same property holds for consequences as for prospects, since 

the former may be viewed as ciegenerate prospects. If PC is the distribution that 

assigns probability 1 to C, and probability 0 to each other consequence, then 
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By Property I, Pc, is preferred to Pc, if, and only if, the expected utility is 

higher for Pc, that for Pc2.  But these expected utilities are merely U(C1)  and 

U(C2),  respectively; and we conclude that: 

CI is preferred to C2 iJ and only i j  U ( C 1 )  > U(C2) .  

A further property of utility functions is easily demonstrated, arising directly 

from Property I. 

Property 11. If  U is a utility function on Q, then any function V = (YU + /3 
(where (Y and /3 are constants, with (Y > 0)  is also a utility function on Q. Any 

two utility functions U and V, on Q, are so related. 

This is the key to the essential uniqueness of the utility function, which was 

referred to above. For it declares that any two utility functions U and V ,  corre- 

sponding in the sense of Property I to a particular rational scheme of preferences 

over the set Q, must be related in a linear way, so that the utility function is unique 

up to such linear transformations. 

4.5 THE MEASUREMENT OF UTILITIES 

It is one thing to know that Rules I to V imply that a utility function exists 

on Q, representing formally through the expected utility property (Property I )  the 

nature of preferences for different prospects. Yet this is of little value if we do not 
know how to construct, or measure, the utility function in a particular situation. 

We shall divide discussion of this matter into two parts-what the basic theory 

provides for formally measuring utilities in rational preference schemes, and 
how this works out in practice when we try to determine an individual’s utility 

function in a specific situation. 

4.5.1 Formal Construction of Utilities 

Suppose we consider a prospect P that is a mixture of prospects PI and P2, 

with probabilities p and 1 - p ,  respectively. Then P ,  being identified with this 

mixture, which we shall denote { P I ,  P2 : p ) ,  is held in equal esteem with it  and 

in view of Property I it must be that 

But by the expected-utility definition for the utility of a prospect, this means that 
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Similarly, if P is a mixture of consequences C1 and C2 with probabilities p and 

1 - p ,  respectively, then 

= pU(C1)  + (1  - p ) U ( C z ) .  (4.5.1 ) 

Consider any two consequences CI and Cz in Q, where Cz is preferred to C1. 
Then 

W C 2 )  > U(C1 ). 

Since U is unique only up to linear transformations in the sense expressed by 

Property 11, the specific utilities of Cl and C2 may be assigned at will and we 
may arbitrarily, but legitimately, assume that U(C1)  = 0, U(C2)  = 1 ,  say. But, 

having made this assignment, the utilities of all other consequences are uniquely 

defined. The arbitrary nature of these two fixed points is unimportant, they merely 
define the scale on which we are working. Chernoff and Moses (1959, p. 85) 

draw a useful parallel with the construction of temperature scales (Centigrade, 

Fahrenheit, etc.) in relation to the fixed points of the freezing and boiling of 

water. 
Consider any other consequence C in Q. Suppose, first of all, that C? is 

preferred to C, which in turn is preferred to C I .  Then Rule IV, in conjunc- 

tion with Property I,  implies that there is a unique mixture {C, ,  C2 : 1 - p }  of 

C1 and C? that will be held in equal esteem with C. 
Thus, we have immediately from (4.5.1) that 

In the same way, we can assign a utility to any consequence intermediate to CI 

and C2 in preference, and, indeed, the utility of any such C can be expressed, 

by (4.5.1), as a linear combination of the utilities of other such consequences. 

The same approach can be used if C is preferred to C2, or if C1 is preferred 

to c. 

( i )  C preferred to Cz. There now exists a unique prospect (C l ,  C : 1 - p’ )  

equivalent in preference to C?. So 

or 

U ( C )  = l/p’. 

( i i )  Cl preferred to C. For an appropriate p” we have 

So that 

U ( C )  = -p”/(l - p ” ) .  
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Hence, we have only to declare the utilities of any two particular consequences 

in Q, and the utility function over Q is fully determined from appropriate mixtures 
of these two basic consequences. 

We can illustrate this in terms of the example of the person who wishes to visit 
the theatre. The price of the theatre ticket (in dollars) is 15; suppose the resource 

currently available is 5. We might quite arbitrarily assign a utility of 1 to 15, and 
0 to 0. What is the utility for the current fortune of 5? The theory prescribes that 

there is some unique mixture of 0 and 15 (which yields 0 with probability I - p 

and 15 with probability p )  that is equally as attractive as the current resource 
of 5. The utility for 5 is then simply p ,  but the problem is how to determine p .  

The customary response is that this can be determined by introspection, in terms 

of the subjective reaction of the person concerned to different possible mixing 
probabilities, p .  It is usual to try to extract the relevant value of p by placing 

the problem in a betting situation. What are the minimum odds that would be 
accepted in a bet where if the person wins there is a gain of 10 (yielding capital 
15) or if the person loses there is a loss of 5 (reducing the capital to 0). The 

current capital and immediate interests are crucial; they condition the choice of 
odds. To win means a visit to the theatre, which is most attractive; to lose is 

not greatly more disastrous than the present situation. It may well be that the 

person would play with as low a chance of winning as 1 in 4. This means, in 

consequence terms, that 5 is equivalent to (0,15 : 0.8), or 

U ( 5 )  = 0 x 0.8 + 1 x 0.2 = 0.2. 

Such a conclusion means that the utility for money is not necessarily linear-it 
is not proportional to the monetary value in this situation. We return to fuller 

consideration of the utility function for money in Section 4.7. 

This example leads naturally into the more fundamental question of how to 
measure utilities. 

4.5.2 Personal Expression of Utilities 

We have seen that, as long as preferences are rationally expressed in the terms 
of Rules I to V, a unique utility exists for any consequence, and this may be 
determined in terms of equi-preferable mixtures of other consequences of known 

utility. A method proposed for determining the utility function over Q is to offer 

a variety of bets for comparative assessment, as in the example we have just 

discussed. It can be interesting to conduct such a programme to examine the form 
of the utility function that different people possess for a range of consequences. 
Experiments have been conducted along these lines. They are necessarily artificial 

both in the types of consequences considered and in terms of the environment in 
which the individual is asked to express his preferences. Nonetheless, the results 

are illuminating, if hardly surprising! 
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Some of the observed effects are as follows. For a fixed set of consequences, 

vast differences are revealed from one person to another in the utility func- 

tions that arise. It is obvious from the above construction that for any indi- 

vidual the utility for a particular consequence can be extracted in terms of 

a variety of difSerenr bets-that is, by offering mixtures of difServnt pairs of 

consequences for comparison with the one of interest. In this way, it can be 

shown that even one individual’s utility for that consequence is often by no 

means unique. Serious inconsistencies can even be revealed where, for example, 

we might show that in one and the same situation his utility for $10 (in an 

assessment of monetary utility) exceeds that for $5,  and is also less than that 

for $5.  It is interesting to set up a simple classroom experiment to reveal this 

effect. 

Does this mean that the whole theory of utility is valueless‘? If we accept the 

normative basis of the theory; not at all! Such inconsistencies may be interpreted 

in two ways. They either imply that the use of hypothetical bets is an imperfect 

(inadequate) vehicle for extracting the true utility function that the individual 

possesses. Or, more fundamentally, that the individual is violating the rational 
preference Rules. But utility theory prescribes no specific technique for deter- 

mining utilities-bets are only proposed as a possible aid; if they work out! 

And violation of the Rules does not castigate the theory; it embarrasses the indi- 

vidual. The view taken is that the ‘obvious’ propriety of the theory will highlight 

an individual’s irrationality and provide encouragement to modify preferences to 

accord with the Rules. 

This is all very well, but a lingering disquiet remains! We still need some 

adequate means of measuring the utility function relevant to the individual 
in question if we are to use the theory for ‘rational decision-making’. We 

have concentrated so far on the personal nature of utility theory, inevitably 

highlighting idiosyncratic aspects. Undoubtedly, many situations exist where an 

assessment of utilities is far less subjective; where individual differences and 

inconsistencies are unlikely and at least in terms of the immediate problem we 

might expect the measurement of utilities to be reasonably straightforward. In 
such cases, utility theory and its derived principles for decision-making become 

particularly relevant, and largely uncontroversial. 

For discussions of different views of utility theory and of more sophisticated 

models, the following additional references are, in addition to those given above, 

also relevant: Luce (1 959), Luce and Suppes (1965) and Fishburn ( 1970 and, 

interpreting risk analysis, 1984). On the specific theme of the experimental 

measurement of utility, readers should refer to Mosteller and Nogee (1951); 

Davidson, Suppes and Siege1 ( 1957); Suppes and Walsh (1959); Savage ( 197 1); 
and Hull, Moore and Thomas (1973). See also the discussion of elicitation and 

allied topics in Sections 3.5 and 6.5.5. 

There are various other practical considerations that might (or should) be taken 

into account in attempting to construct utility functions. Often, there is the need 

for a group of individuals (a committee) to express an overall utility evaluation. 
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Hull, Moore and Thomas (1973) consider this matter and give references to 

other work on the same theme. Utility may also, in some problems, be expected 

to change over time. Cox and Hinkley (1974, Chapter 1 1 )  comment on how 

account might be taken of some, as yet, unobserved relevant random variable 

(see also Aitchison, 1970b) and on the need to apply a discount function to the 

utility of prospects materialising at different times in the future. 

4.6 DECISION-MAKING 

Utility theory has immediate and crucial implications for the making of decisions. 

The way in which the idea of a consequence was first introduced demonstrates 

this. We represented a consequence as a conditioned pair ( a ,  Q l H ) ,  where a was 

a potential action from a set of possible actions, and 0 described the fortuitous or 

chance events that pertained and affected this action within the local environment 

H ,  which conditioned our reactions to the conjunction of a and 8. If we imagine 

that 8 arises from a probability distribution of possible values, then the action, 
a (alone), takes on the nature of aprospect. This happens in the following way. 

If we take action a ,  we face a set of possible consequences (a ,  0 l H )  for varying 

8, each with an associated probability, n(0)  say. Property I of Section 4.4 now 

gives an answer to the appropriate (or best) choice of action; namely, that "4 

should take that action, a, which has maximum expected utility EH{ U ( a ,  O l H ) } ,  

since this yields the most preferable result. 
This makes optimum decision-making appear a simple matter! All we need do 

is to declare the set, Q, of possible consequences, evaluate the utility function 
over the consequences (a ,  OlH),  determine the relevant probability distribution 

over possible values of 8, and choose a to maximise Ee( U ( a ,  0 l H ) ) .  In principle, 

this approach seems most attractive, but unfortunately there are serious practical 

difficulties. We have already touched on the problems of determining U ( a ,  8 l H ) .  

No less are those of specifying all the possible consequences and expressing, or 
indeed interpreting, n(0). If n(8)  is completely unknown, what do we do? One 

possibility advanced is 
safeguard; in the sense 

This means choosing a 

although we shall see 

that we then choose that a that gives the best general 
that the worst that can happen is as good as it can be. 

to yield 

max min{ U(a ,  O l H ) } ,  
a 0  

that this m i n i m a  principle is often too pessimistic to 

provide a reasonable policy for action. 

Then again, it  may be that through subsidiary experimentation we can get more 

information about 0 than that already available, perhaps in the form of sample 

data. How will this affect the situation? These various points will be considered 

in detail in Chapter 7, which discusses decision theory as the third major division 

of our study of statistical inference and decision-making. 
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4.7 THE UTILITY OF MONEY 

It might seem that of all forms of consequence or prospect those that are purely 

monetary should be the easiest for which to construct a utility function. There 
are some problems, particularly in the commercial or industrial spheres, where 
as a simple first approximation we might regard the relevant consequences as 
expressible in direct monetary terms. It may even suffice to accept the monetary 
values of the consequences as their utilities. But such situations are not common. 
First, mere monetary return is often only a component of the consequences under 
consideration. A firm that offers a guarantee on its products might know fairly 
precisely what it costs them financially to honour that guarantee, but it is impor- 
tant also to assess the less tangible loss of goodwill that is engendered when 
a customer complains. Secondly, with purely monetary consequences, even the 
large industrial concern cannot escape adopting a non-linear utility function if the 
sums of money at stake are large enough. A company capitalised at $1 OOOOOO, 
facing a prospect of ruin or of the doubling of its capital, is in essentially no 

different condition than the person in our example above whose resources may 
or may not cover the costs of the chocolate bars or the theatre ticket. The various 
problems we have observed in such humble assessments of the utility of money 
have their counterpart at all levels. It is for this reason that utility theory has 
figured so widely in the study of economics, from investment on the stockmarket 

to the control of the national economy. 
The utility of money is a fascinating aspect of utility theory. It is worth consid- 

ering one or two features of it. Some further considerations, and interesting 
illustrations, are given by Lindley (1971e). 

Consider what, in probability terms, might be called a fair bet. This could 

take the form of a game where there is probability of winning a certain sum 

of money (the stake) and probability of losing that same sum of money. The 
expected monetary return on such a game is zero. As we go on and on playing 
this game an indefinitely large number of times, we stand to neither win nor lose 

in the long run. So there might seem to be no reason why we should not play the 
game. But by the same token, why should we play, expending unlimited effort 
for no net gain? 

If the probability of winning is, in fact, larger than i, say :, does this change 
the situation and render the expected return now an appropriate criterion for 

choice? Not really, since the prospect of an indefinite sequence of games is, in 
any case, not a realisable one-life is of limited duration. The only practical 

possibility is of a finite sequence of such games, and what we need to assess is 
the value of such a finite sequence or, in its simplest form, of a single game. 
The concept of mathematical expectation seems to have little relevance to this. 

We need to know the utility for the limited prospect that we are facing. Earlier 
examples have suggested how our reaction to the game will vary widely with the 
actual level of the stakes, in relation to our present fortunes. The millionaire might 

be blase' in his attitude to a game with stakes of $100 and play for the fun of it, 
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even with most unfavourable odds. But even the experienced gambler is likely 
to think carefully about playing a favourable game where there is the prospect 
of losing all (or even more than) the funds that are available. The implication is 
of a non-linear utility function for money. 

This is well illustrated in an intriguing problem that has been often quoted over 
the years, being attributed to Daniel Bernoulli over two centuries ago and known 
as the St Petersburg paradox. A fair coin is tossed over and over again until a 
head first occurs, with the condition that if this happens on the nth occasion we 
win $2". Obviously, we must win something with this game. How much should 

we be prepared to pay for the privilege of playing the game? 

(i) " 2", which is, of course, 
infinite. We should be prepared to pay an unlimited entry fee if we accept 
expected return as an appropriate measure of utility, or if our utility function 
for money is linear. And yet people are most reluctant to pay any reasonable 

amount of money to play this game once. Chernoff and Moses (1959) regarded 
$5 as a realistic personal limit when the monetary unit is in single dollars. 

The St Petersburg paradox has also been used to demonstrate the desirability 
of requiring that the utility function has the property of being bounded. We have 
touched on this before; it will require Rule IV for preferences among prospects to 

hold for  all possible prospects in the situation under consideration. It is interesting 
to examine whether boundedness of the utility function is consistent with the way 
people actually behave. Suppose we start with the assertion that no individual 

prospect, P ,  has infinite utility. That is, U ( P )  < 00, for all P in P. It may still 
happen that the utility function is unbounded from above. This means that there 
is no number @ for which U ( P )  < @ for all P in P. Suppose no such number did 
exist. Then there are prospects PI ,  P2, P3, . . . with utilities that are respectively 

greater than 2, 22, 23, . . . . But the mixture that yields Pi with probability (i)' 
has utility in excess of 

In terms of expectation, the long-term gain is 

which is infinite. This mixture, however, is itself a prospect, P ,  which we have 
shown to have infinite utility, contradicting our assertion that no such prospect 

exists. Thus, we must conclude on this argument that the utility function is 

bounded from above. (Similarly, we find it is bounded from below.) 
This argument hinges on our accepting that no prospect has infinite utility. 

For a range of 'objective' practical problems, it  seems difficult to dispute this. 
The assertion is less obvious, however, in the realm of subjective (personal) 
behaviour. Arguments that show, through considering different betting situations, 
that the assignment of infinite utility to a prospect implies irrationality of prefer- 
ences are not particularly compelling. After all, if a person really believes there 
to be a 'hell' too awful to contemplate, we can hardly expect that person to 
assess the whole situation of which this is one of the prospects by analysing 

personal reactions to hypothetical betting games. Whether such a 'hell' does 
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exist for some people seems to be more a question for psychological study; it  

may be that some prospect is so awful that any alternative appears immeasurably 

better in the prevailing state of mind of an individual. It would appear naive 

to dismiss this possibility on the grounds that it violates the axioms of utility 

theory ! 
But with purely monetary consequences, the assumption of a bounded utility 

function seems more plausible, and is usually adopted. Indeed, it is common to 

find an even stronger constraint placed on the typical form of the utility function 

for money; namely, that it must be concave, in the sense that the rate of increase 
diminishes with the monetary value. See Figure 4.7.1. 

Certain features of such a utility function for money call for comment. The 

assumption of boundedness coupled with the obvious practical requirement that 

the utility U ( x )  should be a non-decreasing function of the amount of money x, 

means that U ( x )  is asymptotically parallel to the x-axis. The asymptote value is 
arbitrary, in view of Property 11; i t  might as well be taken as unity. The utility for 

zero money can be taken to be zero, and negative money is not envisaged. This 
presupposes, first, that we are measuring the utility function for an individual's 

(or company's) total financial state allowing for all potential or real assets, and 

not the resources relative to some current position. Secondly, negative resources 

are regarded as irrelevant as a fact of life. There seems to be no concept of debt, 

in spite of the fact that both borrowing, and unplanned debt, figure widely in 
contemporary society. 

It seems no answer to declare that the zero on the money axis in Figure 4.7.1 

represents some maximum envisaged debt. Observation of personal behaviour 

makes it most doubtful whether individuals can be claimed to possess any such 

(negative) money threshold, apart from any tangible constraints such as bank 

overdraft limits, or house mortgage limits. Outside such areas, it is a moot point 

whether an individual with resources xg, say (relative to any threshold), really acts 

on this threshold constraint, in the sense that in no circumstances is a prospect 
entertained that may potentially lead to the loss of an amount in excess of .rg. 

This asks a lot (perhaps too much) of human nature, even in a normuti\v theory! 

Figure 4.7.1 Utility function for money 
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But the major effect of a concave form for U ( x )  as represented by 

Figure 4.7.1-recognised for 200 years or so and first described by Daniel 

Bernoulli-is what is described in economics applications as the law of 

diminishing marginal utility. This says that in relation to any current sum 

of money x1, an increase of c yields a lesser change (increase) in u t i l i ~  than 

does a corresponding reduction of c. See Figure 4.7.1. An immediate implication 

is that no fair game with equal stakes would be acceptable to the individual 

since there would be equal probability of a utility increase of U(xl + c )  - 

U ( x 1 )  or of a utility decrease of the larger amount U ( x 1 )  - U(x1 - c) .  Such 

an individual is said to be risk-aversive. As Lindley (1971e) explains, the 

individual needs a ‘probability [utility] premium’ to make the game acceptable, 

a characteristic commonly observed in actual behaviour with respect to monetary 

gain or loss. 

But some writers on utility feel this to be unrealistic as a universal concept, 

either for all individuals, or, in particular, over the whole range of values of 

x for a given individual. In this latter respect, it is sometimes suggested as 

reasonable that, at least for small values of x, U ( x )  may become convex, and 

in this region the individual abandons caution and becomes, in an analogous 
sense, risk-prone. (See dotted section of Figure 4.7.1.) Such an attitude is a 

denial of the law of diminishing marginal utility, at least in relation to small 

amounts of money. Savage (1954) argues in these terms in his critique, and 

historical summary, of utility theory. In contrast, Lindley ( 197 1 e) prefers to 

maintain the concave form of U ( x )  throughout as representative of a reasonable 
attitude towards the utility of money. See also Pratt (1964) and Hull, Moore and 
Thomas ( I  973). 

4.8 COMMENT: MATHEMATICAL REFINEMENTS: 
DISTINCTIONS OF ATTITUDE 

The previous sections have outlined the main ideas of utility theory: its basis 

as a normative model for behaviour in the face of uncertainty, its function as 
a formal expression of rational preference schemes and its implications for the 
construction of rules for decision-making. We have already touched on some 

criticisms that might be raised. These include the denials of the normative role 
(that individuals really would always act rationally or coherently in the sense 

of utility theory, if only enlightened by the appeal of the Rules for expressing 

preferences); the rejection of its personal or subjective basis as inappropriate to a 

formal theory of decision-making; the difficulty of quantifying utilities in all but 

the simplest situations, so that its recommendations for the taking of decisions 
are felt to be insecurely based. 

Precisely the opposite views are expressed by those who see utility theory as 

the only basis for (or at least an important ingredient in) the design of a rational 
theory of decision-making. They argue that people make decisions; in doing so 

they act on implicit or explicit measures of preference expressed through utilities; 
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in so far as they appear incoherent in their actions, this merely reflects their lack 
of real appreciation of the theory; and is able to be remedied by instruction in 

the principles of utility theory. Costs and consequences are claimed to be vital to 
the taking of decisions, and any formal expression of these (however incomplete, 

or subjective, on occasions) as a basis for action is to be preferred to a ‘head in 
sand’ denial of their form or relevance. 

Fuller discussion of the rival points of view appears in various other parts of 
the book (particularly Chapter 7) where more extended practical applications of 
the theory, such as in decision theory, are presented. 

Controversy apart, distinctions also exist in the detailed development of 
utility theory by different workers in the field. Whilst beyond our aims to 
consider the rigorous mathematical structure of the theory, it is interesting to 
summarise how the emphasis varies in different treatments. The first detailed 
derivation of utility theory for situations involving uncertainty is attributed 
to von Neumann and Morgenstern (1953; first published 1944) as an almost 

peripheral element in their celebrated, Theory of Games and Economic Behaviour. 

This attribution makes sense from the purely mathematical standpoint, but one 
must acknowledge the much earlier pioneer development by Ramsey referred to 
previously (Section 3.5). IJndoubtedly, this set the scene for probabilistic utility 
theory, although Ramsey’s work was originally somewhat informally expressed, 

and only later reassessment accorded it a pivotal role. See Lindley (1971~).  
Economists were greatly concerned, around the turn of the century, with a 

concept of probability-less utility, now regarded as of little interest. See Savage 

( 1954). 
The mathematical derivation of von Neumann and Morgenstern is essentially 

the one adopted informally here and in several other treatments, such as Chernoff 

and Moses (1959) or the more advanced exposition by Savage (1954). One 
implication of such a mathematical treatment is the boundedness property. In 
an alternative approach, De Groot (1970) explains that the boundedness of the 

utility function stems essentially from restrictions placed on the class of prospects 

satisfying the preference rules. He demonstrates that a wider axiomatic system, 
admitting a larger class of prospects, is viable and leads to a theory of utility that 
does not have the boundedness condition. This is seen as an advantage in terms 

of application, in that in decision theory it is common to consider unbounded 
utilities such as quadratic loss functions (see Chapter 7). 

In presenting in Section 4.5.1 what is the common basis for evaluating utilities 
numerically, it was seen that these had a natural probability interpretation. This 
arose through assessing the utility of an arbitrary prospect, P ,  as equivalent 

to that of a mixture { P I ,  P2 : p }  of two pivotal prospects P I  and P2. The 
mixing probability p becomes identified with U ( P ) .  This is not to say 
that U ( P )  is directly interpretable as a normed probability distribution by 

this process. However, reversing the emphasis of De Groot, by postulating 
two extreme prospects and p of least and greatest preference, Lindley 

( 1 9 7 1 ~ )  develops a direct probability interpretation in which U ( P )  is a 
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normed probability distribution over P. That is, where 0 5 U ( P )  5 1 for all 
P E P. 

The development of ‘qualitative belief structures’ into a belief-based utility 
theory for decision-making is discussed by Wong et al. (1991). 

In conclusion, it should be noted that comments on the historical development 
of the utility concept and associated theory appear in Savage (1954), Arrow 

(195 1) and Stigler (1950) (non-probabilistic); see also Fishburn (1968). 
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CHAPTER 5 

Classical Inference 

The classical approach to statistics is distinguished by two features. It regards 

as the sole quantifiable form of relevant information that provided in the form 

of sample data, and adopts, as a basis for the assessment and construction 

of statistical procedures, long-term behaviour under assumed essentially similar 

circumstances. For this reason, it is natural that the frequency view of prob- 

ability serves as the only probabilistic framework within which to construct, 

interpret and measure the success of classical statistical procedures. 

Statistics, as an organised and formal scientific discipline, has a relatively short 

history in comparison with the traditional deterministic sciences of chemistry, 

physics (even biology in its qualitative role) or their ‘handmaiden’, mathematics. 

It is only in the present century that the major advances have been made, but 

after even so short a time we have an impressive heritage of achievements both 

in terms of principles and applications. Indeed, there has been time enough for 

traditions not only to be built up, but for them to encounter the customary (and 

healthy) opposition of alternative ideas and attitudes. In this process, it is unques- 

tionable that it is the tenets and methods of classical inference that play the 

‘traditional’ role; the major rivals, particularly active and vocal over the last 

50 years, are Bayesian inference and decision theory. These latter approaches, 

often in conjunction, as well as a variety of more individual attitudes (some of 

which are outlined in Chapter 8), are presenting an increasing challenge to what 

have long been accepted by many as standard theory and practice. 

Although with hindsight it is possible to attribute precedence for some non- 

classical ideas to isolated works in the eighteenth and nineteenth centuries, this 

attribution sometimes places more in the minds of early workers than some might 

feel was their intention. 

In contrast, it is certainly possible to trace the development of various important 

classical attitudes to the early 1800s. Vital probabilistic tools such as the laws of 

large numbers, and the Central Limit Theorem, made their appearance; likewise, 

the crucial concept of the sampling distribution, and the ubiquitous principle of 

least squares (see Sheynin, 1993, on the history of the least-squares principle). 

This latter idea reflected in its origins the lack of any formalised approach to 

statistics; we find in the work of Laplace, Gauss and others of the period a 

dual concern for concepts of loss, risk or ‘games against nature’ anticipating 
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the modern developments of decision theory, alongside methods of assessment 

based on aggregate measures of long-term behaviour in the spirit of classical 

statistics. 

Classical statistics developed apace, in response to practical need: in a desire to 

answer important questions, and develop reliable bases for statistical enquiry and 
the associated analysis of data, in the fields of biology, genetics, agriculture and 

industry. As indicated in Chapter 1,  this burst of activity arose at about the turn 
of the century and continues to the present time. Much of the fundamental theory 
of estimation and hypothesis testing was developed in the period 1920-35 on two 
particular axes. J .  Neyman, and E. S. Pearson, stimulated initially by problems 

in biology or industry, concentrated largely on the construction of principles for 
testing hypotheses. R. A. Fisher, with an alternative stimulus from agriculture 
through his work at the Rothamsted Experimental Station, gave major attention 

to estimation procedures. 
A great deal of the basis of classical inference was forged in this period 

by these two ‘schools’. Their work was not entirely distinct either in emphasis 

or application. An interesting example of this is found in the contrast between 
hypothesis testing and signijicance testing (q.v.). Nor was it free from internal 

controversy: Fisher was particularly vocal in his criticisms of Neyman, Pearson 
and their associates on various issues, notably that of i n t e n d  estimation. The 

literature of the 1930s well reflects this dialogue, and its repercussions have not 

really abated even to the present time. Fisher’s concept of fiducial probability 
(q.v.) is a crucial element in the debate. 

The spirit and content of the work of this period may be found in various 

sources. These include the published lectures of Neyman ( 1952), the collected 
papers of Fisher (1950; see also Bennett, 1971-74), Neyman (1967), Pearson 

( 1966) and Neyman and Pearson (1967), and books by Fisher (latest editions 
1959, 1966, 1970); as well as in the published discussions in the Royal Statis- 

tical Sociefy Journal in the mid- 1930s. Personal commentary on the seminal 

contributions of Neyman, Fisher and Pearson can be found in Jeffreys (1974), 

Le Cam and Lehmann ( 1  974), Pearson (1  974), Savage (1976), Stigler ( 1  973); 
in the detailed biography of Fisher by Box (1978); and in the extended inter- 
comparison and evaluation of the Fisherian and Neymaflearson approaches 

by Seidenfeld ( 1979). Edwards ( 1997b) discusses what Fisher meant by ‘inverse 
probability’ in 19 12- 1922; this is relevant to the discussions of Bayesian statistics 

in Chapter 6 and of fiducial inference in Section 8.1. Inman (1994) reviews the 
attitudes of R.A. Fisher and Karl Pearson in 1935 to Neyman-Pearson hypoth- 

esis testing shortly before Karl Pearson’s death. See also Thompson (1990) on 

Fisher’s contributions to genetic statistics. Hald ( 1998) offers an authoritative 
and comprehensive history of mathematical statistics from 1750 to 1930 (see 
also Hald, 1990, for the earlier period up to 1750). 

In the present day, a great body of practical statistical work uses the classical 
approach, being based almost entirely on the concepts, criteria and methods first 

advanced in the Neyman, Pearson and Fisher era. 
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We shall return (Section 5.7) to matters of intercomparison and critique, but it 
is interesting at this stage to note the summary comment by Cox (1978): 

. . . the great attractions of the sampling theory approach are the direct appeal 

of criteria based on physical behaviour, even if under idealised conditions, and the 

ability of the approach to give some answer to a very wide range of problems. 

Indeed the notion of calibrating statistical procedures via their performance under 

various circumstances seems of such direct appeal that i t  is difficult to see how 

some idea of the sort can be avoided.. . . 

The ideas have, of course, been greatly extended and variously applied over the 
years, and continue so to be. As a result, a vast array of complex methodology has 

been developed as a basis for statistical practice, and extensive associated ‘case 
history’ exists. Any comparable catalogue of specific applications or experience in 

Bayesian inference (and decision theory) have been slower to develop, although 
we shall trace some impressive recent advances in Chapters 6 and 7. 

5.1 BASIC AIMS AND CONCEPTS 

To set classical statistics in the perspective of the various different approaches to 
inference or decision-making, i t  is necessary to go beyond the brief discussion 

of Chapter 2. We must make the following enquiries of this approach: 

(i) 

(ii) 

(iii) 

What is regarded as ‘relevant information’ to be processed in a statistical 
enquiry, and how is this information represented? 

What types of question does it seek to answer on the basis of this infor- 
mation, and what principles and procedures are advanced to this end? 

What criteria are set up to assess these principles and procedures, and how 

do they stand up to such scrutiny? 

We will need to study the basic elements of classical statistics in fair depth, 
although it is no part of our aim to develop the complex methodology of the 
subject. This is ably dealt with at all levels in the wealth of existing textbooks 
and research publications-in particular, those volumes in the series, Kendall ’s 

Library of Statistics (originating from the renowned Kendall and Stuart texts) 

by Stuart and Ord (1994) and Stuart, Ord and Arnold (1999). (This series also 
contains the comprehensive coverage of Bayesian statistics by O’Hagan, 1994). 

Other extensive treatments are given by Lehmann ( 1  983, 1986, on point esti- 

mation and hypothesis testing, respectively), Cox and Hinkley ( 1974), Zachs 
( I  97 1,  principally estimation) Kalbfleisch (1 985) and De Groot ( 1987). See also 
Hald (1998) on the history of mathematical statistics from 1750 to 1930. 

Books on special topics in the classical approach, such as the design and 
analysis of experiments, linear and generalised linear models, multivariate anal- 
ysis, regression, robust and non-parametric procedures, and survey sampling, are 
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legion and may be counted in the hundreds. In this general treatment of infe- 

rence and decision-making, it is inappropriate to seek to review the wide-ranging 

applications and special-topics literature. 

To keep the discussion within bounds, we shall concentrate on situations where 

i t  is assumed that a reasonable probability model exists in the form of a fully 

specified parametric family of distributions. Thus, sample data, s, are assumed 

to arise from observing a random variable X defined on a sample space . I , .  The 

random variable X has.a probability distribution p @ ( x ) ,  which is assumed known 

except for the value of the parameter 8. The parameter 8 is some member of a 
specified parameter space 52; x (and the random variable X )  and 6 may have 

one or many components. 

The general form of the probability model, recognising the lack of knowledge 

of the appropriate value of 6 ,  is, therefore, a family of probability distributions, 

.9' = { P H ( X ) ; X  E .A", 8 E R}. The expression p ~ ( x )  will be used as a generic form 

for a probability distribution, to be interpreted as a probability if the data arise 

from a discrete sample space, or a probuhifity density if . I *  is continuous. Simi- 

larly, integrals or sums over the probability distribution will be liberally expressed 

in the particular notation described in the Preface, which avoids the need to 

distinguish between continuous or discrete distributions, or overtly to consider 

dimensionality. Thus, 

In some applications, a more specific form is assumed for x and X ,  where 

the sample data take the form of n observations X I .  5 2 ,  . . . , x,, , of independent, 

and identically distributed, random variables X 1 .  X z ,  . . . , X,, . This may be alterna- 

tively described by saying that -1-1,  A-:?, . . . , x , ~  is a random sample from a particular 

specified distribution (that of the random variable, X ) ,  which will usually be a 

univariate one. 
Where nothing is lost by doing so, we tend to ignore the question of the 

dimensionality of the parameter 6. This is predominantly the case throughout 

Sections 5.1-5.5, where much of the discussion of estimation and testing is 

simplified if 0 has a single component, or if only a single component of a vector 

parameter is unknown, or of interest. When the dimensionality of 6 is relevant 

to a discussion of concepts or principles it will be specifically declared in the 

text, although we shall stop short of developing multi-parameter extensions that 

involve only fairly straightforward modi fications of the corresponding technique 

for a scalar parameter. But not all multi-parameter problems involve just an imme- 
diate extension of concept or principle. This is particularly true of the notion of 

suficiency and of the crucial ideas of anciflnrity and condirionafity applied to 

problems where a multi-dimensional parameter can be partitioned into compo- 

nents; one involving parameter elements of direct interest; the other, mrisnnce 
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parameters. Such matters are discussed in Section 5.6; the use of modified like- 

lihood methods in this area is also considered in Chapter 8. Associated ideas of 

pivotal inference are described in Chapter 8. 
In assuming a prescribed parametric model, and a given set of sample data x, 

we implicitly rule out discussion of the large areas of statistical method known as 
non-parametric statistics, and the design of experiments. Little intercomparative 

comment is possible on the former topic. Whilst we shall need to consider some 

of the basic implications of the manner in which the data have arisen, we stop 

short of any formal detail on experimental design (although i t  should be noted that 

Fisher’s notion of randomisatinn is relevant to the topic of conditional inference). 

Some discussion is given in Chapter 7 on the decision-theoretic aspect of the 

design of experiments. 

Chapter 9 briefly reviews the upsurge of interest in descriptive statistics under 

the label of data analysis, adaptive methods where data influence the form as 

well as the value of estimators or test statistics, cross-validation for simulta- 

neous model scrutiny and inference, the notion of causality and causal itlf4rence 

and the field of model-robust inference procedures. Also relevant in this latter 
context are the discussions of empirical B a y s  methods. The idea of predic- 

tion of future sample data (via the notion of tolerance intervals) is examined in 
Section 5.7.2, with the more fully developed Bayesian approach to prediction 

taken up in Section 6.4. 

Returning to the points (i), ( i i )  and (iii) at the outset of this section, some brief 

answers can be provided as the basis for fuller discussion in the subsequent parts 

of the chapter. 

5.1.1 Information and its Representation 

We have already remarked that the only quantitative information explicitly 

handled within the classical approach is sample data. Consequential cost 

considerations and prior information about the parameter 8 have no formal role 

to play, but may be expected to influence the choice of what statistical procedure 
will be used in a particular situation and what we should ask of its performance 
characteristics; for example, in the specification of a working hypothesis and 

significance level in hypothesis testing. 
The attitude to these other facets of relevant information is well illustrated in 

the early papers of Neyman and Pearson on hypothesis testing. These show a 

clear recognition of the importance of both prior information and costs, but an 

increasing conviction that these factors will seldom be sufficiently well known 

for them to form a quantitative basis for statistical analysis. Fisher adopts a 
similar view in the dual area of estimation, but is characteristically more extreme 
in rejecting as logically unsound any use of the ‘inverse probability’ methods (of 

Bayesian inference) for handling prior information. 

The prevailing attitude of the time to costs and consequences, and to prior 

probabilities, was expressed by Neyman and Pearson (1933a. 1933b) as follows: 
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We are reminded of the old problem . . . of the number of votes in a court of 

judges that should be needed to convict a prisoner. Is it more serious to convict an 

innocent man or to acquit a guilty? That will depend upon the consequences of the 

error; Is the punishment death or fine?; What is the danger to the community of 

released criminals?; What are the current ethical views on punishment? From the 

point of view of mathematical theory all that we can do is to show how the risk 

of the errors may be controlled and minimised. The use of these statistical tools in 

any given case, in determining just how the balance should be struck, must be left 

to the investigator. 

(Neyman and Pearson, 1933a) 

It is clear that considerations of apriori probability may . . . need to be taken into 

account . . . . Occasionally i t  happens that a priori probabilities can be expressed in 
exact numerical form . . . . But in general we are doubtful of the value of attempts 

to combine measures of the probability of an event if a hypothesis be true, with 

measures of the a priori probability of that hypothesis.. . . The vague a priori 

grounds on which we are intuitively more confident in some alternatives than in 

others must be taken into account in the final judgment, but cannot be introduced 

into the test to give a single probability measure. 

(Neyman and Pearson, 1933b) 

(Neyman, 1962, tempers his caution on the use of prior information, 30 years 

later, in an interesting commentary on Bayesian inference in which he praises 
the ‘breakthrough’ of Robbins in the topics of empirical Bayes’ methods, and 
compound decision problems). 

So from the classical viewpoint we are to use only sample data in setting up 
procedures for statistical enquiries. How do we represent this information? The 

aim is to use the data x to throw light on the unknown value of the parameter 

8. To this end, we might consider a particular function & X )  of the basic random 
variable X .  Such a function is called a statistic or estimator; the actual value it  

takes, 8(x), is the corresponding estimate. 
Of course, the particular data x that we obtain are only one possible realisation 

of the experiment under study, yielding the estimate &x) .  On another occasion 

we might obtain different x’, with associated value 8(x’). A whole range of 

possible values of 8(x) can arise, depending on the actual outcome x ,  each with 
a corresponding value for its probability (density) given by pe(x).  

The resulting probability distribution is called the sampling distribution of 

the statistic. More formally, g(x) is viewed as an observation of the transformed 

random variable 8(X), where X is a random variable with probability (density) 
function pe(x) .  The sampling distribution is crucial to any assessment of the 

behaviour of the statistic 6 ( X )  as a means of drawing inferences about 8. 

The particular value 6(x) is seen as a typical value of e ( X )  that might arise 

in repeated sampling in the same situation. The properties of 6 ( X )  are aggre- 
gate (long-run) ones in a frequency sense; any probability assessments are soley 
interpretable in terms of the frequency concept of probability. We shall consider 
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below what this means in relation to any particular conclusion about 0 that is 

based on a single realised value x ,  through the estimate, 8(x ) .  

6 ( x )  usually effects a reduction in the data for economy of expression. For 
example, we might consider using the sample mean of a set of n indepen- 
dent univariate observations to estimate the distribution mean. Here, n items 
are compressed into, or summarised by, a single item of information. But this 

is not necessary; &x) may, at the other extreme, be the original sample data in 
their entirety. 

Example 5.1.1 Suppose our data consist of a random sample X I ,  x2, . . . , x, 

from a Poisson distribution with mean rn. We might wish to use the data to 
throw light on the value of the parameter m. A possible statistic of interest is 

&X) = Xi. This has a sampling distribution that is also Poisson, but with 
mean nm. 

X i  is approximately N(nm, nm) and the 

sample mean x = ( l / n )  X i  is approximately N(m, m / n ) .  If we were to use 

the sample mean x as an estimator of m, the sampling distribution N(m, m / n )  

serves as the basis for measuring how good this procedure is. 
The expected value of x is m, so that on average we will be correct in our 

inference. 

We can also determine the probability that departs from m by a prescribed 
amount, and we see that this becomes smaller, the larger the sample. All these 
aggregate (long-run) properties are attributed to the estimator to describe its 
overall behaviour, or to compare it with some competitor. 

But what about the actual value, X, which is our estimate of m? It is simply 
regarded as inheriting any desirable properties represented through the sampling 
distribution, in the sense of being a typical value of x! 

In particular, if nm is large, 

Before going any further we need to be aware of some of the implications 
of the frequency-based probability concept underlying classical inference. The 
first resides in the deceptive simplicity of the final sentence of Example 5.1.1 
above. The sampling distribution is defined over the set of prospective samples 
that might arise when we repeat the experiment time and again. Over such a 
reference set (or ‘collective’) we can say that has expected value m, or that, 
with probability approximately 0.95, will lie between m - 1.96J(m/n)  and 
m + 1.96, / (m/n) .  We can discuss such prospective properties of our estimator: 

make statements of what might be termed initial precision. But suppose that we 
calculate X for a particular sample of size n = 16 and its value is 16.8! We have 
no way of knowing how close this estimate is to the unknown value m: no means 
of assessing realised accuracy, or final precision. 

Even if we knew the extent of variability in the basic distribution, the problem 

remains. If our sample comes from a normal distribution N ( p ,  1 )  with unknown 
mean and unit variance, so that 

P ( p  - 0.49 < X < p + 0.49) = 0.95, 
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we still do not know if the estimate X = 16.8 is within 0.49 of p ,  even with 

probability 0.95. It may be so, if we have obtained one of the 95% of samples 

for which x would be within 0.49 of p.  But we may, of course, have obtained 

one of the 5% where this is not so! Classical statistics cannot yield statements 

of jncrl precision. We shall contrast classical statistics with Bayesian statistics in 

this regard at a later stage (Section 6.8.3) See also Goutis and Casella (1995) 

who review this pre-datdpost-data inference dilemma and examine the prospects 

for ‘frequentist post-data inference’. 

A further crucial implication arises from what we assume about the set of repe- 

titions of the experiments (the reference se t )  over which probability is measured. 

In Example 5.  I .  1 we considered a random sample of size n .  The reference set is 

made up of all such samples, and inferences accordingly relate to such fired-size 

rundoni scrrnples. We must recognise that use of an idealised fixed-size random 

sample model is an assumption: inferences are corzditiorzul on this assumption. 

Whilst such conditionality may seem in this example not to be a material consid- 

eration, there are cases where it can be. 

In sequential analysis, for instance, we may choose to take observations from a 

Poisson distribution with mean rn but to continue sampling until the sample mean 

first exceeds some value, K say. The reference set is now quite different; it yields 

observations of a bivariate random variable (x, N )  comprising the sample mean 

(intuitively less variable than before) and the rundom sample size, N .  Within 

the classical approach the new probability structure is material to questions of 

inference about rn, and chosen methods of inference, and their interpretation, must 

reflect this. (An analogous example of direct and inverse binomial sampling was 

described in Chapter 2.) 
The fact that the same sample outcome-a sample of size n with mean 

?-could lead to different conclusions, depending on the sampling procedure 

(that is, on the reference set) is a major debating point when dijferent approaches 

to inference are under consideration. In particular, it  conflicts with the appealing 

1ikvlihoodprinc.iplv. We shall return to this point in Section 5.6 and in Chapters 6 

and 8. 
A further illustration of the difficulty of choosing an appropriate reference set 

arises in another simple situation. Suppose that random samples of sizes 1 2 1  and 

vz2 individuals from two distinct populations contain, respectively, rl and r2 of a 

particular type. We want to draw inferences about the actual proportions, pl and 

p2, of this type of individual in the populations. Should we use a reference set in 
which n and n2 are fixed, and corresponding binomial distributions? If n I and 

r z 2  were not pre-assigned, does it matter that we conduct a statistical analysis 

corzditionul on the assumption that they were? This is precisely the situation that 

prompted R. A. Fisher in the early days to consider the implications of condi- 

tionulity. Conditioning on n 1 and n2 amounts essentially to choosing to disregard 

some element of the data as irrelevant to inferences about parameters of interest, 
and introduces in support of this policy the idea of uncillarity and of ancil- 

l u u  statistics, which we shall consider in more detail in Section 5.6. Seidenfeld 



ESTIMATION AND TESTING HYPOTHESES -THE DUAL AIMS 131 

(1979) provides some interesting comment and examples on the choice of the 

reference set, initial versus final precision, conditionality and ancillarity. Mehta 

and Hilton (1  993) discuss the conditioning problem for a 2 x 2 contingency table 

(and larger contingency tables). 

Passing reference has been made to the concept of likelihood. It is appropriate 

now to consider this more global means of representing the information provided 

by the sample that does not involve its compression into a particular parameter- 

free statistic. Likelihood will prove to be a central feature of classical statistics 

both in its basic formulation and in sophisticated modern developments of that 

basic form. Bernardo and Sprott (1984) provide a wide-ranging review of the 

likelihood concept and its role in statistical inference. 

Fisher introduced the likelihood (or likelihood function) of 0 for the sample 

data x as a means of representing the information that the sample provides about 

the parameter. The likelihood is merely a re-interpretation of the quantity p ~ ( x ) .  

Instead of regarding pO(x) as the probability (density) of x for the fixed (but 

unknown) 0, i.e. as a function of x over .I* with index 0, it  is alternatively thought 
of as a function of 6 over 52 for the observed value .x. 

The likelihood function expresses how the probability (density), p o ( x ) ,  of the 

particular data x varies as we consider different possible values for the parameter 

6. The reverse interpretation, however tempting from the very use of the term 

‘likelihood’, is not valid. We must not transfer the probability interpretation from 

x to 6: the likelihood is not the probability (density) of0 for  a given .r. 

Neyman and Pearson, in their early work, seemed on occasions to be suggesting 

such an erroneous inverse interpretation, especially in their discussions of the use 
of the likelihood ratio (q.v.) in hypothesis testing. In fact a ‘likelihood school’ 
of inference has developed over recent years, in which p H ( x )  is interpreted as 

expressing different weights of support for different values of 6, for given s. We 

will examine this in Chapter 8. 
Basic reviews of the wide-ranging role of likelihood are provided by Barnard 

and Sprott (1983) and by Hills (1998). 

5.2 ESTIMATION AND TESTING HYPOTHESES-THE 

DUAL AIMS 

Having remarked that the sampling distribution is the background against which 

classical statistical procedures are assessed, and that the likelihood function 

provides the measure of the import of x on 6, we must enquire to what ends 

these concepts are applied. There are basically two types of problem in the clas- 

sical approach, both concerned with reducing our uncertainty about 6, but one of 
them more specific than the other in its aims. These are estimation and testing 

hypotheses. 

Estimation. The enquiry here is a very general one. I have observed x; what 

should I infer about O? For example, a random sample of five resistors from the 
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Figure 5.2.1 

output of a machine have resistances 30.4, 29.8, 29.7, 30.1, 29.8 ohms. What 
does this imply about the mean resistance of the output from the machine? 

What is required is a mapping from the sample space .A’’ to the parameter space 
52 so that if x is observed we conclude that the parameter has some particular 
value 8, or is in some particular region w(x)  of 52. 

These two cases are referred to, respectively, as point estimation and region 
(or interval) estimation. 

In point estimation, the estimator 8(X) serves the required purpose. 8(X) is a 
mapping from . / *  to R, and if we obtain data x we conclude that 8 has the value 

6 ( x )  (See Figure 5.2.1). 
In region estimation we need a wider concept than such a one-to-one transfor- 

mation. In the conventional applications of region estimation, the usual concept 

is that of a confidence region, which is best studied (in terms of its construc- 
tion and interpretation) in the context of tests of significance or, for more 

detailed consideration of optimality properties, in terms of the behaviour of the 
more structured Neyman-Pearson hypothesis tests. We shall defer any discus- 
sion of confidence regions until we discuss tests in some detail later in the 

chapter . 
In point estimation, we shall need to consider what estimators 6(X) are appro- 

priate in a particular situation: how we can construct them, assess their properties, 
compare one with another, and (if possible) ensure that we have ‘made the most’ 

of the data x. The sampling distribution of G ( X ) ,  and the likelihood function 
p e ( x ) ,  are vital ingredients in this study, as they are when we consider parallel 

issues in what follows. 

Testing Hypotheses. The nature of our interest is more specific here. Consider the 

resistor example. It is likely that the resistors are being sold to some specification. 
Perhaps they are offered as 30-ohm resistors. On the same data we might now 
ask i f i t  is reusonuble thut the mean resistance is 30 ohms. An inference procedure 
that aims to answer such a question is termed a statistical test. Some assumption 

is made: some hypothesis stated concerning the value of a parameter 8. Perhaps 
we may hypothesize that 8 has some specific value 00 (here 30). or that 8 lies 

in some region w (say, 8 3 30), which is a subset of the parameter space S2. 
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The data must now be processed possibly to provide inferential comment on the 
stated hypothesis, to support abandoning the hypothesis. 

There are various types of statistical test. We start by declaring the working 
(basic, null) hypothesis H to be tested, in the form 0 = 00 or 0 E w c SZ. Distinc- 
tions between the types of test arise in respect of the following: 

(i) Whether we use the data x to measure inferential evidence against H, or go 
further in declaring that if such contraindication of H is sufficiently strong 
we will judge H to be inappropriate (that is, we ‘reject H’).  

Whether or not we contemplate a specific alternative hypothesis to adopt 
if H is rejected and construct the test, and assess its properties, in relation 

to H (H may be the global antithesis of H, but is often more limited). 

(ii) 

- -  

A procedure that is limited to assessing inferential evidence against H (without 
the prospect of rejecting H, and without consideration of an alternative hypothesis 
H) is usually termed a pure significance test (pure test of signijicance) or just 
a sign$cance test (Cox and Hinkley, 1974; Cox, 1977; Seidenfeld, 1979) with 
the measure of ‘evidence against H’ described as the signijicance level (level 

of signijicance) or, earlier, the significance probability. But in much of the 

literature, including most teaching texts, the term significance test is used for 

the extended prospect where we seek a rule for ‘rejecting H’, with the signijicance 

level defined as the maximum probability of incorrectly rejecting H under that rule 

on repeated application under similar circumstances. The actual realised extent 
of evidence against H is sometimes termed the critical level: it corresponds with 
the signijcance probability, or signi3cance level, in the pure significance test. 

Often, the term significance test is used whether or not some specific alternative 
hypothesis is contemplated; on other occasions, the two-hypothesis problem, 
approached by the methods of Neyman and Pearson, is distinguished by the label 
hypothesis test. Neyman (1976) remarked that he was mystified by 

- 

the apparent distinction between tests of statistical hypotheses, on the one hand, 

and tests of significance on the other. 

The confusion over the use of terms such as significance test and significance 
level is unfortunate and not readily resolved. To avoid ambiguity and the intro- 

duction of yet more terms, we shall adopt the following sets of linked terminology 
to cover the cases above, which does not seem too unrepresentative of common 
practice. 

Pure significance test; significance probability. 

Significance test (rule for rejecting H); significance level, critical level. 
Hypothesis test (rule for rejecting H in favour of n); significance level, criti- 
cal level and additional relevant concepts. 
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The development of the basic ideas, and properties, of statistical tests of one 
hypothesis against another is due to Neyman and Pearson, as we have remarked 
above. The difference in philosophy between the Neyman -Pearson hypothesis 
test and the pure significance test has been claimed as a crucial example of the 

decision-making interests of Neyman and Pearson and the inferential attitude of 
R. A. Fisher-with Fisher advocating the latter procedure and eschewing the 
need (or desirability) of a full-fledged frequency interpretation. (See Seiden- 
feld ( 1979); Kempthorne ( 1976) and the later discussion of jfiducial inference in 

Chapter 8.) 
The following paragraphs summarise the main elements of the different types 

of statistical test within the classical approach. 

Pure Significance Tests. We must now be more precise in defining the nature 
and properties of statistical tests; in particular, the interpretation of such concepts 
as ‘the inferential evidence against an hypothesis H’. 

We start by declaring some hypothesis, H, of interest to serve as our working 

(null) hypothesis. (Cox and Hinkley, 1974, p. 65, categorise ways in which H 
may be formulated.) 

H may be simple or composite. It is simple if it fully specifies the distribution 
of X over 3’. For example, if X constitutes a random sample of size n from 
N(p,  a’) the hypothesis H : p = p0, a = a0 (with ~ 0 , a o  having stated values) 
is simple: the hypothesis H : p = is composite since it leaves open the value 
of a in (0, 00). 

Suppose H is simple. We choose a statistic t(X) (a test statistic, or discrepancy 

measure) and evaluate 

p = p { G )  > t(X)IH), 

where t ( x )  is the value we have observed for the test statistic. If t ( X )  is chosen 
in such a way that the larger its value the more it casts doubt on H in some 
respect of practical importance, then p provides the basis for making inferences 
about H. Thus, if p is small, the data x are highly inconsistent with H : p is the 
observed measure of such inconsistency. What we are really saying is that, if H 
is true, the data x are implausible to the extent expressed by p and in terms of 
discrepancies or departures reflected by our choice of test statistic t(X). 

Note that, as with all classical inference procedures, we are measuring initial 

precision : p is the proportion of identical situations in which, in the long run, we 

would observe inconsistency at least to the extent represented by t ( x ) .  Clearly, no 

reverse probability statement is legitimate- we cannot say that p is the probability 

that H is true! 

It is clear that if t (x )  provides, in these terms, some degree of inconsistency 
with H, other data x’ (generated on the same basis as x )  for which t ( x ’ )  > t ( x )  

provide at least the same degree of inconsistency as x. 

The process of declaring H, choosing t(X) and determining p is called a pure 
significance test and p is the significance probability elsewhere ‘significance 

level’, but this could be confusing. 
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Obviously, p is the observed value of same statistic. Different x yield different 
values of p ,  over (0, 1). As with all inference procedures, we are observing the 
value of some (relevant) statistic merely as part of the inferential import of the 
data on our model { po(X) : HI. It is seldom likely that p provides all the informa- 
tion we will obtain, or would wish to obtain. Note also that whilst contemplated 

departures from H may influence our choice of r ( X ) ,  we only consider distribu- 
tional behaviour when H is true, and it is essential that the distribution of t ( X ) ,  

under H, is known. 
Several crucial points remain to be considered. 

0 

0 How, in practice, should we choose the test statistic, or discrepancy 

What do we do if H is composite? 

measure, t(X)? 

0 To what extent do prospective departures from H affect this choice? 

The interesting survey by Cox (1977) includes discussion of these various 
matters. We shall return to them below. 

Tests of Significance (Significance Tests). The pure significance test entertains 
no prospect of rejecting H. But if p is small, either a rare event has occurred or 
perhaps H is not true, and we might decide that if p were small enough (say, less 

than some stated value a)  we should adopt the latter possibility and reject H. A 

level-a test of significance formulates this idea. We choose a significance level 
a, observe x and reject H at level a if P { t ( X )  > t ( x ) l H )  5 a. Equivalently, we 
are choosing some critical value to@) for t ( X )  and rejecting H if t ( x )  > to(a).  

So our sample space is being partitioned into two regions { S O  : Sl) ,  a critical 
region SO where, if x E SO, we reject H and a non-critical region S1 where, if 
x E S1, we have ‘no reason to reject H’ on the basis of the level-a test. (Note: 

we are not claiming to have shown that H is true, merely that we have no reason 
to reject it.) 

If H has the form H : 0 E w c a, our conclusions about the value of 0 are as 
represented in Figure 5.2.2. 

If H were true we could still obtain data in SO with probability 

Figure 5.2.2 
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so the signijicance level provides (an upper bound to) the maximum probability 

of incorrectly rejecting H. 
But the significance level a is not, in fact, the observed level of inconsistency 

of the data with respect to H. This is given by P { t ( X )  3 t ( x ) l H ) ,  where x is our 

realised data set, which could be quite different from (much lower than) cy when 

we are lead to reject H. Merely to report rejection of H at level a underplays the 
full extent of the data import. We must quote cy (as a statement of the maximum 
risk we are prepared to tolerate of wrongly rejecting H), but good practice requires 

us also to state 

-called the critical level of the test-as the observed extent of the inconsistency 

of the data x with respect to H. (This is also the minimum significance level at 
which x would have lead to rejection of H.) 

Hypothesis Tests. If we go further and explicitly declare an alternative hypothesis 
H, which we will adopt if we have reason to reject H, wider prospects arise for 

test construction and determination of the behavioural characteristics of a test. 
The Neyman-Pearson hypothesis test is similar in structure to a significance 
test. A level-cy test leads us to reject H in favour of H or to accept H, at level a. 

and composite hypotheses are almost 
inevitable. If H is simple, use of the full complement H will often be too wide- 

ranging to express practical interest, but it is unlikely that a simple alternative 

hypothesis will be adequate. Also, now has more direct influence on the choice 
of the test statistic, t ( X ) .  For example, if X is a random sample from N(p, 1 )  and 

H declares that p = po, then k : p # po makes t ( X )  = Ix - pol an intuitively 
plausible test statistic. But with the alternative hypothesis H : p > po, t ’ ( X )  = 

X - po is surely more appealing! 
Note that the hypothesis test is asymmetric in structure: in placing the stim- 

ulus for choice between H and H on the sample behaviour when H is true. It 

limits the probability of incorrect rejection of H. But the alternative prospect is 
also important--the risk of incorrectly accepting H-and with H declared it  is 

possible to consider such a prospect. 
We can accordingly introduce further measures of test performance (for 

example, the power of the test, which we will discuss later), employ principles 
for test construction and consider questions of the optimality of performance of 

tests in different circumstances. 

It is interesting to ask what is the function of such tests. Is it inferential or 
decision-making ? The pure significance test is clearly inferential. It provides a 
means of delimiting our knowledge about 0, in terms of the inconsistency of the 

data x if 8 lies in that part of S2 defined by H .  The significance test, and hypothesis 
test, is less easily categorised. Formally, we take a ‘decision’ -accept H or reject 

it (perhaps in favour of Q). Kempthorne (1976) comments: 

- 

Problems now arise in the choice of 
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The work of Neyman and Pearson was obviously strongly influenced by the view 

that statistical tests are elements of decision theory. 

But is the situation so clear-cut? Decisions should be preludes to actions. 

Choice of H and H muy involve utilitarian considerations that imply corres- 
ponding actions. If so, we must ask where we have taken account of relevant 
costs and consequences. On the other hand, the aim may be purely inferential; a 

wish to choose between two descriptive statements about 0 expressed by H and 
H, with no immediate concern for future action. So are we making decisions or 
drawing inferences? Are estimation and testing really different in function? Is 

this reflected in the procedures and principles that are employed? We shall be 
better placed to consider these pivotal points after we have studied more details 

of estimation and testing: the dual aspects of the classical approach. 

- 

5.3 POINT ESTIMATION 

We now consider the criteria by which point estimators are assessed, and the 

principles on which they are constructed. As mentioned previously, the sampling 
distribution of the estimator is the sole basis for measuring its performance, 
and resulting properties inevitably relate to long-term behaviour: that is, to what 
happens as we repeatedly apply some principle, or use a particular estimator, in 

essentially similar circumstances. 
Our enquiries divide naturally into three parts. 

(i) What criteria may be set up to measure how good e ( X )  is as an estimator 
of 0? 

(ii) Measured in terms of such criteria can we delimit how good an estimator 
of 8 we may expect to obtain, and determine conditions for obtaining best 
estimators? 

(iii) What general methods are available for constructing estimators, and how 
good are the resulting estimators? 

We shall consider these points in sequence, omitting detailed proofs since these 
add little to the interpretative, or comparative, aspects of the different approaches 
to statistical analysis. 

5.3.1 Criteria for Point Estimators 

As a point estimate of 8 based on data x, we consider an estimate &x). The 

quantity ;(x) is a realised value of the estimator & X ) ,  where X is the random 
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variable of which our data x constitute an observation. We shall refer to the 
estimator as 8 henceforth, without specific reference to the random variable X. 

Unbiasedness. A simple property that 
This is so if the mean of the sampling distribution is equal to 8, or 

may have is that it  is unbiased for 8. 

E(8) = 8, (5.3.1 ) 

for all 8 (see Figure 5.3.1). 

In practical terms, this implies that 6 takes on average the value 8, the quantity 

it is designed to estimate. This seems a desirable property for the estimator to 
have, and much of classical point estimation theory is directed to unbiased esti- 

mators. But this is not to say that only unbiased estimators are to be entertained. 

It may be that other desirable properties override the disadvantage of bias in an 
estimator, as we shall see in a moment. Then again, in alternative approaches 

to inference, the very concept of unbiasedness may be regarded as irrelevant. 
This is so in some expressions of Bayesian inference (q.v.), being part of a wider 
dissatisfaction with the general concept of aggregate (or ‘sample space averaged’) 

assessments. Yet in the context of the classical approach it  seems a reasonable 
and modest first aim for an estimator. 

Certain features of unbiasedness are easily demonstrated. 

0 Many unbiased estimators may exist for a parameter 8, in a particular 

situation. 

0 

0 

If 8 is unbiased for 8, then f(8) is generally not unbiased for f(8). 

A biased estimator with known bias (not depending on 8) is equivalent to an 
unbiased estimator since we can readily compensate for the bias. 

0 Within the classical approach, unbiasedness is often introduced as a practical 
requirement to limit the class of estimators within which an optimum one is 
being sought. This is notably so in the widely applied least squares study of 
linear models, and in the use of order statistics (see Section 5.3.3). 

Consistency. A further criterion for assessing the behaviour of estimators 
concerns their behaviour as the extent of the data increases. Suppose the sample 

data comprise n independent observations X I ,  x2, . . . , xn of a univariate random 
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variable, and an estimator of 0 based on this sample is denoted B n ,  to indicate 

that it is based on n observations. As n becomes larger, we might reasonably 

hope that 6, improves as an estimator of 0. One way of expressing this is to 

require 8, to get closer to 0 (in some aggregate sense). We say that 8, is weakly 

consistent for 0 if 8,, + 0 in probability, or strongly consistent if a,, -+ 8 with 

probability 1. 
In practical terms, for a scalar (single component) parameter 0, we are essen- 

tially asking for the sampling distributions of Gn to become less disperse as n 

increases (see Figure 5.3.2) ,  eventually becoming concentrated at the value 0 

as n -+ 00. 

By Chebychev’s inequality, a sufficient condition 

unbiased estimators Gn is that Var(G,) -+ 0, as n -+ 
practical aim. 

Again, consistency seems a sensible requirement. It 

from unbiasedness, and we find that the two properties 

for weak consistency of 

00, which expresses this 

is quite different in spirit 

are largely unrelated. For 
example, unbiased, inconsistent, estimators exist as well as biased, consistent, 
estimators. 

Example 5.3.1 Suppose XI,  x2, . . . , x, is a random sample of observations 

from a distribution with mean 0, and variance d. It is easily shown that 

x = (1  / n )  X i  is unbiased for 0, and has sampling variance, a 2 / n .  Hence, it  is 
weakly consistent. (The Central Limit Theorem enables us to assume further that, 
except for very small samples, the sampling distribution of x is well approximated 

by a normal distribution, irrespective of the distribution from which the sample 

is chosen.) 

Consider the estimator a,,, = [ n / ( n  + l)]x. This is obviously biased, but is 
consistent. 

On the other hand, the estimator 6 2 . n  = X i  (i.e. we estimate 0 by the first 
observation in the sample, ignoring the rest) is unbiased, 
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but inconsistent, since 

Var(X1) = u2 

irrespective of n .  Much less trivial examples are readily found, where the lack 

of consistency of an unbiased estimator has serious practical implications. 

There is one obvious limiting relationship between unbiasedness and consis- 

Consistency is generally regarded as an essential property of a reasonable 

tency. It is apparent that a consistent estimator is asymptotically unbiased. 

estimator. 

Efficiency. The criteria of unbiasedness and consistency act as primary filters 
in assessing possible estimators of 8. If possible, we would want an estimator 
to be unbiased, almost certainly we would want it to be consistent. But suppose 

many such candidates present themselves. How should we choose between them? 
Again, consider a scalar parameter, 8. The ubiquity of the normal distribution (via 
the Central Limit Theorem) makes it plausible to contrast unbiased estimators of 
8 in terms of their sampling variances. If, on the same data basis, two possible 

unbiased estimators, 6, and 52,  are available, it seems appropriate to regard the 

one with smaller variance as the better one. A concept of relative efficiency is 
developed on this basis. If 

we say that 8, is more efJicient than 8,: in that on average it is closer (in a mean 

square sense) to 8. See Figure 5.3.3 
With biased estimators (5.3.2) is obviously not an appropriate criterion. 

Consider 8 3  in Figure 5.3.3. How can we compare 5 3  with 81 and &? A basis for 
comparison can be set up in terms of mean square error. A general comparison 

is achieved by considering how small is E[(8 - 8)2], irrespective of any bias in 8. 
This reduces to the above condition for relating efficiencies when the estimators 

are unbiased. 

Figure 5.3.3 



POINT ESTIMATION 141 

Here, we see why unbiasedness may not necessarily be of overriding impor- 

tance. Consider again 8 3  in Figure 5 .3 .3 .  It may be that 

E[(& - O ) * ]  < Var&, 

possibly substantially so. Then, on average, 83 will be closer to 0 than 8 ,  and 

might therefore be regarded as the better estimator even though i t  is biased. The 

‘local colour’ of the real-life problem we are studying will, of course, influence 

the extent to which we are prepared to trade bias for precision in such a manner. 
There is a further matter that must be considered in relation to efficiency. 

Suppose we conclude that of a particular set of unbiased estimators, one of 

them, 8, is the most efficient. We would still wish to ask whether 6 is not only 

the best within the set we have considered, but is most eficierzt Hithin some 

wider class -perhaps within the set of all unbiased estimators. Indeed, we might 

go further and ask whether it is the best estimator overall, irrespective of bias 
considerations. To answer these questions, we will need some concept of absolute 

efficiency, and will return to this matter shortly. 

Sufficiency. Finally, we consider a criterion with less immediate intuitive appeal, 

but which turns out to be absolutely crucial to our later discussion of the circum- 

stances under which best estimators may be obtained, both in terms of what 

we mean by ‘best’ and in of identifying the conditions under which we attain 

optimali ty . 
is said to be sufficient for  8 within the family .P ifthe conditional distribution 

of X ,  given 8, does not depend on 8. 

If 5 is sufficient for 8, this means that all the information about 8 contained 

in the data is obtained from consideration of 8 alone, i.e. from its sampling 

distribution. Usually, 6 will be of a lower dimension than X ,  so that an effective 

reduction in the data is achieved without loss of information about 8. This reduc- 

tion can be dramatic in extent. Consider x in random sampling from N(p ,  U’) ,  

where o2 is known. Here X = ( X I ,  X 2 , .  . . , Xn), with each X i  being N ( p ,  a’). 
The distribution of ( X I ,  X 2 ,  . . . , Xn-l), given x = X, has a probability density 

function proportional to exp{ -( 1 /202)[x; (xi - X ) 2 ] ] ,  independent of p .  Thus, 

only x, and no other elements of the data, provides information about p. An 

n-dimensional quantity is reduced to dimension one, with no loss of information 
and much greater ease of handling and interpretation. 

It would be tedious, however, if, in order to show that 6 is sufficient for 8,  we 

should need to derive the conditional distribution of X ,  given 6. Fortunately, this 
is not necessary in view of a simpler criterion due to Fisher and Neyman. 

Fisher-Neyman Factorisation Criterion. 8 is sufJicient for 8 (in .?) if and 
only if 

P d X )  = g e ( b ( x > .  (5.3.3) 

All that is needed is that the likelihood factorises into the product of two 

functions, one a function of 8 and 6 alone, the other a function of x not involving 
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0. This is a simple criterion to operate and yields an immediate assessment of 

the sufficiency, or otherwise, of 6. 
One cautionary word is necessary. The function go(;) need not be (even propor- 

tional to) the marginal probability (density) of 6. 

Example 5.3.2 

sample from an exponential distribution with parameter A.  We have 

Consider the statistic t = x ,  where X I ,  . . . , x, is a random 

So t is sufficient for A(here h ( s )  I ) ,  but g ~ ( t )  is not proportional to the 

marginal density o f t ,  which is A(At)"-le-*'/(n - I ) !  

On a point of terminology, we must remark on the term minimal set of suffi- 

cient statistics. In a trivial sense, the complete data set X is sufficient for 8. 

However, we will be concerned in practice with sufficient statistics of lower 

dimension than X ,  if such exist. If 5 is sufficient and no statistic of lower dimen- 

sion is sufficient, then 6, is said to be minimal sufficient. The elements of 6 
constitute the rzzinimal set cf si4fJicient statistics. 

The niininzcil si4fJicient statistic 6, must, of course, be a function of all other 

statistics that are sufficient for 0. A minimal sufficient statistic of dimension one 
is said to be singly sufJic'ient. Clearly, a singly sufficient statistic might exist for a 

scalar parameter: x is singly sufficient for p in random sampling from N(p .  U * ) .  

when 0' is known, as we saw above. 

But even with a scalar parameter, the minimal sufficient statistic need not be 

singly sufficient, we may have to use the whole data set x, or there may be a 

sufficient statistic of intermediate dimensionality: 

Example 5.3.3 X consists of a random sample of size n from a Cauchy distri- 
bution, with probability density function 

- { I  1 + (x - o)2}-' .  
n 

(5.3.4) 

The factorisation criterion shows that no set of statistics of dimension less than 

n is sufficient. We have to use the whole sample or, equivalently, the ordered 

sample .r( I ), x(?), . . . , x(,, ) (where x(,) < -t( j ) ,  if i < j ) .  

Example 5.3.4 We have a random sample of size n from a uniform distribution 

on the interval (0 - I ,  0 + 1 ). Here, the minimal sufficient statistic for the scalar 

parameter 6, is the pair (x(  1 ), x ( , ~  )); that is, the smallest and the largest observations. 

So the minimal sufficient statistic for the scalar parameter 8 is of dimension two. 

We can even encounter a strange situation where the minimal sufficient statistic 

has dimension less than that of the parameter. They consider X = ( X I ,  X 2 . .  . .. X, ,  ) 

with,a joint normal distribution in which the mean vector is ( n p ,  0, 0, . . . , 0) and 
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the variance-covariance matrix is 

The factorisation criterion shows x to be singly sufficient for ( p ,  O ) !  But 

note that here the X ,  are, of course, neither independent nor are they identically 

distributed. 

Further aspects of sufficiency and related concepts will be discussed in 

Section 5.6. These involve partitioning the parameter, or sufficient statistic, into 

separate components. One point should be made here, however. Suppose a 

(vector) parameter 0 is partitioned into two components (01,  02) and (&,82> 
is a pair of (vector) statistics. If (81, 6') is sufficient for (01, 0,) = 0, it does not 

follow that 61 is necessarily sufficient for Ol  alone (in the sense that the conditional 

distribution of X given 81 does not depend on 01 ) eklen [f 61 is sufJjcient for  81 

when 02 is known. The following example gives a simple illustration of this. 

Example 5.3.5 
and x, S2 are the mean and variance of the prospective sample. 

Suppose we draw a random sample of size n from N(p,  a') 

If p is known, 
. n 

is sufficient for a2. If a' is known, x is sufficient for p.  If ,Y and a' are unknown, 

(x, S') is jointly minimal sufficient for (p ,  a') but x is not sufficient for p ,  neither 

is S* sufficient for a'. 

The existence of a minimal sufficient statistic whose dimensionality is the same 

as (or close to) that of the parameter 0 is by no means guaranteed. We have seen 

that i t  does happen (and will see later that if .Y is of a particular general form it  

must do so). But quite often no effective reduction of the data is possible: this 

is so outside a rather small set of 'standard distributions'. For example, (x, S')  

is sufficient for ( p ,  a') in N(p,  a2) ,  but if the data came from a mixture of two 

distinct normal distributions, in proportions y and 1 - y ,  the minimal sufficient 

statistic reverts to the whole data set, houtever small is the llalue of y !  

The major importance of sufficiency is not its computational convenience in 
retaining full information about 0 in a reduced form of the data. It lies more in 

the important implications the concept has for the existence and form of optimum 

estimators (and indeed, optimum hypothesis tests). It is vital to our further studies 

of the classical approach. 
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5.3.2 Optimum Estimators 

To illustrate the general criteria just described, and to set the scene for our study 

of optimum estimators, let us consider estimating the mean, p ,  of a univariate 

random variable by means of the sample mean x of a random sample of size 

n .  Suppose the random variable has variance d. We know that, whatever the 

distribution from which the sample is chosen, x has mean p and variance a'/n. 

Thus, the sample mean is unbiased and consistent, and this holds irrespective of 

the specific form of the distribution, Can we say more about how x compares 
with other possible estimators? 

An immediate property of x is that, of all linear unbiased estimators, x 
is the one uTith smallest variance. Thus, if fi  = E',' cy,X, ,  subject to ccy, = 1 ,  

Var(ji) is minimised if we choose = l/n. In this sense, x is 

optimum. 

But it is optimum in another respect! Suppose we seek an estimator p* with 

the property that it  is closest to the actual data XI,  x2, . . . , x,,; in the sense that 

c y ( x ,  - p*)' is as small as possible. This is achieved for @ *  = S, and we say 

that x is the least squares estimator of p.  

Much of classical estimation theory is concerned with minimum variance 

linear unbiased estimators, or with least squares estimators. In the widely 

applied area of linear models, where the basic observations came from distribu- 

tions whose means are linear functions of the components of a (vector) parameter 

6, these principles are paramount and lead to the multiplicity of methods in 

andysis c,$ variance, regression, and so on. 

How important are these properties that we have demonstrated for x'? In the 

first place, minimising the variance of linear estimators is only a limited aim. 

Why restrict attention to linear estimators, or unbiased ones. We might do much 

better for non-linear, or biased, estimators. In certain cases, this is true, as we 
shall see in a moment. 

Then again, the least squares principle @er se)  is even more restricted. I t  
has no concern even for the long term sampling behaviour of the estimator-it 

is entirely specijic to the actual set of data we have obtained. It inherits some 

optimum properties, however, in particular situations and these give it  a trans- 

ferred importance. For example, for the linear model i t  turns out that the least 

squares estimator is identical to the minimum variance linear unbiased estimator. 

Then again, if we are prepared to be more specific about the form of the distri- 

bution being sampled, it  acquires an even greater importance, as we shall see in 

Section 5.3.3. 
Thus, minimum variance linear unbiased estimators represent a limited form of 

optimality, and the least squares principle produces estimators with this property 
under certain circumstances. How useful a concept of optimality this is must be 

considered in the light of how much better we can expect to do if we relax the 

unbiasedness, or linearity, requirement; also in terms of the effort involved in 

constructing better non-linear estimators. 

= cy2 .  . . = 
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One appealing feature of the minimum variance linear unbiased estimator is 

its universality, in being essentially independent of the probability model. We 

saw this above in respect of estimating p by x. But it is instructive to consider 

through some examples how satisfactory x is as an estimator of p for different 

particular distributions. 

Example 5.3.6 Suppose X - N(p,  a2). Here x - N(p,  a 2 / n ) ,  so its exact 

sampling distribution is known. In this situation, we shall see that x is truly 

optimum among all possible unbiased estimators, not merely linear ones. It has 

the absolute minimum variance (and expected mean square error) that can be 

achieved. In contrast, the sample median rn has larger sampling variance. In 
large samples the variance of rn is approximately na2/2n, so that its asymptotic 

efficiency relative to is 0.637. In other words, it  requires a sample about 57 
per cent larger to estimate the mean p by the median with equal precision to that 

obtained using the sample mean. 

Example 5.3.7 Consider a binomial distribution B ( n ,  p ) .  Again, x is the glob- 

ally optimum estimator of the mean p = n p .  

Example 5.3.8 The data arise as independent observations of random variables 

X I .  Suppose that each X i  has the form X i  = exp Y; where Y; - N(8,26). In this 
case we say that we have a random sample from a lognormal distribution. Here 

57 is unbiased for the mean p = ee+c. However, an alternative estimator 

= exp(Y + is2>, 

where r and S2 are the sample mean and variance of Y,  = logex,, is asympto- 

tically unbiased and has somewhat smaller variance than x. (6 is the maximum 
likelihood estimator, see Section 5.3.3 and Section 5.3.4.) It is easy to modify 

to produce an unbiased estimator of p, which for all sample sizes has smaller 
variance than X and in this sense is a better estimator. Thus, x need not always 

be optimal! 

Increasing disadvantage in using X to estimate p is illustrated by the following 

two examples. 

Example 5.3.9 Consider a uniform distribution on the interval ( p  - l ,  p + i). 
Here, x is unbiased, consistent, and has sampling variance A n .  However, if X( 1 ) 

and X ( n )  are respectively the smallest and largest potential sample values, the 

estimator [ X ,  1 )  + X ( n  the mid-range, is also unbiased and consistent, with 

variance {2(n + l)(n + 2)}-'. Thus, the mid-range is more efficient than x for 

all n ,  by an order of magnitude. Asymptotically, has zero efficiency relative 

to $ q I ,  + X(n)l. 

And even more extreme, we have: 
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Example 5.3.10 Consider the Cauchy distribution with probability density func- 

tion 
1 

- {  1 + (x - @ ) ' ) - I  
77 

[as (5.3.4) in Example 5.3.31. 
The parameter 8 measures central tendency and we might again be inclined 

to consider x as a possible estimator. But now we encounter real difficul- 

ties. No moments exist for the Cauchy distribution, so that 8 is not the mean. 
Furthermore, X possesses no moments, and is inconsistent as an estimator of 
8. In fact, whatever the sample size n ,  x has the distribution (5.3.4) and the 

Central Limit Theorem does not apply. Having no mean and being inconsis- 

tent, X is now useless. On the other hand, the sample median, in, is unbiased, 

and consistent, for 8, with asymptotic variance n2/4n. This compares strangely 
with Example 5.3.6, for distributions of apparently so similar a general shape 
and form. 

The results in Example 5.3.10 do not contradict the previously declared general 

unbiasedness, consistency and asymptotic normality of X. These earlier results 

hold in general pro\+kcl X pos.seLsse.s ci rnean and \uricince, which is not so for 

the Cauchy distribution. 

Minimum Variance Bound (MVB) Estimators 

The above examples demonstrate clearly that the criterion of minimising the 

variance among linear unbiased estimators provides a somewhat restricted view 

of optimality. 

A far more satisfactory yardstick is provided by what is known as the 

Cramer-Rao inequality. This provides an absolute standard against which to 

measure estimators in a wide range of situations. It tells us 

0 

0 

0 

what is the best we can hope for in terms of the accuracy of an estimator. 

under what circumstances we can achieve this, and 
what is the actual form of the best estimator if it  exists. 

The results depend on the form of the likelihood function, and on the existence 

of sufficient statistics. 

Let us suppose that our sample data x have likelihood function p e ( x )  and, 

for the moment, that 6, is a scalar parameter. We make certain assumptions 

(quite generous ones) about the behaviour of p e ( x ) .  Termed the regularity 
conditions. These declare that the first two derivatives of p e ( x )  with respect 

to 6, exist for all 0, and that certain operations of integration and differentiation 
may be interchanged. This involves some uniform convergence requirements as 

well as the fact that the mnge of \w-icition of X does not depend on the pur-ci- 

meter 8. 
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We will consider estimating some function y(8) by an unbiased estimator p. 
8, we have the special case of unbiased estimation of 8 alone. Some If y(8) 

preliminary results are necessary. Define the log-likelihood Lo(.r) by 

= l0getP&)l. 

Then it is readily confirmed that 

(5.3.5) 

The quantity aL/M was called the score by Fisher; so that (5.3.5) says that 

the score has zero expectation. It is now easy to show that 

(5.3.6) 

where y’(8) is the derivative of y(8) with respect to 8. 

The right-hand side of (5.3.6), which in general is a function of 8,  thus repre- 

sents the lowest value that might arise for the variance of any unbiased estimator 

of y(8). It is called the CramCr-Rao lower bound Attributed to Cram& and Rao 

(1945) (for work published in 1946 and in 1945, respectively), it  had essentially 

appeared earlier in a paper by Aitken and Silverstone (1942). Indeed, a similar 
result and method of proof was given by Dugu6 (in 1937) and an even earlier 
attribution is to R.A. Fisher (in work published in 1922). 

that is unbiased for y(8) and has 

variance 

If we can actually obtain an estimator 

we know that this is truly the best we can achieve, in terms of having 
smallest variance among a1 1 unbiased estimators. Such an estimator is called 

the Minimum Variance Bound (MVB) estimator. 

Two special cases deserve mention. First, if y(8) -= 8, we have (E[{ aL/ae)’])-’ 

as the lower bound to the variance of unbiased estimators of 8 itself. Secondly, 
if the data consist of independent observations xi,  .Q, . . . x,, of random variables 

X i ,  X 2 ,  . . . , X,, , each with common probability (density) f e ( x ) ,  say, then 

Thus, 
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and (5.3.6) becomes 

Fisher referred to I,(@ = E[{aL/aO}*] as the amount of information in the 

sample. By analogy, in the case just described, I ( @  = r,(O)/n is the amount of 

informdon in U single observation. The idea of ‘information’ here has intuitive 

appeal, since for fixed n the larger I.s(8), or I ( @ ) ,  the better the estimator we 

might potentially obtain through the MVB estimator if it exists. We consider 
other concepts of ‘information’ in Chapter 8. 

For unbiased estimation of 8 itself, we have (rewriting as 6) that 

Var(6) 2 ( I , ~ ) - ’  = ( n ~ ) - ’ .  

Notice how in the case of independent observations the best we can hope for 

is unbiased estimators with variance of order n - I .  

Example 5.3.11 If we have a random sample from N(p,  a’) with o2 known, 

then I = l / d .  So the Cram&-Rao lower bound for estimation of 1-1 is az /n .  
But Var(x) = a 2 / n ,  so that x is the MVB estimator of p.  

This example shows that the MVB estimator can exist. 

The important question to ask is under what circumstances this will be so. 
is the MVB estimator of 

(5.3.7) 

These are, in fact, easily determined, and we find that 

y(O), if and only if, 
aL 
- = k ( W Y  - y ( W ,  
a0 

where k(8) does not involve the data x. This result has many implications. 

E[(aL/a8)] = 0, so that E(?) = y(8) confirming that the MVB estimator 

of y(O) is unbiased. If we carry out a parallel study of biased estimators 

we find that there is a similar lower bound for the mean square error, but 
that the conditions for this to be attained again imply that the estimator is 

unbiased. So we return to the MVB estimator as the optimum one. 

From (5.3.6) and (5.3.7) the variance of the MVB estimator is easily seen 

to take the simple form y’ (O) /k(8) .  

(5.3.7) provides the means of constructing the MVB estimator if it exists. 
Considering the form of aL/M, we readily obtain by inspection the esti- 
mator i. and from (ii) its variance. 

(5.3.7) implies that ? is singly suficient for 8 in view of the 
Fisher-Neyman factorisation criterion (Section 5.3.1). Thus, the existence 

of a singly sufficient statistic is necessary if an MVB estimator is to be 
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found. On the other hand, we need more than just sufficiency of t: aL/% 

must take the special form exhibited in (5.3.7). 

Consider another example in a fairly standard situation: estimating the variance 
of a normal distribution. 

Example 5.3.12 X I ,  x2, . . . , x,, is a random sample from N(0, o?). 

So ( l / n )  x: is the MVB estimator of 02, with variance 204/n. But 

cannot be put in the form (5.3.7). So no MVB estimator exists for o: that is, for 
the standard deviation rather than for the variance. 

This shows how an MVB estimator may exist for one function y(0) of 0, but 
not for another function $ ( O ) .  In fact, we can be much more precise about this. 

(v) If 6 is singly sufficient for 0, there is a unique function y(0)  for which an 
MVB estimator exists, viz. y(0)  satisfying (5.3.7). So the existence of a 
singly sufficient statistic ensures than an MVB estimator exists for a unique 
function y(0) of 0. 

The complete situation is assessed when we recognise the follouing fact. 

When 0 is one-dimensional, the only situations for which a singly suffi- 
cient statistic exists for 0 are those where the data arise as realisations 

of independent random variables X 1 ,  X 2 ,  . . . , X, ,  , each having a common 
distribution whose probability (density) function has the form 

(vi) 

This is the so-called exponential family of distributions, and includes common 
distributions such as the normal, binomial, Poisson and gamma. Only in such 

situations will we encounter MVB estimators and singly sufJlcient statistics for  a 

scalar parameter 0. 

Thus, we have encountered the promised conditions for single sufficiency (see 

Section 5.3.1). Outside the exponential family, sufficiency can still lead to some 

reduction in the dimensionality of the set of statistics we need to consider, as we 
saw in Example 5.3.4. See also Section 5.3.4. 

For a discussion of minimum variance bound estimation in the presence of 
several parameters, and, in particular, the MVB of a single function of a set of 

parameters, see Stuart, Ord and Arnold (1999 Chapter 17). 
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Variance 

Cram& - Rao bound 

Figure 5.3.4 

Recognising the somewhat limited range of situations where (that is, the limited 

range of functions y(8) for which) MVB estimators can be found, we are forced 

to ask a further question. If a MVB estimator cannot be found for y(@, is there 

nonetheless an unbiased estimator 7 with variance uniformly (in Q) lower than 

that of any other estimator y* .  See Figure 5.3.4. 
This is possible, although, again, the existence of a singly sufficient statistic 

is necessary to obtain such uniformly minimum variance (UMV) estimators. 

In addition, if is to be the UMV estimator of y(8), we need it to satisfy a 

further condition: namely to be complete. 

Completeness is a useful concept in estimation and testing (but with surpris- 
ingly little immediate intuitive appeal). 

Definition. y is complete if for any statistic h( y ) ,  independent of 8, the statement 

E[h(P)] = 0 implies that h ( y )  is identically zero. This says there is no non-triiiial 

unbicised estimator of zero based on 3. 
If i. is sufficient and complete, then i t  turns out that there is a unique function 

h ( y )  of t that is unbiased for any y(8) and that this h ( y )  is the UMV estimator 

The estimator h ( 3 )  is readily justified and constructed, in principle, from the 
of v(8).  

Rao-Blac-k~t*ell theorem. This is expressed as follows: 

Rao-Blackwell Theorem. Suppose that 8" is a singly sufficient statistic for, 

and 6 an unbiased estimator of, a scalar parameter 8 in a family of distributions 

{pfd.v);O E Q).  

Then the estimator. - 
6, = E(8/8*) 

This theorem says that if we have an unbiased estimator, and a sufficient statistic, 

then the expected value of the unbiased estimator conditionul on the suflc'ient 
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statistic is unbiased, is a function of the sufficient statistic and has variance no 

larger than that of the unbiased estimator. 

Example 5.3.13 Suppose we want to estimate 8' in a Binomial distribution 

B(n,  0) on the basis of a single observation x. We know that 6 = s / n  is optimal 

for 0: it is the MVB estimator. Clearly, no MVB estimator exists for 8'. But can 

we find a UMV estimator? 

We see that x is sufficient for 0. Suppose that, for some function g ( s )  we have 

E[g(x)] = 0. Now g(x) takes just n + 1 possible values go, R I ,  . . . , g l l .  So 

I1 

E[g(x)] = (r) 0'( 1 - O)"-'g; .  
1 

i =O 

Clearly, this finite sum cannot be zero for all 8 unless g, = O ( i  = 0, 1, . . . , n ). 

Now consider x(x - 1).  We have 
So E[g(X)] = 0 implies g(x) = 0 and we conclude that x is complete for 8. 

E[X(X - l ) ]  = E(X2 - X) = Var(X) + [E(X)]' - E(X) 

= rzo(1 - 8 )  + n'0' - n0 

= - i)e2 

So (8') = x(x - l)/[n(n - l)] is unbiased for 0' and is a function of a sufficient 

and complete statistic x ;  hence, it is the UMV estimator of 8'. 

Alternatively we may seek the unique h ( 7 )  directly. 

Example 5.3.14 A univariate random variable X has a binomial distribution B 

( n ,  p ) .  Our data consists of a single observation of X .  We see that X is sufficient 

for p ,  and it  is easily confirmed that X/n is the MVB estimator of p .  We want 

to estimate p'. No MVB estimator exists, but we can find the UMV estimator. 
X is not only sufficient, but complete, Also 

E[X(X - l)]  = ~ ( n  - l)p2, 

so that X(X - l ) / [ n ( n  - l ) ]  is unbiased for p' and a function of a sufficient and 

complete statistic. It is therefore the UMV estimator of p'. 

Two further points are worth stressing. 

Suppose the regularity conditions are not satisfied. Will we necessarily obtain 

inferior estimators in such situations? On the contrary, Example 5.3.9 demon- 

strates a situation where the range of the random variable depends on the para- 
meter and an estimator may be found that is outstandingly better than an MVB 

estimator, in having variance of order n-l  rather than r2 - I  . 
The actual effort involved in obtaining an estimator has not figured in our study 

of optimum estimators. But this may be important. For example, in estimating 
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a’ in N(0, a*), the sample variance S 2  = ( I / n ) C x ?  is optimal. However, if 

X ( I  ), X ( 2 ) ,  . . . , X ( , l )  are the ordered potential sample members (the order statis- 
tics), the estimator 

n 

V = 1.7725 C(2i - n - l)X(j,/[n(n - I ) ]  
I 

(5.3.9) 

is more easily calculated and is unbiased with efficiency about 98 per cent relative 
to S’ for all sample sizes. (See Downton 1966.) We will consider such linear order 
statistics estimators in more detail in the next section. Far more extreme examples 

of economy of effort for similar efficiency may be found. 
We now understand the conditions under which optimum point estimators exist 

for a scalar (single) parameter 8 and we have examined their form. Whilst this 
aspect of the subject is important, we must face up to what can be done in practice 
if no optimum estimator exists, or if the effort in obtaining such an estimator is 

prohibitive. 
A range of practical procedures exist for actually constructing estimators. Some 

we have briefly mentioned. The following section reviews these in more detail 
and comments on the properties of the estimators they produce. 

5.3.3 Methods of Constructing Estimators 

There are many practical methods that are used for constructing estimators. We 
will now consider a number of such methods. 

Maximum Likelihood 

This is perhaps the most widely used method and the resulting estimators have 
some (mainly asymptotic) optimum properties. First detailed by Fisher in the early 

1920sf, it proposes the estimation of 8 by that value i for which the likelihood 

function p e ( x )  is a maximum, for the given data x .  The estimator 6 is called the 

maximum likelihood estimator (m.1.e.). 
Essentially, the principle is that the value of the parameter under which the 

obtained data would have had highest probability (density) of arising must be 

intuitively our best estimator of 8. 
We must avoid the temptation to reverse this probability interpretation and 

regard the likelihood function p e ( x ) ,  for fixed x, as providing (subjective) prob- 
ability measures for different possible values of 8. The very term ‘likelihood’ 
encourages this in a way; ‘likelihood’ sounds akin to ‘probability’. It also endorses 
the principle based on it-if we have a measure of the ‘likelihood’ of 9, what 

The principle was used by Lambert around 1760 and D. Bernoulli about 13 years later-though 
with no attempt at justification. 
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has more immediate appeal than to choose that value whose ‘likelihood’ is a 

maximum! 
Although other approaches (see Section 8.2) do interpret p e ( x )  as providing 

at least relative measures of credence for different values of 8, no such ‘0- 

probabilities’ are advanced in the classical approach. Probability remains attached 
to X, not 0; it simply reflects inferentially on 0. In this spirit, it  is difficult to 

formally justify ‘maximising the likelihood’. It rests largely on any intuitive 
appeal, but its strength lies in the fact that resulting estimators often process 

what the classical approach advances as desirable properties. 
Again, we concentrate on a scalar (one-component) parameter 8, although 

here (as throughout this chapter) immediate extensions to more general 8 are 

possible, and some of the relevant considerations and results are discussed later 
(in Section 5.3.4 and in Section 5.6). It is usual to consider the log-likelihood 

Le@), rather than pe(x) ,  because of the added ease this introduces, particularly 

for data in the form of random samples from a fixed distribution. 

a 

6 

In many situations, Le(x) is particularly well behaved, in being continuous with 

single maximum away from the extremes of the range of variation of 8. Then 

is obtained simply as the solution of 

aL 

ao 
- = 0, (5.3.10) 

subject to 

to ensure that the identified stationary point is a maximum. 

Example 5.3.15 XI, X2, . . . , Xn are independent Poisson random variables, 
each with mean 0. Here 

I 1  n 

1 I 

aL/a8 = 0 yields 6 = ( l / n )  EX; = X as the maximum likelihood estimate. The 
estimator x is also the MVB estimator in this situation. 

But in other situations computational difficulties can arise. 

(i) No explicit solution may existfor (5.3.10). Then, iterative numerical methods 
must be used and care is needed to ensure proper convergence. This is particularly 
serious when we have a multi-component 8, or when there may be several relative 

maxima of L from which we must choose the absolute maximum. 
For example, in estimating the location parameter 8 for the Cauchy distribution 

(5.3.4) on the basis of a random sample of size n ,  many maxima may occur and 
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Figure 5.3.5 

the derivative of the log-likelihood function is typically of the form shown in 

Figure 5.3.5. The Newton-Raphson, or fixed-slope Newton, methods may fail 

completely due to points of inflection in L sending the iterate off to infinity, or 

due to the iterate cycling indefinitely as a result of a very steep slope in aL/W 

in the region of a root of (5.3.10). The method of the false positions, or some 

similar method, may be needed to avoid these difficulties. (See Barnett, 1966, 
for further discussion of these matters.) 

( i i )  L may be discontinuoits, or haire a discontiiiuous first deriilative, or ci 

rziciximum L i t  cu i  e.utrenia1 point. Again, special precautions will be needed. An 

interesting example arises when we have independent observations of a random 

variable with probability density proportional to exp{-(x - Ol’’’]; L may look 

like this: 

Figure 5.3.6 

The cusps make it  impossible to employ (5.3.10) and again numerical methods 

will be needed. One appealing off-shoot of this example (first proposed by 

Daniels, 1961) is to consider maximising a smoothed version of L ,  rather than L 

itself: perhaps 
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for different E.  Little seems to be known of this modification. Obviously, if E 

is too large we lose resolution and must expect poor estimators. But it is easily 

shown that this approach can lead on occasions, for suitable E ,  to estimators that 

are more efficient than 6 (see, for example, Barnett, 1966). 
Let us now consider what can be said in general about the properties of 

maximum likelihood estimators. In summary, the properties of 6 can be shown 

to be as follows. 

( i )  Under fairly general conditions, 8 is consistent. Thus, it  is asymptotically 
unbiased, but usually biased in small samples. 

( i i )  If there is a singly sufficient statistic, 8 is aafi4nc.tioiz qf it. If, furthermore, 

an MVB estimator exists for 8, then this is the same as 6. In this case, is, 
of course, optimum. If no MVB estimator exists, little caiz be said of the 

efficiency of 6 in small samples. Its variance is often difficult to determine, 

although in view of (i) and (iv) (below) it may be approximated in large 

samples by its asymptotic form. 

(-E [ { $ } ] ) - I  - 
or even 

the value taken by (-132L/a82)-1 at the rule 6. 

If 6 is the maximum likelihood estimator of 8, y (6 )  is the maximum 

likelihood estimator of y(8). This functional invariance of the maximum 
likelihood estimator is interesting and important. Such invariance is not 

encountered in other situations, e.g. if G is unbiased, y(6) is typically biased 

(unless ~ ( 6 )  = 6). 

8 is asynptotically fully efficient; that is, 

(iii) 

(iv) 

for independent observations from a common distribution. 

6 is asymptotically normallj~ distributed; that is, (v)  

We should note, also, that the score aL/a8 is a.synptotical1.y rzornially 

distrihuted N(0, I ,  (Q)). 
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Whilst we must take care about the possibly poor behaviour of 6 from small 

samples, in cases where no MVB estimator exists, the above catalogue of desir- 

able asymptotic properties ensures the maximum likelihood method of an impor- 

tant role in classical point estimation. In particular, (iii), (iv) and (v )  lead directly 

to large sample tests, or interval estimates, of 8 or y(8). We will return to 

this point. 

Attention to asymptotic behaviour has lead to the study of a wider class of 

best asymptotically normal (BAN) estimators, which have asymptotic normal 

distributions and also satisfy other desirable criteria, such as consistency and 

(asymptotic) efficiency but without some of the computational complexity of 

the maximum likelihood estimator. The m.1.e. is, under appropriate regularity 

conditions, a BAN estimator (see Zachs, 1971, pp. 244 et seq.) .  The method of 

estimation we next consider also yields BAN estimators. 

Minimum Chi-squared 

This is another general method of constructing point estimators, applicable when 

fairly extensive data are available. It finds less application than the other methods 

discussed here, and cannot be claimed to produce universally good, let alone 

optimum, estimators in small samples. 

We shall illustrate its form in a special case. Suppose our data, as n independent 

observations of a random variable X with probability (density) J;)(x), has been 

reduced to the form of a frequency distribution. That is, the frequencies of the 

observations in k different categories are n 1 ,  n2, . . . , nk; where n;  = n. The 

probability of X falling in the ith category may be expressed in terms of an 

integral (or sum) of f o ( x )  over an appropriate range of values of x. Denote this 

probability by n; (6). Then the method of minimum chi-squared prescribes that 
we estimate 6 by minimising the quantity 

where 5, is the simple empirical estimate of ni(0) given by the relative 

frequency n , In .  

In achieving the minimisation U ,  techniques and difficulties are involved that 

are akin to those encountered in the maximum likelihood approach. The similarity 

does not rest at this procedural level. We find that minimum chi-squared estimu- 
tors are asymptotically equivalent to maximum likelihood estimators. However, 

in small samples, no assurances are possible. The minimum chi-squared esti- 

mator need not even be a function of a singly sufficient statistic if one exists. It 

is usually biased, and may have low efficiency relative to alternative estimators. 

The principal appeal is an intuitive one. 
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Example 5.3.16 Suppose XI, x 2 ,  . . . , xn is a random sample from a Poisson 
distribution with mean 8. We know that the sample mean x is the maximum 

likelihood estimator and the MVB estimator. Consider the minimum x 2  esti- 
mator of 8. 

Here we have 

ni(e) = e-%'/i! ( i  = 0, I ,  2, . . .) 

and 

so that minimisation of U involves solving 

where 5; = n , / n ( i  = 0, 1, 2 ,  . . .); the relative frequency of observation of the 
outcome X = i. 

It is clear that this does not yield the sample mean x. We have to solve 

a U / M  = 0 iteratively to obtain the minimum x2 estimate. This example is further 
discussed by Stuart, Ord and Arnold (1999, Sections 18.56 and 18.58) 

So-called modified minimum chi-squared estimators are obtained if we replace 
the probabilities n,(8) in the denominator of U by their relative frequency 
estimates E,. Hsiao (1984) provides a more detailed introduction to this topic. 
Edwards ( 1997a) reprints pivotal historic papers, including discussion of the 

minimum x2 method. Ritov (1995) presents algorithms for calculating minimum 
chi-squared estimators in complex frequency tables. Assimakopoulos et al. ( 1995) 
use the method to study radiostrontium transfer to sheep's milk. 

Estimating Equations 

The methods of maximum likelihood and of minimum chi-square may both 

involve obtaining the estimator as the solution of an equation of the form 

g(x, 8 )  = 0. (5.3.1 1 ) 

For example, the m.1.e. is obtained from (5.3.10) and the minimum chi-squared 

estimator from ( a U / M )  = 0 in well-behaved cases. The particular equations to 
be solved in these methods were determined by the method being used. 

A more general approach to point estimation consists of estimating 8 by 8: the 

solution of an equation of the form (5.3.1 l ) ,  subject to some regularity conditions, 
and the requirement that 

E&(A 0)) = 0 (5.3.12) 
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for all 8 E st. Any equation (5.3.1 I )  satisfying the regularity conditions and 

(5.3.12) is termed an unbiased estimating equation for 0. 

The estimating equation is said to be optirni4nr if it  yields the minimum possible 

value for 

(5.3.13) EH { g’ (S. 8 )  } /EH [ { ag (x. 6, )/ a8 } ’ 1 

uniformly in 8. See Godambe (1960) for basic discussion of the principles of 

inference based on estimating equations. 

There are obvious extensions for multi-component 8, where we need to solve a 

set o f  estimating equations, subject to appropriate side conditions, derived from 

simultaneous minimisation of an appropriate objective function that generalises 

(5.3.13) above. 

In spite of the general nature of this approach to inference (indeed, perhaps 

because of it),  the method of estimating equations (and estimating functions) has 

attracted much attention and interest. This is unabated at the present time. I n  fact, 

i t  was given a boost about 10 years ago with the introduction of generalised esti- 

mating equations by Liang and Zeger (1986). The method has been applied to a 

range of models (especially generalised linear models and models for longitudinal 

data) and across an impressive range of disciplines (with widespread application 

in biology and medicine). 

A recent literature review showed upwards of 200 research publications in the 

last few years. We cannot hope to summarise this work. A few papers illustrate 

its form: 

Lieberman ( 1998) considers unbiased estimation with linear estimating equa- 

tions, Li (1998) an ‘optimal’ estimating equation approach (see also Chan and 

Ghosh. 1998 and Desmond, 1997). Carroll et al. (1998) advance ‘local estimating 

equations.‘ Betensky ( 1997) proposes methods for analysing longitudinal data in 

a medical setting. Zhao et al. (1996) consider regression models with missing 

covariate data; Molenberghs and Ritter ( 1996), multivariate correlated binary 

data; and Sutradhar and Rao (1996). GLM’s for cluster correlated data with 

measurement error. 

Method of Moments 

This was one of the earliest methods of point estimation to be proposed. It has 

immediate intuitive appeal and is very simple to employ. Suppose the data consist 

of independent observations from some distribution. The moments of the distri- 

bution will typically be functions of the components of 8, and we have only to 

equate enough of the sample moments to the corresponding population moments 

to obtain equations for estimating 8. The resulting estimators will normally he 

h i L i w L i ,  m d  little c m i  he m i d  of‘ their efficiency propt’rties. The real appeal is 

simplicity of application. 
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Example 5.3.17 X I ,  XI, . . . , X, ,  are independent random variables with a 
common gamma distribution, having probability density function 

fr,jL(x) = A(Ax)r-’e-’b‘/r(I‘) ( I ’  > 0, A > 0). 

We have E(X) = r/h,  and E(X2) = r ( r  + 1 ) /A2 .  So if 57 = ( 1 / n  ) 

S2 = (l/rz) EX’,  we obtain moment estimators of I’ and A as 

X , ,  and 

r = p/(p - X?), = X/(S‘  - p). 

We obtain useful quick estimates that might serve, at least, as starting values 

for an iterative maximum likelihood study. 

The method of moments is described in more detail by Bowman and Shenton 
(1984), including some discussion of the variances of the estimators and some 
historical commentary. Ball and Davies (1 995) use the method for inference about 

a two-state Markov model for a Single ion channel. 

Least Squares 

Here we meet one of the most frequently applied estimation principles. Its origins 

go back to the work of Laplace and Gauss. Earlier, we have remarked on its 

sample speciJc nature, and on the fact that for linear models it yields linear 

unbiased estimators of minimum variance. Let us consider this in more detail. 
Suppose that our data x arise as an observation of a vector random variable X (of 
dimension n )  whose expected value depends on known linear combinations of 

the p components of a vector parameter 6. This is the ubiquitous linear model. 

Assume, further, that the variance-covariance matrix of X is known up to a scale 
factor. Thus 

x = A6 + E ,  (5.3.14) 

where A is a known ( n  x p )  matrix of full rank (usually, but not necessarily). 
and the random vector E has zero mean and variance-covariance matrix 

where the (a x r z )  symmetric matrix V is known precisely. 

estimate 0 by minimising the quadratic form 

In this situation, the extended least squares principle states that we should 

(x - AO)‘V-’(.r  - AO). (5.3.15) 

This yields an estimator 

(5.3.16) 

(5.3.17) 

with variance - covariance matrix 

(A  ’ v - A - (T ?. 
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The estimator (5.3.16) with variance-covariance matrix (5.3.17) can be shown 

to have smallest variance (on a component-to-component basis) among all unbi- 

ased estimators of 8 that are linear combinations of the elements of X .  
We must ask how good is 6 outside the class of linear estimators. With no 

assumptions about the form of the distribution of E ,  little can be said. However, 

in the special case where E has a multivariate normal distribution, the criterion 

of minimising (5.3.15) is precisely what is involved in the maximum likelihood 

approach to this problem. Thus, the various properties of maximum likelihood 

now transfer to the least squares procedure. In particular, 8 is fully efficient in an 
asymptotic sense, and its large sample properties are immediately determined. 

In many applications, the data x ,  whilst still of the form (5.3.14), arise as 
zincorreluted observations with common variance. Then, V is the ( n  x n )  identity 

matrix, and in large samples the (unbiased) least squares estimator 

6 = (A’A)-‘A’X is essentially normally distributed, in view of the Central Limit 

Theorem, with variance-covariance matrix (A’A)-’&. Thus, probability state- 

ments may be made about 8, formally equivalent to those that are appropriate 

through the maximum likelihood approach when the error structure is described 

by independent normal distributions. 
Either as a principle in its own right with its endowed linear optimality pro- 

perties, or with the wider optimality that arises from a normal error structure, the 

principle of least squares is widely applied to a vast range of statistical problems 

based on a linear model. The majority of classical statistical techniques (regres- 

sion, analysis of variance and so on, in their variety of form and complexity) are 

based on such linear models, which are advanced as reasonable first approxima- 

tions for the study of practical problems across the whole range of disciplines in 
which statistics is applied. In this sense, least squares is extensively employed as 
an applied principle for the construction of point estimators. We shall see later 

that corresponding procedures for testing hypotheses concerning linear models 

assume an equal, if not greater, practical importance. 

Estimation by Order Statistics 

Suppose a set of data arises as independent observations XI ,  x2, . . . , x, of 

some common univariate random variable. We might place these observations 

in ascending order, obtaining x(1), x ( 2 ) ,  . . . , x ( ~ ) ,  which can be regarded as 
observed values of (correlated) random variables X (  1 ), X ( 2 ) ,  . . . X ( n  1. These 

random variables are called order statistics, and it is possible for useful 

estimators to be constructed in terms of X ( I ) ,  X ( 2 ) ,  . . . , X ( , ) .  

The ordered observations have a natural function in describing the properties 

of the sample. For example, ~ ( 1 )  and x( ,~)  are the extreme members of the sample 
and are often of interest in their own right; for instance, in environmental or 

meterological problems. They also are important in the study of outliers (see 

Barnett and Lewis, 1994) Then again, q n )  - x ( 1 )  is the sample range, ( ~ ( 1 )  + 
x ( , ~ ) )  is the sample mid-range, and m = - q k )  or rn = 3 [ ~ ( k )  + x(k+l)] (depending I 
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on whether n = 2k - 1, or n = 2 k )  is the sample median: all with interpretative 

importance. Intuitively, we might expect the sample range to reflect the dispersion 

of the distribution being sampled, and the sample mid-range or sample median 

to reflect its location or central tendency. Thus, if p,  and a, are parameters 

representing measures of location, and dispersion, we might seek estimators of 

We have already seen that this can be a sensible approach. In Example 5.3.9 
the mid-range was seen to be a most desirable estimator of the mean of a uniform 

distribution on ( p  - $, p + i), whilst in Example 5.3.10 the median appeared as 

a useful estimator of the location parameter of the Cauchy distribution. We shall 

also consider later (Chapter 9) the use of order statistics in robust inference about 
location or dispersion parameters. 

The importance of the order statistics is highlighted by their appearance as 

maximum likelihood estimators, or minimal sufficient statistics, in certain situa- 

tions. 

p,  or 0, based on $ ( I )  + X(I1)l say, or X ( n )  - X(1). 

Example 5.3.18 Suppose X has a uniform distribution on the interval ( p  - 

a, p + a). Then ( X ( l ) ,  X ( n ) )  are minimal jointly sufficient for ( p ,  a) .  Also the 
maximum likelihood estimators of p and 0 are 

If not of interest as a natural expression of some property of the data, or 

not arising from more general criteria, we might still consider using the order 
statistics for an alternative expression of the probability model. In this guise, 

it may happen that some convenient linear combination of X , 1 ) ,  X Q ) ,  . . . , X ( l l )  

produces a reasonable estimator. This again has been demonstrated. When X is 

N(0, a’), we saw that the linear form V given as (5.3.9) lacks little in efficiency 

as an estimator of oz. 

The major use of order statistics is in a rather special class of problems, where 
we are sampling from a distribution assumed to have a distribution function of 

the form F [ ( x  - p) /a ] .  Estimators of the form 

1 1 

are considered, and the extended least squares principle can be used to deter- 

mine the minimum variance unbiased estimators of this form. The ‘best linear 
unbiased estimators’ (BLUES) are expressed in terms of the mean vector, 

and variance -covariance matrix, of the parameter-free reduced order statistics, 
U ( ; )  = [ X , j ,  - p] /a .  The BLUEs are asymptotically fully efficient, and although 
little can be proved in general about their small sample behaviour, they seem to 

behave surprisingly well in many cases. Their prime disadvantage, however, is 

the difficulty in calculating their variances. This can involve extensive numeri- 

cal integration, or summation, or the availability of detailed tabulated material, 
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although this is not a major difficulty with the widespread access to computers. 

Efforts have been directed to more tractable approximations See David ( 198 1 ) 

for details of this approach. 

Order statistics also feature in the powerful method of environmental sampling 

known as ranked set sampling; see, for example, Barnett and Moore (1997). 

5.3.4 Estimating Several Parameters 

Passing reference has already been made to multi-parameter situations and we 

have occasionally considered two-parameter problems. In Section 5.3.1 we had 

cause to comment on the concept of sufJ2cienc.y and, in Section 5.3.2, to refer 

to the rnininzurn Lw-iunce boitrid criterion, in the presence of several parameters. 

The particular methods of estimation described in Section 5.3.3 frequently admit 

immediate extension to the multi-parameter case; indeed, the least squcires method 

was specifically developed for such a situation and the method (fmoments and 

i ~ s e  of order stcitistics were illustrated for two-parameter problems. 

One of the methods we should say were about in its role for constructing 

estimators of several parameters is the method cf mcixirnurn likelihood. 

Suppose our data consist of a set of independent observations X I ,  x?, . . . x,, of 

a random variable .r with probability (density) function Jr,c,,, where 6, is a vector 

parameter with components 01 . 02, . . . , 0,,. The principle remains the same as in 

the one-parameter case; namely, we estimate 6 by that value 6 (with components 

01. 02, . . . , I?,,) in the parameter space a, which makes the likelihood as large 

as possible. Under suitable regularity conditions, the likelihood function and 
equivalently the log-likelihood L 3 LH(x) = E;=, log f o ( s , )  will have relative 

maxima that are obtained as solutions of the set of equations 

A A  

dL 
- = O  ( i =  1 , 2  , . . . , p )  (5.3.18) 
ae, 

subject to the matrix {i?L/M,%l,} being negative definite to ensure that we have 

identified a rnmirni irn.  

In general, there may be several relative maxima identified by this procedure 

and we then have the task of picking that one which is the absolute maximum, 

and whose position 6 E 

Note that the difficulties described in the one-parameter case, of non-explicit 

solutions of the likelihood equation and ill-conditioning of numerical methods, 

are even more likely to be encountered (and in more acute form) when we 
have several parameters. Furthermore, when the range of X depends on 8, added 

complications arise and relatively little is known of the behaviour of 6. 
One case, however, is straightforward and yields a uriiqiie maximum like- 

lihood estimator with properties akin to those obtained in the corresponding 

one-parameter situations. 

is then the mnximurn likelihood estirnate. 
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Suppose there exists a set of statistics & ,  6 2 .  . . . , H I  that are jointly sufficient 

for 81,192, . . . , 0,. It is easily established that the maximum likelihood estimator, 

0, must be a function of 01, 01, . . . , Q1. But inore inipor-tarit, if t = p [which is 

so only for the multi-parameter exponential family: (5.3.8), but where 8 is a 

vector and A(O)B(x) is replaced by E:=, A , ( B ) B , ( x ) ]  the maximum likelihood 

estimator is unique and may be obtained by equating H I , & ,  . . . , H I ,  in turn to their 

expected values and solving the resulting equations for 01, 02, . . . , O,, (cf. method 

of rzzonzerits above). The uniqueness of 6 is ensured by the minimal sufficient 

statistic having the same dimensionality as 52. Now (5.3.18) has a unique solution 

6 and { a2L/a8,.a0,),=; is, indeed, negative definite. 

As for the one-parameter case, 6 is consistent under very wide conditions (even 

if the minimal sufficient statistic has dimension in excess of 1 7 ) .  Furthermore, if 

the regularity conditions hold, 6 can be shown to be efficient and asymptotically 

normal; specifically, 6 is asymptotically N(0, V),  where 

- -  - 

A , .  

(5.3.19) 

is known as the irzformation matrix. 

arises from noting that asymptotically 

When the minimal sufficient statistic has dimension p ,  some economy of effort 

so that we can approximate the variance-covariance matrix of 6 from the inverse 

of the matrix of second derivatives of L (or of products of first derivatives) 

evaluated at 6, without the need to obtain expected values. 
As for the one-parameter case, little can be said in general about the behaviour 

of 6 in small samples. 

If we estimate a parameter + = + ( O ) ,  where + is a one-to-one transformation, 

we have simply that $ = +(8). If, furthermore, +(8) is differentiable (at the true 

parameter value 0) the information matrix for + is readily obtained as II’KY, where 

U is the vector of values (a+/aO,.)(r = 1,2, . . . , p ) ,  and V is the information 
matrix for 0. 

Example 5.3.19 For a random sample X I ,  x2, . . . , ~ 1 7  from the lognormal 
distribution discussed in Example 5.3.8, we have 
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where y, = lnx,. Thus, 6 = 7 and 6 = s2/2, where s2 = [E:=l(yl - j92] / n .  

Asymptotically, 6 and 6 are independent with variances ( 2 ( ) / n  and (2  - t 2 ) / n ,  

re spec t i ve 1 y . 
The lognormal distribution has mean p = exp(0 + () and variance o2 = 

[exp(2() - 1 1  exp[2(0 + t)]. Thus, we have as maximum likelihood estimate 

of p,  

= exp(6 + 6) = exp(7 + s2/2) .  

It can be shown that the asymptotic variance of 

(2(< + <') exp[2(8 + ( ) ] ) / n ,  which is less than Var(F) = a 2 / n .  

is 

The properties of 6 sketched above apply only in a range of standard situations 

where appropriate conditions are satisfied. It must be stressed that they do not 

inevitably carry over to other situations; indeed, the maximum likelihood esti- 

mator need not necessarily be unique or consistent, and asymptotic normality is 

not inevitable. 

Particular cases of importance include estimating a subset of the components 

of 8, the occurrence of relative maxima of L at the boundary of Q, failure of 
the regularity conditions, correlated or non-identically distributed observations 

and the prospect that the dimensionality of 8 depends on the sample size. In 

this last case, 6 might not be consistent; when 8 is consistent, its asymptotic 

variance-covariance matrix need not be given by the inverse of the information 

mutrix. (See Cox and Hinkley, 1974, Chapter 9, for a straightforward review of 

some of these situations.) 

Motivated by the idea of maximum likelihood ratio tests (q.v.), an interesting 
approach (Nelder and Wedderburn, 1972) to the fitting of successively more 
complicated models to a set of data proposes maximising the likelihood of the 

current model at each stage and assessing quantitatively the extent to which the 

model tits the data by calculating -2{ maximised log-likelihood}, which is termed 
the deviance in this context. Applied to the study of generalised linear models 

(GLMs), informal methods are proposed for determining when the appropriate 

degree of fit has been achieved. 
The fitting and testing of GLMs plays a significant role in modem clas- 

sical statistical methodology (See McCullagh and Nelder, 1989). The GLM is 
a natural extension of linear and extended linear models (see above). Suppose 

0 has components 01, 02, . . . , 0, and our data are realisations of random vari- 

ables X,( i  = 1.  2,  . . . , n )  with means pi and distributional forms F , .  In the 

linear model (5.3.14) we have, for a typical X ,  p = z fa ,O;  (a linear form 

in O1 , 02, . , . , 8,) and F is often (and conveniently) taken to be normal. If 

the linearity of p is in doubt and the error distribution F is not normal, 

the simple benefits of linear model analysis, via least squares, are not 

available. 
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The GLM assumes that we have some function g(p)  of the mean p that is 
linear in the 0; so that 

P 

and declares a specific form for F .  Such a GLM is said to have link function g, 

and error distribution, F .  Likelihood-based arguments and optimisation principles 
(with the necessary supporting computer software) are now well developed and 
the GLM provides a powerful extension of the linear model methodology. (Of 
course, if g ( X )  3 X and F is normal, we revert to the normal linear model.) 

Example 5.3.20 Poisson regression: suppose X I ,  . . . , X ,  are Poisson random 
variables with means p, = e x p { x  /3&} for a set of concomitant variables p, that 
are associated with variations in the values of the pi. This is a powerful and useful 
model for discrete or count data, e.g. for radiation counts, or road accidents. In 
the latter case, the pi may represent traffic flow rates, road geometry, etc. (See, 
for example, Barnett and Wright, 1992.) This model is a GLM with logarithmic 
link function and Poisson error distribution. 

Some further remarks, on the effect of nuisance parameters and incidental 

parameters, and the notion of ancillarity, appear in Section 5.6. In that section, 
we will also review some recent powerful forms of modified likelihood methods, 
involving maximisation of conditional, partial, marginal, restricted and pro$le 

likelihoods and other derived forms. 

5.4 TESTING STATISTICAL HYPOTHESES 

We must now review the dual concept of testing hypotheses. It is convenient to 
do this in a manner directly parallel to that employed in the previous section in 
the discussion of point estimation. That is to say, we will consider what criteria 

are set up to represent and assess the performance of a statistical test, discuss in 

terms of such criteria what may be meant by an optimum test and determine the 

conditions under which such a test will arise. Finally, we examine any general 

methods of test construction and the performance of the tests they generate. 
The distinctions were drawn, in Section 5.2, between the ideas of a pure 

significance test (with no alternative hypothesis specified and no mechanism 
for rejecting the basic hypothesis, H), a significance test (as a rule for rejecting 
H, without specific regard for any alternative hypothesis) and an hypothesis test 

(as a formal mechanism for rejecting or accepting H in direct comparison with 
a specified alternative hypothesis n). 

Many of the crucial conceptual points were outlined in the earlier section 
(Section 5.2). In moving on to such topics as performance criteria, optimality 
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properties and the construction of tests, the more substantial matters relate to the 

most highly structured form (that of the hypothesis test) and we shall proceed to 

consider this in some detail. 

5.4.1 Criteria for Hypothesis Tests 

In the classical approach, the basis for accepting or rejecting some hypothesis, H, 
about 8 is the so-called test of significance. Before discussing its general form 

- as a Neyman-Pearson hypothesis test, with a specific alternative hypothesis 
H specified, it is useful to illustrate some particular features through a simple 

example. 

Suppose our data consist of observations XI ,  x2, . . . , x, of independent random 

variables X I ,  X z ,  . , . , X,, , each of which has a normal distribution, N(p,  a2), with 

known variance, d. We want to test a simple (or point) hypothesis H : p = po. 

We shall do this by evaluating some function t ( x )  of the data x, accepting H 
if t (x )  is within a particular range of values, and rejecting H otherwise. The 

performance characteristics of such a procedure are again to be expressed in 
nggregate terms, so that we are concerned with the probability distribution of 

t ( X ) ,  the so-called test statistic. 

We might, for example, decide to reject or accept H on the basis of the value 

of the sample mean, T, This is intuitively sensible in that we know that x is a 

good estimator of p.  

Accordingly, we might decide to accept H if X is sufficiently close to po, and 

to reject H if X is not close to 110. Thus, the basis for rejecting H could be that 

IX - pLgI > c ,  for some prescribed value c .  

How should we choose c? We obviously want to avoid rejecting H when it 
is true. This cannot be guaranteed other than by always accepting H, which 

would not be sensible since we would then never reject H when it is false. As 

a compromise, we could ask that the probability of rejecting H when it  is true 

should be small enough ‘to suit our practical needs’, perhaps 0.1, say. 
This implies that we are prepared to accept a risk of 10 per cent of incorrectly 

rejecting H. This is expressed in terms of the test statistic by the fact that 

when H is true 

P ( J X  - p o J  > c )  = 0.1, 

which implies that c = 1.645a/,/n ( I  .645 is the double-tailed 10 per cent point 

of N(0, 1) and yields a critical region for rejecting H of the form 

So if x E SO,  we reject H, otherwise we accept H. 
Such a procedure is called a 10% test ofsignifcance, the significance level 

(here 10 per cent, but this depends on the circumstances of the problem) being 
the risk we are prepared to bear of being wrong in rejecting 13. The test of 

significance operates on the principle that we will accept H unless we witness 
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some event that has sufficiently small probability of arising when H is true. This 

is what Barnard calls ‘the principle of the disbelief in tall stories’. 

But how should we choose the significance level in a particular situation, why 

should we use the particular test statistic x, and what is the justification for the 

specific rejection criterion based on the absolute value of X - PO? 

No formal guidance is offered on the choice of the significance level. If 

different actions are envisaged depending on whether we accept or reject H, 
the attitude adopted is that the significance level should be chosen in the light of 

how serious it  is (‘what it  would cost’) if we reject H rtihen it is true. This type of 

error, termed type I error, is regarded as of prime importance. The significance 

level chosen expresses the risk we are prepared to accept of committing such an 

error. In some cases we may need to ask for this to be severely restricted, say 

to 0.1 per cent.; in other cases we may even accept a risk of 10 per cent. Thus, 

consequences of different actions are relevant to the choice of test, but are used 

only subjectively and informally. They are not quantified, nor processed as part 
of the basic information. 

This attitude is justified on the grounds of the ‘intangibility’ of costs and 

consequences, as we have already remarked. An alternative is to declare no 
significance level at the outset; but to evaluate the test statistic and to determine 

the probability of getting such a value or a more extreme one (in the spirit of the 

rejection criterion) if H is true. This probability is called the critical level of the 

test. In the example it is 

for the observed value, X. The critical level is often interpreted as a measure of 

how significant our actual test result has turned out to be. 
Thus, suppose we conduct a 10 per cent test of H : p = PO,  and find that 

,/n(X - po)/a = 2.576. We obviously reject H for such a test. The test was 

designed to limit the risk of type I error to at most 10 per cent. But the critical 

level is only 1 per cent, since if 2 - N(0, 1)  we have ~(121 > 2.576) = 0.01, so 
we would have rejected even when the maximum risk of type I error that we can 

tolerate is only 1 per cent. To quote the critical level is to provide, in an aggregate 

sense, a more precise statement of our findings about the appropriateness of H. 
As described, the test of significance is concerned merely with limiting the risk 

of type I error. But for any significance level, a vast assortment of tests can be 
constructed with varying rejection criteria, and based on a multitude of different 

test statistics. All that is required is that P(reject HIH true) = a, where a is the 

significance level. Even restricting attention to the statistic various possibilities 

exist with no way (so far) of distinguishing between them. 
Consider the need for a 10 per cent test. The following three rejection criteria 

all meet this need: 

(i) JX - > 1.645o/Jn, 

(ii) X - PO > 1.282a/,/n, 
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Figure 5.4.1 

or even 
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(iii) IF - pol < 0.126a/dn. 

In each case, the probability of rejecting H, when it is true, is obtained from 

the standarised normal distribution, N(0, 1) .  It is precisely 0.1 in each case, as 

illustrated by the shaded regions in Figure 5.4.1. 

Obviously, some further condition must be imposed. We find in case (iii), for 

example, that the probability of rejecting H is larger when H is true than when 

it is false, which is clearly inappropriate. 

Such anomalies are unacceptable and we can avoid them by recognising 

another type of error, type I1 error, which we must guard against. This is 

the possibility of accepting H when it is false. In general terms, we want the 

probability of type I1 error to be as small as possible. 

At this stage, we are forced to declare an alternative hypothesis, E, as a 

statement of what is meant by H being ‘false’. Otherwise, there is no probability 

model specified, against which to assess the implications of the falseness of H. 
We are now concerned with what has been termed above an hypothesis test; 

the outcome of which will be either to accept the declared hypothesis, H, or the 

specified alternative, E. 
might take the composite form, a : p # po. The probability 

of type I1 error is the probability that the test leads to acceptance of H when, 
in fact, H prevails. However, when a applies, there is no unique probability in 

view of its composite nature. For each ,LL # po, there is a probability, P (accept 

Hlp), of type I1 error. 

Thus, we introduce a function /3(p), called the power function of the test, to 

assess the behaviour of the test with regard to type I1 error. This is defined as 

In our example, 

p(p )  = P(reject HIP) = 1 - P(accept HIP), (5.4.1) 

and ideally we want to choose that test for which D(p) is ‘as large as possible’ 

when ,LL # PO. Consider B(p) in the three cases above. These typically appear as 

follows: 

We immediately recognise a difficulty. Tests (ii) and (iii) have little appeal due 

to their very low power when p < po, or for all p # po, respectively. And yet 

(i) is not everywhere superior. In fact (ii) has greater power than (i) for p > PO. 

So no clear-cut distinction can immediately be drawn. 
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Figure 5.4.2 

We can at least rule out (iii) as ‘inadmissible’, in that i t  is ‘dominated’ by (i), 

which has power greater than that of (iii)for all p # PO. This idea of admissibility 

is important in hypothesis testing, and it has an equally (if not more) important 

counterpart in decision theory as we shall see in Chapter 7. 

Ideally, we would wish to choose from amongst any set of tests under consi- 
deration that which has uniformly greatest power. Indeed, we would hope to go 

further and distinguish one test that is uniformly most powerful (UMP) in the 

complete class of tests of a given significance level. Uniformly most powerful 

tests represent the optimum behaviour we seek. We must consider whether it is 

realistic to hope to achieve this, and, if so, how we might derive UMP tests. 
One notable feature of the hypothesis test is the asymmetric way in which H 

and are regarded. In seeking to minimise the probability of type I1 error, with 

an overriding constraint placed on the probability of type I error, we are, in a 

sense, regarding H as more important than H. That is, the major concern is to 

ensure that the probability of rejecting H, when it is true, is suitably small. As 
a consequence, the opposite concern for rejecting H when H is true may suffer. 

Consider p close to PO, but not equal to PO, for test (i) in Figure 5.4.2. The 

power may be very poor indeed. 

Why take this asymmetric viewpoint? Simply because it is not easy to treat H 
and H on the same footing. If we reduce the probability of type I error we find 
(usually‘) that the probability of type I1 error increases, and vice versa. It might 

make sense in some situation to compromise by constructing a procedure that 
specifies both risks at chosen points in H and H,  rather than limiting the type I 
risk to some prescribed level and tolerating what this implies about the type I1 

risk. This is done, for example, in some sampling inspection and quality control 

problems and could be valuable in the setting of environmental standards (see 

Barnett and O’Hagan, 1997). 

But the asymmetric test is the prevailing form of hypothesis test on the classical 
approach. This asymmetry has certain implications. We cannot interchange H and 

’ Some intriguing work by Barnard ( 197 1 ) and Robbins and Siegmund ( 197 1 ) on tests of pobcser one 

uniformly throughout the alternative hypothesis region calls into question whether the conventional 
belief that we must inevitably trade off one type of risk against another is necessarily true. 
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- 
H without altering the whole nature of the test and this forces us to choose H and 

H quite specifically in relation to practical details of the problem under study. 

The basic hypothesis H, whose incorrect rejection we wish primarily to safe- 

guard, is usually chosen on a natural, benejit of the doubt, basis. A manufacturer 

of biscuits might claim that his packets weigh 200 g on average. To test this, as 

consumers, it  would seem fair and reasonable to adopt this claim as the basic 

hypothesis H, and be prepared to safeguard its incorrect rejection by only rejecting 

it  if we have adequate grounds for doing so. 

are, of course, distinguished in the terminology 
of the subject. We shall here talk of H, in the usual way, as the alternative 
hypothesis. The basic hypothesis H is often called the null hypothesis. We shall 

instead refer to it as the working hypothesis, in view of the lack of agreement 

in the literature as to whether null necessarily implies simple. Such a restriction 

would hamper the general development of the following sections. Indeed, we 

should note that a simple hypothesis is of somewhat limited practical interest. 

In the biscuit example we may not be really concerned with the hypothesis 

H : p = 200. In different circumstances, H : 199 < p < 201, or H : p 2 200, 

may be more realistic. Whilst the latter type of one-sided hypothesis does figure 
widely in studying hypothesis tests, the former is usually abstracted as a simple 

hypothesis H : p = 200, with a resulting element of unreality. 

The final illustrative point concerns the choice of the test statistic. We chose to 
use x, because of its desirable properties as a point estimator. Is this necessarily 

a legitimate extrapolation? The answer is essentially, yes! For example, we find 

for case (i)  that if we increase the sample size, for the same significance level, 

the test becomes more powerful. See Figure 5.4.3(a). This merely reflects the 

consistency of % and can be exploited in choosing the sample size n to yield a 
test of a specified power at some chosen value of p # po. 

Then again, if we construct a test of H : p = po based on the sample median 

m, rather than on z, we find that for common sample size and significance level 

the former is less powerful than the latter. See Figure 5.4.3(b). Here, we are 

witnessing in another form the greater efficiency of X .  

- 

The different roles of H and 

I I 

1 PO 

( b )  

I I 1 

PO 

( 0 )  

Figure 5.4.3 
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The concept of suficiency was seen to be crucial to the existence of optimum 

point estimators. In the area of hypothesis tests, it again turns out to play a vital 

role in determining whether or not UMP tests exist. 

5.4.2 Uniformly Most Powerful Tests 

Let us consider now to what extent it is possible to achieve the ideal advanced in 
the previous section: that of a UMP test. Some of the central results in this area 

will be reviewed, but no formal proofs are presented. A detailed treatment of the 

material summarised below, and relevant extensions, is given by Lehmann 1986. 

We start with a more formal description of the hypothesis test. The utorking 

hypothesis H, and the alternative hypothesis H, serve to partition the pararneter 

space 52. Under H, 8 lies in a subspace w ;  under H, 8 lies in the complementary 

subspace, 52 - w. 
- 

H : ~ E u ,  H : 8 € 5 2 - ~ .  

The sample space .Y* is also partitioned by the test procedure into two comple- 
mentary subspaces, SO and S1: the critical region and non-critical region, respec- 

tively. The test proceeds on the policy: 

reject H, if x E SO; accept H, if x E SI (.Y’ - S O ) .  

The choice of test {SO, Sl} is guided by the desire to safeguard the incorrect 

rejection of H, by assigning a signijcance level, a, to be an upper limit to the 

probability of incorrect rejection of H. That is, 

P ( X  E S0l8) 5 a, all 8 E w. (5.4.2) 

Among tests { S O ,  S1J of level a ;  that is, satisfying (5.4.2), one is judged better 

than another in terms of how good it is at guarding against the second type of 
error, of accepting H when it is false. Consider a particular 8 E 52 - U. If in one 

level-a test it  happens that P ( X  E Sll8) is less than i t  is in a second level-a test, 

the first test is adjudged better at the particular 8 value; we say that at 8 i t  has 

greater power, P(X E Sol8). Note that P(X E Sol8) is the probability of correctly 

rejecting H, for 8 E 52 - W .  

The ultimate aim is to construct a test {SO,  Sl} satisfying (5.4.2) and for which 

P ( X  E Sole) is maximised simultaneously for all 8 E 52 - w. This, if it exists, is 

the UMP level-a test of H against R. 
We must note that in defining a level-a test by means of (5.4.2), there is no 

guarantee that the probability of incorrectly rejecting H will be as large as a for 

any value of 8 E w. Accordingly, we introduce a further concept. A level-a test 

{SO, S , }  is said to have size, 6, where 

6 = sup P ( X  E Sop) 
&w 
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Thus, 6 is essentially the maximum probability of incorrectly rejecting H as 8 
ranges over w. 

The main point at issue must be to determine whether we can reasonably 

expect to encounter situations where it is possible to maximise the power of a 

level-a test at all values of 8 E S2 - w simultaneously. We shall approach this 

general enquiry in simple stages. 

In their early writings on hypothesis testing, Neyman and Pearson considered 

the most basic example, of testing one simple hypothesis against another. In this 

situation, C2 consists of just two members, 80 and 01. H declares that 8 = 80 is the 

true probability model, whilst states the opposite, that 8 = 81. The likelihood 

function, for data x, takes just two forms, po(x) or p l ( x ) ,  respectively. Neyman 

and Pearson suggested that it was sensible to base the acceptance or rejection of H 
on the relative values of po(x) and p1 (x); that is, to reject H only if the likelihood 

ratio p ~ ( x ) / p l ( x )  is sufficiently small. This amounts to rejecting H only if the 

sample data, x, are sufficiently more probable when 0 = 81 than when 8 = 00. 

Again, we must take care over the interpretation of this criterion; the likelihood 

ratio is intended to measure the relative chances of .Y arising, not the relative 
probabilities of 00 and 81 (however appealing this latter view might seem)! 

When considering general hypotheses H : 0 E w and : 8 E 52 - w,  Neyman 

and Pearson extended this intuitive criterion to the ratio 

(5.4.3) 

They proposed the extended principle of rejecting H only if (5.4.3) is suffi- 

ciently small, and we shall consider the implications of this in some detail as a 
practical means of test construction when we discuss likelihood ratio tests in 

Section 5.4.3. 

But whilst presenting this principle as a natural intuitive basis for testing 
H against H in general, they subsequently showed that in the particular case 
of testing one simple hypothesis against another it was in fact the optimum 

procedure. This is expressed in the celebrated Neyman - Pearson lemma. 

Neyman-Pearson Lemma. I f  a partition {So, Sl} of the sample space . I '  is 

defined by 

with JS(, p ~ ( x )  = a; then (SO, SI ] is the most powerjiul level-a (size-a) test of 

H 0 = 00 against : 8 = 81. 

We should note that enunciation of this lemma, and similar results later, is not 

strictly correct in one respect. If X has a discrete component it may not be possible 

to exactly satisfy the size-a condition. This is easily remedied by introducing the 

idea of a randomised test, to cover cases where the event p l ( x )  = k p o ( x )  has 

non-zero probability and we cannot achieve exactly some prescribed size a for 
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the test. Here, we rundominise our decision for any x satisfying p1 ( x )  = kpo(x)  

by assigning such an x to SO with some probability +(O < + < 1): choosing + to 
yield the required size a for the test. We shall not pursue this matter further, but 
see, for example, Lehmann (1986, Chapter 3). 

There is, of course, no question of uniformly greatest power in the simple 
situation covered by the Neyman-Pearson Lemma since is simple and thus 
contains only one value of 8. However, the importance of the result is that it 

can be used to demonstrate the existence, and form, of uniformly most powlerjkl 
tests in certain more complicated situations, where H is composite. Not least 
important in this effect is the fact that it shows that it really is possible to 
encounter UMP tests, a point we had not previously established. Consider the 
following example. 

Example 5.4.1 X I ,  x2, . . . , x, is a random sample from N(p,  a2), where a2 is 

known. We wish to test two simple hypotheses, H : p = po against fl : p = 
pi (> PO), on a level-a test. By the lemma, the most powerful test has critical 
region 

SO = { x  : exp[x(pI - po)/a2 - (p i  - p;)/2a2] > k } .  

But this means that we reject H if X > c, for a suitable constant c, i.e. when E 

is particularly large, which seems a sensible criterion. Notice how the resulting 

test statistic, x, is sufficient; also x is the MVB estimator of p.  

Now c must be chosen so that P ( x  > c ( p 0 )  = a ,  which gives c = po + 
~ 2 ~ a / J n ,  where ~2~ is the double-tailed 2a-point of N(0, 1). So we have the 
most powerful level-a! (size-a) test of H against g .  

But the interesting point is that c does not explicitly involve p ~ .  So the 
same test is optimum whatever the value of ,ul and we conclude that this level- 
a (size-a) test is uniformly most powerful for testing H : p = po against the 
composite alternative hypothesis H : p > po. 

Thus, we have obtained a UMP test for a particular form of one-sided 

composite alternative hypothesis. If we take a = 0.1 in Example 5.4.1 we have 
precisely the test given as case (ii) in the previous section. 

It will be obvious that an analogous UMP one-sided level-a test can be 
obtained for H : p = po and : p < po. Both of these tests also have level a in 
the two-sided situation with H : p = po and : p # po, and each is uniformly 
most powerful over a particular region: viz. one, or other, side of po. But the tests 
are not the same test, of course, and we can thus conclude that there is conse- 
quently no UMP test in the two-sided situation. So, in spite of the previously 
discussed intuitive advantages of test (i) of the previous section (see Figure 5.4. l) ,  
for the two-sided case, it cannot be optimum. 

This illustrates a general effect. When testing a simple working hypothesis 
about a single parameter against a one-sided alternative hypothesis, a UMP test 
may exist. In fact, it is guaranteed to do so i f a  singly sufJicient statistic exists 

for 8. When the alternative hypothesis is two-sided, there is, in general, no UMP 
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test. ‘This seems a somewhat bleak conclusion when viewed in the light of the 

different types of practical situation of interest (where alternative hypotheses may 

be two-sided, 8 may have many components, H andor may be composite). 

To extend the attribution of optimum properties to tests in these wider important 

practical situations (particularly with composite H andor H) it  is necessary to 

make stronger or more specific assumptions concerning the test situations, or test 

structures. There are basically two ways in which this can be done. 

(i)  We can make some particular assumptions about the probability model, and 
seek UMP tests for such assumed probability models. This limits the range 

of application of the resulting tests, but need not be a severe restriction. 

We can retain a perfectly general probability model, but place further condi- 

tions on the types of tests that are to be considered. Such conditions are 
motivated by essentially practical interests, in the sense that they constitute 
no serious restriction to the class of tests we should wish to consider in 

terms of practical needs. UMP tests may then exist within the restricted 
class of tests, and their non-existence in the wider class of all possible tests 

is no embarrassment. 

( i i )  

Let us consider just some of the results available under the principles (i)  

and (ii). 

Restricted Probability Models 

In certain situations, the probability model, whilst not specified in any detail, 
does satisfy the general condition that it has monotone likelihood ratio. This is 

defined as follows for a single (component) parameter 8. 
Suppose that for any 8 and O’,  with 8 < 8’, p ~ ( x )  and p e f ( x )  are not identical 

and pH1 ( x ) / p e ( Q )  is ci non-decreasing function of a real-valued function 8 ( x )  c,f 

the data, then pH(x) is said to have monotone likelihood ratio in 8(x). 

In this situation, it can be shown that a UMP level-a test exists f o r  testing 

H : 8 5 00 cigainst B : 6, > 80. This has critical arid non-critical regions 

- I 

so = { x  : Q(x)  > c}, s, = { x  : Q(x)  < c } ,  

where c is chosen to ensure P ( X  E So/Qo) = a. (Thus the test also has size a.) 
So we now encounter a UMP test of a composite one-sided hypothesis H, 

against a composite one-sided alternative hypothesis R. In fact, in Example 5.4.1, 

the probability model has monotone likelihood ration in X and the test described 
in the example is UMP for the wider situation with H : p 5 p() and H : p > po. 

To understand the practical implications of this assumed probability structure, 

we need to know in what situations i t  arises. It is quite frequently encountered, 

and again the idea of sufficiency is crucial. We find that single parameter families 

of probability distributions with monotone likelihood ratio arise as conditional 
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distributions given a singly sufficient statistic. In particular, the single parameter 

exponential family (see (5.3.8)) with A(0)  8 (that is, with so-called natural 

parameter, 0) has monotone likelihood ratio in B ( x ) ,  and UMP tests of one-sided 

hypotheses exist with rejection criterion based on the magnitude of B ( x ) .  

But if we are prepared to make this even stronger assumption that we are 

sampling from the single parameter exponential family, then UMP tests exist 

even for some two-sided hypotheses. The term ‘single parameter’ needs quali- 

fication-strictly what is meant is a single i4nknouw parameter. N(p,  a’), with 

a2 known, is one example. We have the following result. 

: O1 < 0 < 0’ a UMP level- 

a test exists with 

For testing H; 8 5 81 or 0 2 02(8l < 02) against 

where c1 and c2 are determined by P ( X  E Sol0,) = P(X E Sol0’) = CY. (Once 
again this UMP level-a! test actually has size a!.) 

But no UMP test exists if we interchange H and H !  

Restricted Types of Test 

The alternative means of obtaining optimum tests is to place some limitations on 

the types of test that are to be considered. 

Referring back to the previous section, we considered testing H : p = po 

against H : p = po on the basis of a random sample of n observations from 

N(p, a’), with o2 known. Of the three cases examined, one of them (case (ii i))  
was obviously unsatisfactory. The symmetric test (i) has more appeal, in having 

increasing power as p departs more and more from po. And yet it is not UMP, 

in being dominated for p > po by the asymmetric test (ii). (See Figure 5.4.2) 
Indeed, we have now seen that (ii) represents the UMP test of H : p 5 po against 

H : p > po and that no UMP test can exist for the two-sided situation. 

However, there is a strong reason why test (ii) should not be entertained for 

testing H : p = PO against : p = po, in spite of its optimum behaviour for 

/A > po. This is its unacceptable performance for p < po, where the probability 

of rejecting H becomes smaller and smaller as p goes further from po. Indeed, 
this probability is not even as large as the sign$cance level of the test. This 

observation suggests that in order to avoid such unsatisfactory behaviour it would 

be sensible to consider only those tests where 

- 

P(reject H J H  false) 2 P(reject H ( H  true) (for all 8 )  

-surely a modest but important restriction. Such tests are said to be unbiased. 

On this restriction, test (ii) is not a contender in the above situation, and the 

question of whether an optimum unbiased test exists needs to be studied. Thus, 

we now seek uniformly most powerful unbiased (UMPU) tests. 
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A general level-a test of H : 8 E 0 against : 8 E 52 - 0, with critical and 

non-critical regions, SO and SI ,  respectively, is said to be unbiased if 

P(X E Sop) 5 a,  

P(X E So(@ 3 a, 

8 E 0, 

8 E s2 - w. (5.4.4) 

(In Chapter 7 we shall see this as a particular form of a wider concept of 

unbiased decision rules). 

Restricting attention to unbiased tests we find that optimum tests now exist in 
further situations. It turns out that, for  the single purumeter exponential family 

(where 52 is the natural parameter space), a UMP U test of level a exists for 

testing H : 0 = 00 against H : 6, # 80. This has critical and non-critical regions 

of the forms: 

where C I  and c? are determined by P ( X  E SolOO) = a and 

I(dldQ)(P(X E SolB)}(e,  = 0: this latter condition expressing the fact that the 

power function has a minimum at 6, = 00. 

Example 5.4.2 Suppose that X I ,  s2, . . . , x ,  is a random sample from N(p ,  a’) 
with 0’ known. Here, we have a member of the exponential family with B(x )  0: X. 
The UMPU test, at level a,  of H : p = po against E : p # p() has critical and 

non-critical regions 

where P[cl < X < c21poJ = 1 - a and cl + c2 = 2p0. This implies that 

cl = pO - ;z( ,a/Jn,  cZ = pO + z2(,a/,/n. Suppose a = 0.10, then c1 = p~ - 

1.645a/,/n and c~ = po + 1.645a/,/n, so that the test ( i )  of the previous section 

is, in fact, the UMPU test. 

An alternative means of restricting the types of tests to be considered is also 
based on natural practical requirements. It seems sensible to ask that certain 
transformations of the sample space should not essentially alter the statistical 

inferences that we draw. For example, a change of scale or origin in the observa- 

tions should not affect the conclusions of a test. Thus, we might restrict attention 

only to those tests that are invariant under prescribed types of transformation. 

Within this restricted class, we again find that optimum tests may exist, uniformly 

most powerful invariant (UMPI) tests, where they do not do so in the unre- 

stricted environment. The restrictions of unbiasedness and invariance tend to 
complement each other, in that UMPU tests may exist where UMPI tests do not, 
and vice versa. See Lehmann (1986, Chapter 6). However, when both exist in 

some situation, they coincide. 
Where optimum tests do not exist either in these restricted frameworks, or as 

a consequence of some special probability structure, more pragmatic criteria are 
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adopted. As one example, locally most powerful tests may be employed, which 
ensure that the probability of rejection is maximised for those 8 E R - o which 

are in some sense close to the working hypothesis region o. Again, see Lehmann 
(1 986, Chapter 9). 

In much of the discussion so far we have acted as if 8 has just a single 
(unknown) component. This is most unrealistic; in the majority of practical 

situations 0 has several components and we will wish to test joint hypotheses 
about these components. Consider for example (even the N(p, a’) case. There 

are two components here; namely, p and o’, and it  is unlikely that we shall 
have any precise knowledge of the value of either of them. We might wish to 

test H : p = po against k : p # po, when a2 is unknouw or even more specific 
hypotheses in relation to the values of p and 02, such as H : p = po;a 5 00 

against k : p # PO;  o > UO.  In the first case o’ is termed a nuisance param- 
eter; its value is not of interest to us, but being unknown it affects the form and 
properties of any test of H against H. 

In the main, no global UMP tests exist in such multi-parameter problems. 
But again UMPU or UMPI tests may sometimes be found, and the existence of 
sufficient statistics again turns out to be crucial. Rather than attempt to summarise 
the results that are available, we shall merely report a few illustrative results. 

When sampling from N(p, a*), with o’ unknown, the customary tests of H : 

p = po against T? : p # po, or of H : p 5 po against : p > po are the familiar 
one-sided and two-sided t-tests. These are, in fact, optimum in the sense of being 
both UMPU and UMPI. Likewise, the usual tests of a2, with p unknown, based 

on the x’ distribution, are both UMPU and UMPI, although the unbaised two- 
sided test is not, of course, based on equal ordinates, or equal tail areas, of the x’ 
distribution. Since we are here considering a member of the exponential family 

of distributions, we find, in fact, a more universal optimality in some situations. 
For example, a UMP test exists for H : a 5 00 against F? : a > 00, but not for 

H and k interchanged. For one-sided tests of p when O’ is unknown, it turns 
out that a UMP test exists for H : p 5 po against H : p > (or vice versa) 

provided a 2 f .  But this latter result is hardly of much practical relevance! We 
would not wish to be more likely to reject H when it is true than to accept it. 

5.4.3 Construction of Tests 

We come now to the question of how to construct tests in practical situations. 

As with optimum estimators, so the study of optimum tests has pinpointed the 

circumstances in which these exist and has demonstrated their form. Thus, in 
some cases, where optimum tests exist, the detailed nature of the test can be 

derived from the general results. All that is involved are the (sometimes substan- 
tial) probability calculations needed to determine the specific rejection criterion 
for a test of particular H and H, at the prescribed significance level a. We saw, 

for example, that the UMP level-a test of H : p 5 po against : p > po in the 
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case of sampling from N(p, a2) ,  with a2 known, implies rejection of H when 

x > PO + zz,,al,/n. 
So where certain types of optimum test exist, the specific form can often 

be derived from the general characterisation results illustrated in the previous 

section. But this covers only a few situations; optimum tests are rare. What is 
needed is a universal procedure (cf. maximum likelihood in point estimation) for 

constructing tests in different situations, not tied to optimality considerations. 
Such a procedure, intuitively based but providing some reasonable performance 

characteristics in many cases, is that which yields: 

- 

Likelihood Ratio Tests 

We saw, in terms of the Neyman-Pearson lemma, how the most powerful test 

of one simple hypothesis against another is based on the value of the ratio of 

the likelihoods under the two hypotheses. Even earlier in historical sequence, 

Neyman and Pearson had proposed the value of the likelihood ratio as a natural 

basic criterion for acceptance or rejection in any significance test. It was proposed 

as a practical procedure, without specific regard to the properties of the resulting 

tests. As such, it is still the principal method that is adopted in constructing tests, 

and we shall consider briefly how it operates and what may be said of the tests, 

likelihood ratio tests, that it produces. 

: 8 E Q-w, on the basis of sample 

data x. It would seem intuitively reasonable that the data provide greater support 
for H in preference to H the larger is the likelihood p o ( x )  under H than under H. 

But pu(.r) is not unique in either case, i t  takes different values for different values 

of 0. A procedure is proposed where the ratio of the maximised likelihoods (over 

H and H) is employed as a basis for accepting or rejecting H. Specifically, the 

level-at likelihood rutio test demands rejection of H if this ratio h is sufficiently 
small. This is equivalent to using a critical region for rejection 

Suppose we wish to test H : 8 E w against 

(5.4.5) 

where 

Thus, 6 is the muximum likelihood estimator of 8, and the constrained 

maximum likelihood estimator when 8 is assumed to lie in the subspace w. The 

constant c is constrained by the condition 

P(X E So18) 5 a, 8 E 0. (5.4.6) 

and usually we ask that equality holds for some 8 E w ;  that is, that the test has 

size at. 
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Example 5.4.3 
with p,  a2 unknown. Consider 

Suppose that X I ,  x2, , . . , xtt is a random sample from N(p ,  a’) 

Here, a2 is a nuisance parameter. 

under H are 60 = po, G2 = ( l / n )  C’,’(xi - po)2. 

Thus 

NOW fi  = X, G 2  = ( l / n )  (xi - X)*, and the constrained maximising values 

= P / @ ( $ ~ ) / P f i . &  = (aw** 
So we reject H if 
But 

5 c. 

= [ l  + t 2 ( n  - 1)]-’12, where t = ,/[n](X - po)/s with 

1 
s2 = ~ C ( x ;  -E)2 .  

1 
n - 1  

So h < c is equivalent to It1 > k ,  for suitably chosen k .  For a level-ac test, k must 

be chosen to satisfy 

Wl > W O )  = a. 

This yields the familiar two-sided t-test, which we have already noted as being 

UMPU. 

It is interesting to see that the likelihood ratio test can have optimum properties 
outside the elementary case of two simple hypotheses. But this effect is not so 

surprising. The test is based on the maximum likelihood estimator, which we have 

seen depends on minimal sufficient statistics, and which is, in fact, optimum if 

an optimum estimator exists. What we are witnessing is the transfer of these 

properties to the hypothesis-testing situation. But as for maximum likelihood 

estimation, there is no guarantee that the likelihood ratio test always behaves well 
for small samples. It will often be biased, and may have anomalous properties 
in special situations. 

On the other hand, it does offer some optimum properties in an asymp- 

totic sense, again reflecting the behaviour of maximum likelihood estimators. 

Commonly, H amounts to a reduction in the dimension of the parameter space 52 

due to placing linear constraints on the components of 0. Suppose 0 has k compo- 

nents, and H imposes rn 5 k independent linear constraints so that (possibly 

with a reparameterisation) we have 81, . . . , et, forced to assume specified values. 
That is, 

H : 61 = 81,, . . . , 6, = 8,,,. 

If the sample size is large then, as a result of the asymptotic normality of the 

maximum likelihood estimator, we find that the likelihood ratio statistic h has a 
distribution essentially independent of that from which the sample has arisen. In 

fact, -2 log h is asymptotically distributed according to a x’ distribution with vi 



180 CLASSICAL INFERENCE 

degrees of freedom, and the detailed form of the rejection criterion for a level-cv 
test immediately follows. This test is asymptotically UMPI. In the special case of 
the linear model (5.3.14) with normal error structure, these results apply exactly 

(rather than just asymptotically) for any sample size n ( n  > k ) .  
In summary then, likelihood ratio tests. 

(i) quite often produce reasonable, even optimum, procedures in finite sample- 
size situations, 

(ii) are asymptotically well behaved, and tractable, in being based on the x 2  
distribution in an important class of problems. 

A comparison of likelihood ratio tests with other possible tests is made by Peers 
(197 1). The properties of likelihood ratio tests still attract much interest-see, 
for example, Mangin and Goffinet ( 1995), Zhu and Reid (1996). 

Monte Carlo, or Simulation, Tests 

A simple empirical form of significance test has been receiving some attention 
in recent years. First proposed by Barnard (1 963), its properties have been inves- 
tigated and illustrated by, among others, Hope (1968), Besag and Diggle ( 1977) 
and Marriott (1979). 

The principle of the so-called Monte Carlo test, or simulation test, is as follows. 
We want to test some simple hypothesis H on the basis of the observed value t 

of an appropriate test statistic, T .  Under H, we simulate a set of m samples of 

similar size to that under consideration and calculate the corresponding values 
t 1 ,  t 2 ,  . . . , tm of T .  We have then merely to observe the rank of the observed 
value t in the augmented set of values { t ,  t l ,  t 2 ,  . . . , t m }  to obtain an empirical 
estimate of the exact significance level (or critical level) of the test. The larger 
m, the more accurate our assessment of critical level. 

The approach has obvious attractions: avoidance of the need to deal with 

complicated distributional behaviour of T ,  easy explanation and interpretation for 
the layman. Modern computing facilities make it far more feasible than previ- 
ously, especally as m in the region of only 100 or so may suffice on occasions 
(see Besag and Diggle, 1977). The question of the power of the test against 
specified alternatives needs to be considered in particular cases. The test also 
has the initially strange property of a variable critical region depending on the 
simulation set. Thus, depending on ( t l  , t 2 ,  . . . , t m ) ,  a specific value t may or may 
not lead to rejection. (See Hope, 1968; Marriott, 1979). In complex problems, it 

is, of course, not always a trivial matter to simulate observations of T .  
Bolviken and Skovlund ( 1996) describe how to obtain confidence intervals 

from Monte Carlo tests. 
Monte Carlo tests have recently been used in studies of climate modelling 

(Ward and Navarra, 1997), disease/allele links (Sham and Curtis, 1995) and the 
optimal dimensionality of lake ecosystem models (Hakanson, I 995). 
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5.5 REGION AND INTERVAL ESTIMATES 

The third component in the classical approach is the use of the data x to construct 
a region within which the parameter 6 may reasonably be expected to lie. 

Thus, instead of a one-to-one mapping from .I’ to 52 as is involved in point 
estimation, ,A*  is mapped into a family of subsets of 52, . /  ( X ) .  Just how this 
family is to be chosen, and what is the interpretation and application of its 
members, needs to be carefully considered. One thing is clear: the function of 
such a procedure. It is entirely inferential, in concluding on the basis of data x 

that 6 lies in a subspace .I/ (x) c 52. 

Ideally, we should again proceed through the three stages of dejnitive criteria, 

bases for optimality and methods of construction. Instead, we shall telescope 
these by dealing only with illustrative examples that touch on all three aspects. 

The common expression of a region or interval estimate in the classical 
approach is in terms of confidence regions and confidence intervals. The idea 
is due to Neyman in the late 1930s, although some hints of an apparently similar 

concept appear as early as 1814 in the work of Laplace. Developing alongside 
this idea was a parallel concept of fiducial regions and fiducial intervals due to 
Fisher. In their practical expression, the two approaches coincided for the single 
parameter problems to which they were originally applied, and it  was some time 
before a basic distinction of attitude and end-result became apparent. 

This arose through the celebrated Behrens-Fisher problem of drawing infer- 
ences about the difference in the values of the means of two normal distributions 
with different unknown variances, where it was clear that the confidence, and 
fiducial, methods produced different answers. This lead to what was perhaps the 
most turbulent controversy in the history of statistics, as the research literature 
of the time demonstrates. We shall separate the protagonists here, by considering 
the conjidence concept at this stage as essentially a development (or re-emphasis) 
of the test of significance. At a later stage (in Chapter 8) we take up the rather 
more nebulous concept of jiducial probability and jiducial estimation. 

We start with the idea of a one-sided confidence interval for a scalar parameter 
6. Suppose we wish to use the data x to declare a lower bound for 6. We cannot 
do this with any certainty, unless we adopt the trivial bound -w. But we could 
define an estimator e(x) with the property that 

(5.5.1 ) 

If a is close to zero than e ( X )  is most likely to be less than 6 in an aggregate 

sense. Accordingly, we call e a lower confidence bound for 8 with confidence 
level 1 - a. Alternatively, [e, 00) is a lower one-sided I - a confidence interval 
for 8. 

In practice, we will substitute observed data x in @(x), to obtain a numerical 

value for this lower confidence bound, as O(x). But it is important to recognise 
the proper probability interpretation of a conjidence statement; namely, that in 
the long run a proportion 1 - a  of values e(x) will be less than 6.  Whether a 
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particular e(x) in some current situation is less, or greater, than 8 is entirely 

uncertain. We have only any transferred assurance that arises from the long-run 

property (5.5.1). 
Usually inf P { Q ( X )  5 816) (termed the confidence coefficient) will equal 1 - a,  

In some cases P { e ( X )  5 818) is independent of 8, in which case the confidence 

coefficient is attained at every value of 8. 

Example 5.5.1 
from N(p ,  a') with o' known. Consider 

Suppose that X I ,  x2, . . . , x, is an independent random sample 

We have 

P{X - z2f fa/Jn < pip} = 1 - a,  

so that Q is a lower 1 - a  confidence bound for p ,  with confidence coefficient 

1 - a, attained whatever is the value of p. 

In a similar manner, we can obtain an upper 1 - a confidence bound 6. Then, 

combining Q at confidence level 1 -a1 with 6 at confidence level 1 --a?, we 

obtain a two-sided 1 - a1 - ( ~ 2  confidence interval (e, 8) satisfying 

(5.5.2) 

If both the lower and upper bounds act with probabilities independent of 8, then 

we can obtain a two-sided 1 - a confidence interval with confidence coefficient 
1 - (Y attained for all 8. 

Several questions arise from these general observations. Obviously, a variety 

of confidence bounds will exist in any situation depending on the statistic on 

which they are based. In Example 5.5.1, a lower bound was constructed in terms 

of the sample mean y;  but we could alternatively have used the median, rn or 

any other estimator of location. Then again, if we consider a two-sided 1 - a  
confidence interval, based on a particular statistic-, there remains open the choice 

of a1 and a' satisfying a1 + (YZ = a in (5.5.2) above. So, again, we must ask 

what criteria exist for the choice of a particular confidence bound or interval; 

is there some optimum choice, what are its characteristics and how should we 

construct confidence bounds or intervals in specific situations? 

Consider two-sided confidence intervals. One convenient principle is to choose 

a1 = a2 to produce so-called central confidence intervals based on equal tail- 

area probabilities. If the sample statistic on which the confidence interval is 

based has a distribution that is symmetric about 8, the confidence interval may 
be symmetric about that statistic. If the distribution is not symmetric about 8,  then 

the confidence interval need not be symmetric about the statistic. For example, 
the central confidence interval for p in N(p,  a 2 )  based on X, is symmetrical about 

s; whilst that for U' based on the sample variance s' is asymmetrical about s2 .  
- 
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But the appeal of central confidence intervals is entirely intuitive. More basic 

criteria for good confidence intervals have been proposed. 

Shortest Confidence Intervals 

In considering confidence intervals for p in N(p,  a2)  of the form (X - a,  X + p) ,  
with a > 0 and p > 0 it  is easy to show that at any confidence level 1 - a  the 

central interval (with a = /3) has the shortest length. However, in other situations, 

it is not always the central interval that has this property. 

The shortness of (& e) seems a desirable practical feature for a confidence 

interval, and is one basis for choice between different possible confidence inter- 

vals, or for the designation of a best interval. One problem, however, is that the 

length of the interval may vary with the actual observation x on which it is based. 

If this is so, we can widen the criterion, and express it  in terms of the expected 

length of the interval, E((8 - @)I@}. 
We find that intervals based on aL/aO have asymptotically minimum expected 

length; a result that ties in naturally with the optimum asymptotic properties of 
the maximum likelihood estimator and with the nature of MVB estimators. 

Indeed, the asymptotic distribution of the score a L / M  (see (5.3.5) and discus- 

sion of maximum likelihood, above) provides a convenient means of constructing 
confidence intervals. We have asymptotically that 

and often @o(x) is monotone in 0, thus enabling probability statements about @ 

to be inverted to obtain confidence intervals, or bounds, for 0. 

Most Accurate Confidence Intervals 

An alternative criterion for choosing between different confidence intervals has 

been described under a variety of different labels. It is based on minimising r1w 

probability that the confidence interval contains incorrect (or false) values of 

0. On this basis, we set out to obtain what Neyman referred to as ‘shortest’ 

confidence intervals. In the present context, this is an inappropriate term-it has 

little to do with the physical size of the interval and we have already used the 

word with a different and more natural interpretation. Stuart, Ord and Arnold 
( I  999) propose ‘most selective’ as a better description, but Lehmann’s ( 1986) 

use of the term ‘most accurate’ seems best to represent the basic idea. 
( X )  of level 1 - a. 

That is, 
Consider the general concept of a confidence region . 

all 0 E 52. PI0 E , / ( X ) l O }  2 1 - a,  (5.5.3) 
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Note that . / ( X )  is a family of subspaces of R, and that it is X ,  not 8, that is the 
random variable. (It might be better to write P{.Y (X) 3 818) 2 1 - a.) 

Suppose we now consider some value 8’ of the parameter that we assume to 
be incorrect orfulse. It is not the true value in the situation being studied, There 
will be many . / ( X )  satisfying (5.5.3), and for each we can determine 

P{8’ E ./ ( X ) l 8 } .  

The particular one, .h(X) say, for which this probability of containing the 
false value 8’ is a minimum is said to be the level-( 1 - a) confidence region that 
is most accurate at the value 8’. This is similar in spirit to seeking a test with 
greatest power at some value 0‘ in the alternative hypothesis subspace. 

If we can go further and find a unique .h(X) that simultaneously minimises 
P{8’ E .5 ( X ) l 8 }  for all 8‘ other than the true value, then we call .h(X) uniformly 
most accurate (UMA), and regard it as the optimum level-(1 - a) confidence 
region. 

The study of best confidence regions from this viewpoint must proceed by 
considering under what circumstance UMA confidence regions exist, what is 
their form, and so on. 

The similarity of approach to that in hypothesis testing, remarked on above, 
does, in fact, provide the answer. For we find that there is a natural duality 

between the two ideas, and the question of the existence (or non-existence) of 

UMA confidence regions is really just a re-expression of the same question about 
UMP tests. It turns out that in situations where UMP tests exist, so do UMA 

confidence regions; where they do not, but restricted forms exist (such as UMPU 
tests), the same is true of confidence regions on a transferred restriction to, for 
example, UMA unbiased conjidence regions. Furthermore, the actual form of an 
optimum test directly generates the form of the associated optimum confidence 
region. We can illustrate this in the following way. 

Suppose we construct a level-ar test of H : 8 = 
region S1. As we consider different values for 80, 

regions Sl(80). If we now define 

. A ( X )  = (6 : X E Sl(8) 

80 and this has non-critical 
we get a set of non-critical 

then . % ( X )  is a confidence region for 0, of level 1 - a. 
This is so since we note that 8 E , ~ ( x )  if and only if x E S,(8),  and thus 

P{8 E . ~ ( X ) l O }  = P { X  E Sl(O)(O} 2 1 - a. 

So we obtain U conjidence region for 8 as the set of values of 8 for which we 

But we can go further and show that if Sl(80) corresponds to the UMP test of 
: 8 E A c R; then . I / i  (X) is uniformly most accurate for 8 E A, i.e. 

would accept H, for given x. 

H against 
it uniformly minimises 

P{8’ E , I / i ( X ) [ 8 }  for all 0’ E A .  
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Example 5.5.2 Suppose that XI,  x2, . . . , x, is a random sample from N(p, a’) 
with a2 known. For a level-a! test of H : p = po against : p > po, we accept 
H if 

x < PO + zzffa/Jn. 

Thus, X - ~ 2 ~ a / J n  constitutes a level-( I - a)  lower confidence bound for p,  and 
since the test is UMP, the lower confidence bound is UMA in the sense that 

is uniformly minimised for all p’ > p.  

For multi-parameter problems (i.e. where 8 is a vector), the principles of 
hypothesis testing lead to corresponding confidence interval, or confidence region, 
inferences. Distinctions arise depending on whether we seek marginal confi- 
dence statements about a single component 8; of 8, when other components are 
unknown; or whether we require a joint confidence statement relating to more 
than one (perhaps all) of the components of 8. The former interest leads to 
‘composite’ confidence intervals or regions, so-called because the corresponding 
test is of a composite hypothesis. For several components we need to determine 
‘simultaneous’ confidence intervals or regions. In simple cases, these may be 

‘separable’, e.g. 

but, more often, the components are tied together through some function g(8), e.g. 

{e, < 8, < Sl;e2 < o2 < %I, 

{e < s(@> < $1’ 

in a way that renders interpretation problematical. The best we might hope for 
is that the confidence region is closed and convex, e.g. ellipsoidal. 

Conceptual difficulties in the confidence interval method arise in their most 
acute form for multi-parameter problems (although they can also arise with a 
scalar parameter-see, for example, Robinson 1975). Some details, and refer- 
ences, on multi-parameter confidence intervals are given by Stuart, Ord and 
Arnold ( 1999), and Seidenfeld ( 1979, Chapter 2 )  considers basic principles. 

I feel a degree of amusement when reading an exchange between an authority 

in ‘subjectivistic statistics’ and a practicing statistician, more or less to this effect: 
The Authority: ‘You must not use confidence intervals; they are discredited!’ 

Practicing Statistician: ‘I use confidence intervals because they correspond 

Neyman ( 1977) 
exactly to certain needs of applied work.’ 

5.6 ANCILLARITY, CONDITIONALITY, MODIFIED 

FORMS OF SUFFICIENCY AND LIKELIHOOD 

We have already considered some aspects of the crucial role played by sufJi- 

ciency in the classical approach to statistical inference. We recall that based on 
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sample data x is suflcient for 8 if the conditional distribution of x given e does 

not depend on 0;6 is minimal sufJicient if there is no other sufficient statistic 6' 
of dimension lower than that of 8. If 8 has dimension p ,  then, effectively, the 

best we can hope for is to encounter a minimal sufficient statistic that also has 

dimension p with the associated advantages that arise with respect to estimation 

or hypothesis testing. 

5.6.1 The Sufficiency, Conditionality and Likelihood Principles 

The fundamental importance of sufficiency is reflected in what is sometimes 

referred to as: 

The Sufficiency Principle. If data x arise from a model p ~ ( x )  and 3 is minimal 

sufficient for 8, then identical inferences should be drawn from any two sets 

of data XI and .p that happen to yield the same value for e. 

Thus, once we know the value of 8, any additional representation of the data 

(not expressible as a function of 6) is uninformative about 8 provided that we are 
using the correct probability model. But is such 'additional representation' of no 

value to us'? One function of the residual information in x, given 8 ,  might be to 

examine the adequacy of the assumed model. This and other possible advantages 
lead us to define (in a sense almost complementary to that of a sufficient statistic) 

the notion of an ancillary statistic-a function of the data whose marginal 
distribution does not depend on 8. 

Example 5.6.1 If X 1 , X z , .  . . , X , l  are independent N(8, l ) ,  then x is singly 

sufficient for 8. However, X I  - X l  has a distribution N(0, 2) that does not 

depend on @-it is ancillary. Indeed, T = ( X I  - X ? ,  X I  - X j ,  , . . , X I  - X , , )  is 
an ( n  - 1)-dimensional ancillary statistic. 

The following modification of this example illustrates one of the principle 

features of ancillarity. 

Example 5.6.2 Suppose that X I ,  X 2 ,  . . . , X N  are independent N(p,  1 ) but the 

number of random variables, N ,  is also a random variable-it can take either 

of two values n l  or n2 with equal probability. Thus, the data consist of an 

observation of the vector random variable ( N ,  X I ,  X l ,  . . . , X N ) .  It is easily seen 

that is still singly sufficient for p and N is an ancillary statistic carrying no 

information about p.  Thus, nothing would seem to be lost in drawing inferences 
about p if we condition our analysis on the observed value of the ancillary 

statistic N .  

This suggests a principle (which we formalise later) of conditional statistical 

inference, where we condition on the value of an ancillary statistic. Note that 
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given N = n 1 ,  say, we have that x - N(p,  1 / n  1 ) and N provides no information 
about p although (and this is often a major function of the ancillary statistic) i t  

does provide information about the accuracy with which we can draw inferences 

about p [since Var(X) = l / n l ]  in the realised situation: that is, in cases when 

N = n1. 
Note that the statistic T of Example 5.6.1 is also ancillary in Example 5.6.2 for 

any n not exceeding the observed value of N ;  in both examples, ( X ,  - x)’ 
is also ancillary with a x 2  distribution on ( n  - 1 )  degrees of freedom. 

A somewhat anomolous feature is illustrated in the following example. 

Example 5.6.3 Suppose that X I ,  X 2 ,  . . . , X, ,  are independent uniform on 

(0, 8) .  Denote by X ( 1 )  and X ( , * )  the smallest and largest potentially observed 

values. Then X ( , ] )  is singly sufficient for 8. Also, X ( , l ) / X ( ~ )  has a distribution that 
does not depend on 8 and is ancillary. Thus ( X ,  1 ), X( ,?  ) / X (  1 ) )  is sufficient but one 

component is ancillary, the other is not sufficient! 

Such prospects, coupled with the lack of uniqueness of ancillary statistics, and 
the absence of any general method for determining them, has lead to a more 

restrictive form of ancillarity concept being advanced for practical usage. 

Since we will want whenever possible to base inferences on minir)zal suficient 

statistics, we will resort to an operational definition of ancillarity in the following 

form. 

for 8,  and the dimension of 

8 exceeds that of 8. If  we can partition 8 in the form ( S ,  T }  where the marginal 

distribution of T does not depend on 8, then T is said to be an ancillary statistic, 
and S is sometimes referred to as conditionally sufficient, in recognition of 
the desirability (in the spirit indicated above) of using the statistic for drawing 

inferences about 8 conditional on observing T = t for the ancillary statistic. 

It seems sensible to choose T to have maximum possible dimension, although 

again uniqueness is not guaranteed. A form of ‘local ancillarity’ is discussed by 
Severini ( 1993). 

That a minimal sufficient statistic can have an ancillary component is easily 

demonstrated-indeed, in Example 5.6.3, we see that (x, N )  is minimal sufficient 

with N ancillary. 
The notion of conducting a statistical analysis conditional on the value of an 

ancillary statistic is formalised in: 

Suppose we have a minimal sufficient statistic 

The Conditionality Principle. Suppose that I? = {S ,  T }  is minimal sufficient for 

8 and T is ancillary. Then inferences about 8 are appropriately drawn in terms 

of the sampling behaviour of 8 under the assumption that T is constrained to 

the value t observed in the particular sample that has been obtained. 

Ancillarity and conditionality have especial importance in a class of situations 

where the parameter 8 can be partitioned into two (possibly vector) components 
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($, 4) with different relative status. The component $ is that part of the param- 
eter of principal practical importance, whilst 4 (although crucial to the probability 
specification) is of no direct practical interest. The component 4 is usually 

referred to as a nuisance parameter. If all possible combinations of $ and 
4 can occur, it  can be advantageous (indeed may be essential for tractability) 

to introduce a modified notion of ancillarity in which the minimal sufficient 

statistic 0 = {S, T ]  has the properties that the distribution of T depends only 
on the nuisance parameter 4 and the conditional distribution of S ,  given T = t ,  

depends only on $. The conditionality principle then prompts us to draw infer- 
ences about J!J in terms of the behaviour of S conditional on the assumption that 

T = t .  

The ideas of ancillarity and conditional inference have been implicit in classical 
statistical methods for a long time-conditional inference figured in the early 
work of Fisher, and the notion of an ancillary statistic was explicit in his book 

on Statistical Methods and Scientijc Inference (Fisher, 1959). More recently, they 
have played an increasingly important overt role in the development of methods 

of classical statistics; in matters of definition, implication, basic principle and 
application. Some of the basic ideas, and difficulties, are described by Basu 
(1959, 1964) and Cox 1971; and Cox and Hinkley (1974, Chapter 2) provide a 

succinct summary. See also Reid (1995) on the roles of conditioning in inference. 
(In Chapter 8 we shall consider some recent refinements of the use of ancillarity 

as reflected in the pivotal approach to inference.) 
Sprott (1975) extends the discussion of ancillarity by considering the roles of 

marginal sufficiency and conditional sufficiency in the presence of nuisance 

parameters. In this development, as in all of classical statistics, the likelihood 
function plays a crucial role, 

We have seen the likelihood function used directly in estimation and hypothesis 
testing, and remarked (in Chapter 2) on its central role in Bayesian inference. 

(Fraser, 199 1 , traces the route from ‘likelihood to significance’). 

- 

This central role is formalised in what is known as: 

The Likelihood Principle. We wish to draw inferences about a parameter 0 in a 

parameter space R. If two sets of data XI and x2 have likelihood functions that 
are proportional to each other, then they should support identical inferential 
conclusions about 8. 

There are really two versions of this principle-the weak version where XI  

and x2 arise under a common probability model (cf. notion of sufficiency) and 

the strong version where the models differ but relate to a common parameter and 
parameter space. 

A typical example of the latter arises if we contrast direct and inverse binomial 

sampling. If, in each of a sequence of independent trials, an event L can occur 
with probability 0, and L occurs r times in n trials, then the strong likelihood 
principle implies that our inferences about the value of 0 should be the same 
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whether we had decided to conduct n trials and happened to observe L on r 

occasions or we had needed to conduct n trials in order to observe a (prescribed) 

number r of occurrences of i5 
This is because the likelihoods in the two cases are proportional to each other: 

being 

respectively. That is to say, the sampling rule is irrelevant. However, the statis- 

tics, and their sampling distributions, differ in the two cases; we have r as an 

observation from B(n, 0) in the first case or n as an observation from a negative 

binomial distribution with parameters ( r ,  0) in the second. This difference in the 

sampling distributions does matter in the classical approach. (A simple example 

on the calculation of an upper 95 per cent confidence bound for 0 is given in 
Section 6.8.2.) So what does this imply about the classical approach, or about 

the likelihood principle? 

We have seen some of the difficulties that arise in using the likelihood func- 

tion for inference about 0 in the classical approach. These include less than 

optimum performance levels in finite samples, computational and mathematical 

intractability, anomalous behaviour for certain types of model (see Section 5.3.3) 

and so on. The problems are compounded in multi-parameter situations, especially 

where we have nuisance parameters. In response to such difficulties, modified 

forms of likelihood have been proposed and studied with the aim of eliminating 

unwanted parameters. 

5.6.2 Modified Likelihood Forms (Marginal, Partial, Profile, etc.) 

A substantial research and applications literature has developed in recent years in 

which inference is approached by consideration of modified forms of the likeli- 

hood function. This is prompted by some of the anomalies previously encountered 
in the use of the full likelihood function, and of the likelihood principle, parti- 

cularly for multi-parameter problems. 

Some of the developments are not specific to the classical approach-they may 
find ready application in Bayesian inference, or in the more specific ‘likelihood’ 

approach to inference (see Section 8.2)-but they also are playing an important 

role in general inference and we need to consider, at least, some matters of 

definition and emphasis. 

One of the major stimuli for developing modified likelihood forms is the need 

to deal with nuisance parameters. It is thus appealing to consider marginal likeli- 

hood, which essentially concentrates on the non-nuisance parameters (‘integrating 

out’ the nuisance parameters), or considers the non-nuisance parameters condi- 

tional on the nuisance parameters, yielding various forms of conditional likelihood 

or partial like1 ihood. 
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Many forms have been proposed, Kalbfleisch and Sprott (1970, 1973) are 

concerned with modified likelihood forms for ‘models involving large numbers 

of parameters’ and introduce marginal and conditional likelihoocis (see also 

Andersen, 1970). Cox ( 1975a) discusses partial likelihood. More recently, projle 

likelihood (and modified profile likelihood) has played an increasingly prominent 

role-see Barndorff-Nielsen (1991, 1993, 1994), Cox and Reid ( 1987, 1992, 

1993), Cox ( 1988), Davison and Stafford, 1998, Fraser and Reid ( 1989). Stafford 

and Andrews (1993) and Stern (1997). 

Whilst covering the topic of profile likelihood, most of these references also 

review the wider field of alternative forms of modified likelihood functions. 

Monahan and Boos (1992) discuss the modified likelihood forms in the context 

of Bayesian inference; see Diciccio and Stern (1994) for comparison of classical 

and Bayesian uses of profile likelihood. 

The modified forms of likelihood function are used not only in estimation, but 

also in hypothesis testing and in relation to various forms of model and method. 

Some recent applications of the use of projile likelihood include the following. 

Bedrick (1994). Hirst ( 1994) and Bolfarine, et al. (1992) on different examples 

of estimating the size of a finite population e.g. in animal abundance studies (see 

also Catchpole and Morgan, 1994, and Cormack, 1992). 

Cheah et al. ( 1994) consider multi-parameter testing in exponential models, 

Simonoff and Tsai ( 1994) examine tests of homoscedasticity in regression, 

Bolfarine and Cordani ( 1993 j consider slope-parameter estimation in an 

errors-in-variables model. Osborne ( I99 1 ) reviews calibration and includes 

profile likelihood approaches. See also Aykroyd and Anderson ( 1994; electron 

microscope analysis), Macaskill 1993; non-linear regression), Meyer and Hill 

(1992; variance components), Bates and Watts (1991; model building in 

chemistry), Nurminen (1992; excess risk in medical case studies) and Watkins 

( 199 1 ; accelerated life-testing). 

The use of restricted mci.rimum likelihood (REML) is considered by Dietrich 

( 1991; in the context of geostatistics and kriging) and by Wolfinger (1993) and 

Smyth and Verbyla (1996) for generalised linear models. See Speed (1997) for 

a review of this topic. 

We must consider briefly how these various forms of likelihood function differ. 

Essentially, we are concerned with problems in which 8 is multi-dimensional. 

Suppose it  can be partitioned, as above, into two components (@, 4) where 4 are 

nuisance parameters, and @ are the parameters of interest. 

The niargincd likelihood and pmticil likelihood forms are constructed by elimi- 

nating the nuisance parameters 4, in a variety of different ways, leaving a function 

that involves only I) and the data .r. This is achieved by factorising the likelihood 

function into two components, usually conditioning on sufficient statistics, where 

one component provides the likelihood of the parameter(s) of interest, I), and the 

other is assumed to be ‘uninformative’ about @, if 4 is unknown. Marginalisation. 

or partialisation, then yields the respective forms. 
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The profile likelihood is rather different in form and finds a more sympathetic 
reception on the Bayesian approach than do the marginal and partial forms. (See 

Bernardo and Smith, 1994, p.343) Suppose the likelihood function is P $ . # ( x ) .  
If we fix +, we can maximise the likelihood with respect to $: the maximum 

occurring at &, which varies, of course, with I#. The form P $ , ; + ( x )  is known as 

the projile likelihood and is likely to be a complicated function of I# (which may 

not be easy to manipulate). An alternative form-modified profile likelihood-is 

also attracting attention (see, for example, Cox and Reid, 1992, for discussion of 

the distinction.) 

5.7 COMMENT AND CONTROVERSY 

Within their terms of reference, the classical principles and procedures described 

above seem to make good sense aiid are widely applied. The criteria proposed 

for estimation and hypothesis testing have great appeal in their framework of 

aggregate measures of assurance assessed through the idea of a sampling distri- 

bution. Indeed, the extent to which i t  is possible to characterise statistics that 

have optimum properties, and to construct these, is impressive. And even the 

brief review of the available practical methods for deriving estimators and tests 

of significance gives a clear indication of the wealth of statistical methodology 
that has been developed within the classical approach. 

Nonetheless, clcissical statistics does not lack its critics, and we must now 

consider the nature of this criticism. In general terms, the controversy is directed 

to two fundamental factors. 

The first is the total preoccupation of classical statistics with a frequency-based 
probability concept, which provides the justification for assessing the behaviour 

of statistical procedures in terms of their long-run behaviour. This is at the very 
heart of the classical approach. Criticism in this area questions the validity of 

attributing aggregate properties to speciJic inferences. In particular. the various 

concepts of unbiasedness, consistency and efficiency of point estimators, also 

the use of tail-area probabilities in hypothesis testing, are claimed by some to 

be inappropriate. The probability model must be built on a sample space, which 

is assumed (conceptually at least) to provide the immutable basis for consi- 

dering repeated experience under circumstances similar to those that prevail in the 

problem at hand. That such a ‘collective ’ exists (even conceptually) is sometimes 

disputed, the specification of the sample space may be claimed to be arbitrary or 

largely subjective. Some critics of the classical approach go further in doubting 

whether it  is reasonable to maintain that all inferences have a solely frequency- 

based interpretation. 

The second front of criticism concerns the limits the classical approach places 
on what i t  regards as ‘relevant information’; namely, the attitude that it  is sample 

data alone for which quantification and formal analysis are appropriate. Prior 
information and consequential costs have claims as crucial components of the 

information to be processed, and criticism becomes particularly strong in cases 
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where these are readily quantifiable. In this respect, the question of the function 

of classical procedures becomes relevant too; whether, for example, the test of 
significance is an inferential or decision-making tool. 

Let us take up some of these points in more detail. 

5.7.1 Initial and Final Precision 

Consider a simple problem in which we take a random sample XI,  x2, , , . , x, 
of observations from a distribution with mean p.  Our purpose is to estimate 
the unknown mean, p .  To this end, we consider different ways of reducing the 

data to a single quantity &T), which is to be our estimate of p.  We might, for 
example, use the sample mean, X, or the sample median, m, or perhaps the mid- 

range, i [x( 1 )  + x(,) ]. We have already considered, in terms of criteria proposed 
in the classical approach, which, if any, of these procedures is sensible, or best, 
in different circumstances. 

Attempting to answer such questions raises a fundamental issue of how we are 
to assess ‘accuracy’ or ‘precision’ in estimation (indeed, the same issue arises 
in all aspects of inference and decision-making). A distinction can be drawn 
between quite different notions: of initial precision and of final precision as we 
have already noted. This is a crucial distinction. 

On the one hand, the procedure of using the sample mean (or some other 
measure) to estimate p could be assessed in terms of how well we expect it 

to behave; that is, in the light of different possible sets of data that might be 
encountered. It will have some average characteristics that express the preci- 
sion we initially expect, i.e. before we take our data. This involves averaging 
over the sample space, .9’, and it is the principle that we have seen adopted 
in the classical approach. (It occurs in decision theory as well.) But it is some- 
times raised as a criticism that this is the only aspect of assessment applied in 
classical statistical procedures, in that the sampling distribution of the estimator 

& X ) ,  (or, in particular, x, etc.) is the sole basis for measuring properties of the 

estimator . 
The alternative concept of final precision aims to express the precision of an 

inference in the specijc situation we are studying. Thus, if we actually take our 
sample and find that X = 29.8, how are we to answer the question ‘how close 
is 29.8 to p ’ ?  This is a most pertinent question to ask-some might claim that 

it is the supreme consideration. Within the classical approach, we must rest on 
any transferred properties of the long-term behaviour of the procedure itself. If 
% has high probability of being close to p,  then we are encouraged to feel that 
29.8 ‘should be close to p ’ .  Classical statistics regards this as the appropriate 
attitude to take to the question of the precision of the estimate-that it is typical 
of the procedure that generates i t .  

But not everyone is satisfied by this attitude. Some critics suggest that it is 
misconceived! Suppose that, from sample data, we obtain a 95 per cent confi- 
dence interval for p as 29.5 < p < 30.2. It is suggested that it is of little value 
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to someone needing to act in this situation to know that the ‘95 per cent confi- 
dence’ attaches not to the specific statement made, but to what proportion of such 
similarly based statements will be correct in the long run. 

Such an interpretation may justify the statistician in his professional activities 
at large (in the long run his advice is correct on 95 per cent of occasions), but 
what of the present situation? A statistically naive client will almost inevitably 
attach the 95 per cent to the statement 29.5 < p < 30.2; the statistician himself 
can hardly avoid doing so implicitly when he puts the information to any practical 
use! Any probability interpretation of such an attitude must be expressed in non- 
frequency terms, for example as a statement of subjective probability. But with 
what justification? The Bayesian approach does not provide the justification; 
although supporting such a statement in principle, it may lead to a quite different 
numerical result for the confidence interval. 

Lindley (1965b) argues this way in an example on a test of significance, where 
the sample mean X is being used to test the population mean 8 in a N(8, a’) 
distribution. 

. . . the probability quoted in the example of a significance test is a frequency 
probability derived from random sampling from a normal distribution: if one was 

to keep taking samples from the distribution the histogram of values of X obtained 

would tend to N(8, a 2 / n ) .  But the interpretation of the probability is in terms of 

degree of belief, because the 5% or I%, is a measure of how much belief is attached 

to the null hypothesis [H : 8 = 31. It is used as if 5% significance meant [in terms 

of Bayesian inference] the posterior probability that 8 is near 8 is 0.05. This is not 

so: the distortion of the meaning is quite wrong in general. It may, as with N(6, a2), 

be justifiable, but this is not always so. (p. 68) 

Lindley’s example really says that in order to relate the results of a statis- 
tical enquiry to some specific problem (that is, to assess final precision) we find 
ourselves forced to adopt a (possibly invalid) subjective or degree-of-belief inter- 
pretation: that the frequency basis of the procedure has no relevance in assessing 
what we really know in some situation after we have carried out that procedure. 

Another line of criticism of the aggregate concept in classical statistics disputes 
its relevance in a more fundamental way: not merely saying that final precision is 
unmeasurable, or will be philosophically invalid. It claims that the cart is being 

put before the horse, and that final precision is all that matters and cannot be 
sought through principles concerned only with initial precision. In this respect, 

tail-area probabilities in a test of significance are claimed to be irrelevant to the 
rejection or acceptance of an hypothesis. The argument goes as follows. If we 
are testing H : p = 30 and find X = 3 1.6, what sense can there be in considering 
values of X in excess of 31.6 (or even, less than 28.4) that may have occurred, 
but have not. Jeffreys (1961) put this rather well: 

. . . a hypothesis which may be true may be rejected because it has not predicted 

observable results which have not occurred. This seems a remarkable procedure. 

(P. 385) 
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This attitude needs to be contrasted with the intuitive appeal of the principle of 

drawing inferences on the basis of the set of possible results that are as extreme, or 

more extreme, than those that have actually occurred. De Groot ( 1973) considers 

the possibility of ‘interpreting a tail area as a posterior probability or as a likeli- 

hood ratio’ in an attempt at reconciliation of classical and Bayesian attitudes on 

this topic. 

The distinction between initial and final precision in the classical approach 

is well illustrated by the often quoted example (discussed by Welch, 1939, 
and others) on estimating the mean of a uniform distribution on the interval 

( p  - 4, 1-1 + A ) .  In Example 5.3.9 we saw that the midrange i (x(1) + x( ,~ ) )  pro- 

vides a n  e.rtrii eflcient estimate of p,  in that its sampling variance is of order 

1 / n ’ .  Thus, for reasonable sized samples, we might expect to obtain very precise 

estimates of p.  But consider the following situation. We have a large sample, 
but it so happens that the sample range is small. Suppose .r( I = 2.0, . x ( ,~ )  = 2.1. 
In terms of.fincrlprrci.sion all we can really claim is that 

and this remains so however large the sample. Thus, the high efficiency of the 

estimator 4 ( X ,  I ) + X ( , l  ) )  provides little real comfort; the final conclusion remains 

most imprecise. Admittedly, the larger IZ is, the more and more improbable i t  is 

that we obtain such a small sample range. But suppose we do! 

Goutis and Casella ( 1995) review ‘various methodologies that have been 

suggested for frequentist post-data inference’ and find ‘recent results . . . very 

reasonable’. 
The terms iriiticil precision and j i n d  precisinn were used by Savage et al. 

(1962) in an informal discussion of this topic. 

5.7.2 Prediction and Tolerance Regions 

An important alternative form of inference is one in which we seek to employ 

our sample data, A-, and the probability model, p # ( x ) ,  to infer likelyfuture \ d u e s  

of the randum variable, X .  Often, this is an important facility: to be able to 

delimit (probabilistically speaking) the future range of outcomes in some practical 

situation, rather than estimating or testing the parameter, 0. 

Thus, having observed, say, the pollution levels in a lake subject to distant 

industrial efficient effects, and having formulated a probabilistic model for the 

situation, i t  could well be of principal importance to be able to infer what pollution 

levels are likely to be encountered in the future. 
This is known as prediction. In view of the ‘final precision’ characteristic 

of the Bayesian approach, i t  has a natural and interpretable formulation on that 

approach, which we will consider in Section 6.4 below. On the classical approach, 

there is no such natural route to prediction; prectictirie inferences have to be Inter- 

preted in aggregate ( ‘initial precision’) terms as representative of what happens 
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in the long run as we continue to use the particular prediction procedure for 

repeated sample data. Nonetheless, there have been many proposals for predic- 

tion procedures in classical inference: central to them are the notions of tolerance 

intervals and tolerance regions. Guttman (1988) reviews the range of prospects. 

How are we to predict future prospects? Suppose we are interested in items 

being produced on an industrial production line. Each is, independent of others, 

either acceptable or defective with respective probabilities 1 - 8 and 6.  They are 

packaged in boxes of n items. Then the distribution of the number of defectives 

in a box is binomial, B ( n ,  8). Sample data might provide an estimate 6 of 8. A 

simplistic approach to prediction might be to replace 8 by 6 in B ( n ,  6) and use 

B ( n ,  6) for future prediction purposes. 

However, whilst sometimes employed, this is too simplistic: in particular, i t  

takes no account of the statistical variability of 6 as an estimator of 8, and 

effectively assumes that 8 just takes the specific value 6 obtained as a point 

estimator. 
We need to make inferences that take joint account of the sampling fluctuations 

reflected both by the model po(x)  and that are also implicit in the estimator 8 (via 

its sampling distribution). Tolerance regions and tolerance i n t e n d s  -for future 

outcomes X (not for the parameter @-seek to delimit the range of values of X 

likely to be encounted at a prescribed tolerance (‘probability’) I e ld ,  which will 

typically be high (e.g. 95 per cent), but not so high as to render the inference 

too imprecise to be of practical value. We encountered this same dilemma for 

confidence regions and intervals (see Section 5.5). 
In essense, a tolerance region R ( x )  for prescribed data x is a set of values of 

X with the property 

P{X E R(x) l8}  3 1 - a  

for all 8. 

We cannot guarantee that all R ( x ) ,  for any observed x, will contain a proportion 
( 1  - a )  of future observations whatever the value of 0, but we seek to construct 

R ( x )  to ensure that in the long run an acceptably high proportion of sets of 

sample data x would yield such R(x) .  The approach is facilitated if we can find a 
sufJicient statistic for 8 or a pivotal function of the data (one whose distribution 

does not depend on 8) 
Classical prediction methods and related issues have been discussed by 

Guttman (1970; who compares with Bayesian methods), Cox (197Sb), Mathiasen 

( 1979), Barndorff-Nielsen ( 1980), Butler ( 1986), Bjgrnstad ( 1990) and Geisser 

(1993). See also Section 6.4, and Section 8.8 on prequential irference. 

5.7.3 Hypothesis Tests and Decisions 

We have frequently stressed the distinction between the different functions of a 

statistical enquiry: that of inferring properties of the underlying probability struc- 

ture for its better understanding, and that of decision-making where inferential 
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knowledge is applied to the choice of appropriate action. This distinction cannot 

be ignored when we consider classical statistics. Whilst claimed by many to 
be an entirely inferential approach in its various expressions (point estimation, 

region estimation and hypothesis testing) there is a sense in which the last of 

these, hypothesis testing, has a somewhat ambiguous function, as we have already 
noted in Section 5.2. 

On the one hand, it might appear that the test of significance serves merely, and 
solely, to refine or clarify our knowledge of the probability structure appropriate 

to the problem under investigation. As such, it is purely an inferential procedure, 
on a level with point or region estimation. But is it really correct to regard the 

test of significance as simply a means of delimiting the probability model with 
no reference, or relevance, to the taking of decisions? Its very nature, and the 

language used to describe it, give pause for thought. 
We set up hypotheses and reject or accept them. In many situations, there will 

obviously be practical implications in rejecting or accepting some hypothesis, 

H, and incorrect conclusions (of type I or type 11) will involve contingent, and 

possibly quite different, consequences. If we accept that certain actions may 
follow from conducting a test of significance, should we not attempt to quantify 
these and incorporate them formally in the structure of the test, thus admitting 
its decision-making role? 

This is the basic dilemma: that tests of significance inevitably will be employed 

as aids to, or even as the basis for, the taking of practical action. And yet 
their method of construction does not allow for the costs of possible wrong 
actions to be taken into account in any precise way. Costs and consequences 

are very much part of the relevant information to be processed; and yet even 
when these are readily quantifiable there is no machinery for formally incor- 

porating them in the test. This is a deliberate feature of the classical test of 
significance, for reasons already discussed; namely, that the common ‘intangi- 
bility’ of consequences makes them inappropriate as a universal ingredient of 

relevant information in an ‘objective’ approach to statistics. 

The only extent to which consequential cost factors are considered is in relation 
to the choice of the working hypothesis H, and of the significance level of the 
test. We are advised to choose both H and the significance level with regard to 

how important it is (what it  costs) if we incorrectly reject H. No specific guidance 
is given on how this is to be assessed, and, in any case, its relevance seems bound 

up with what we see as the function of the test. 
If the test is believed to be purely inferential in function it is difficult to 

see the relevance of costs, or of a prior choice of a significance level. On this 

viewpoint, the responsibility for acting on the result of the test falls on a second 
party-the statistician infers, the user acts on the joint basis of the inference and 
what he knows about costs and consequences. In this respect (if the function 

of the test is solely inferential), i t  would seem that it  is only the critical level, 

not the signijicance level, that matters, since this most accurately represents the 

irferentinl importance of the test. No significance level needs to be assigned; 
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costs and consequences do not seem to have even the tangential relevance to 
such an assignment that they possess in a decision-making situation. This is very 
much the attitude implicit in the use of a pure signijkance test. Note, furthermore, 
how the dispute about initial and final precision must again arise here. 

We should recall that what constitutes a good or optimum hypothesis test 

is based on the assumption that a particular level of test is needed. To this 
extent, it seems that at least an informal decision-making role is implicit in 
the procedure! If so, there seems no alternative but to accept the test in the 
compromise spirit in which its originators presented it; namely, that in order to 
have a universally applicable procedure covering cases where consequences are 
not fully quantifiable, they can only be afforded informal consideration. If they 
are well specified, of course, we may want to incorporate them explicitly through, 
for example, the methods of decision theory (see Chapter 7), and we shall see 
shortly how this may be achieved. It will be interesting to look back at that stage 

to see what is the status of the test of significance in decision-theoretic terms. 
An informative discussion of the ‘role of significance tests’ is given by Cox 

(1977). The debate about the inferential or decision-making function of the clas- 
sical approach is highlighted in the co-ordinated set of papers by Birnbaum 
(1977), Lindley (1977), Pratt (1977), Smith (1977) and Neyman (1977). 

5.7.4 Counter Criticism 

Some substantial criticisms of the classical approach have been advanced. How 
are they countered? Any approach to inference or decision-making must rest 
on certain premises, which constitute the practical and philosophical framework 
within which the approach operates. Most criticism ultimately hinges on the 
nature of these premises. In the classical approach, the two major assumptions 
are that probability statements must be based solely on a frequency view of 
probability, and that sample data are the only ‘objective’ form of information to 
be assessed. 

To criticise, for example, the lack of any direct measure of final precision, or 
an invalid expression of final precision, is to dispute the appropriateness of the 
basic premises, particularly the frequency probability standpoint. Such criticism 
may be countered by saying that no claims are made for any direct measure of 
final precision, so that the approach cannot be blamed for the fact that someone 
chooses to extend its aims, and that in doing so invalid interpretations are adopted. 

Jeffreys’ criticism is sometimes answered by pointing out that the tail-area 
probability criterion is not advanced for any inherent properties it has in its own 

right, but that it is derived as a formal consequence of more basic considerations 
of power and the nature of alternative hypotheses. We have seen how optimum 
tests frequently involve a rejection criterion expressed in terms of extreme values 

of the test statistic, and hence imply the consideration of tail-area probabilities. 
Thus, it is argued that if general principles make sense (within the approach) 
their practical expression has the necessary support. 
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This brings us to the crux of any intercomparison, or cross-criticism, of different 

approaches to inference or decision-making. Each approach defines its own aims 
and objectives that limit its operations; that is, the types of question it seeks to 

answer and the form in which such answers are to be expressed. Any approach is 

open to criticism on two counts: that its basic philosophy and internal limitations 
are unrealistic or inappropriate, or that they are not consistently maintained in 

the practical application of the approach. 
In this latter respect, we have, for example, the criticism of classical statis- 

tics for seeming to necessitate an intuitive (degree-of-belief, say) interpretation 
of certain inferences, such as of the confidence interval statement ‘29.5 < p < 

30.2’. The approach must be prepared to answer such criticisms; in this case, 
presumably by saying that no such degree-of-belief interpretation is intended, or 
implied. The only proper interpretation of the confidence level is to regard the 

particular interval as typical of what happens in the long run, and that this is as 
much assurance as we can rightly expect. 

The former type of criticism-that the basic philosophy and internal limita- 
tions of the approach are unrealistic-needs rather different treatment. The onus 

is on both the plaintiff and defendant to justify their position. We have already 
considered some of the reasons why the restrictions to sample-data information, 
and frequency probability, are maintained in classical statistics. Any claim that 

these restrictions are unrealistic would itself need to be substantiated. Argu- 
ments must be presented, for example, to demonstrate that prior information 

and consequences can reasonably form integral parts of the information to be 

assessed, or that a degree-of-belief view of probability should accompany (or 
replace) the frequency view, and so on. Likewise, if the absence of any measure 

of final precision (such as for our confidence interval, 29.5 -= p < 30.2) is to be 
held against classical statistics, it would surely be necessary to show that some 
other approach satisfactorily remedies this lack (which Bayesian inference does 

claim to do.) At various points in this book such matters are argued in some 
detail. 

Another form of criticism is based on the argument that a particular approach 
violates some general principle that is not specific to the approach per se, but is 
felt to be so important that for anv approach to be reasonable it should encompass 

that principle. 
This is exemplified in complaints that the classical approach violates the 

strong likelihood principle (see Section 5.6) in, for example, allowing infer- 
ences to depend on the way in which the data were obtained. Also, since the 

concept of coherency (or consistency) in the personalistic view of probability 

and decision-making implies use of Bayes’ theorem and hence of the strong 
likelihood principle, such violation has attributed to it a much more substan- 
tial importance. Accordingly, some would argue that the classical approach is 

untenable. 
Undoubtedly, such argument requires serious debate, but rather than merely 

adopting without question the inviolability of coherency and the strong likelihood 
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principle, those very principles themselves require investigation. As Cox ( 1978) 
remarks: 

The conflict is by itself of no importance, unless one regards the strong likelihood 

principle as justified by some further arguments, such as Bayesian theory. . . . 

Then, in turn, it is necessary to attempt to assess whether Bayesian coherency 
should occupy a crucial, inevitable, central position. Whilst admitting the impor- 
tance of coherency within the framework of personalistic inference, Cox ( 1978) 
and Cox and Hinkley (1974) provide strong counter argument to its relevance 

outside the area of personal behaviour. Cox (1978) concludes: 

i t  seems to me that at an immediate practical quantitative level there is little role 

for personalistic probability as a primary technique in the analysis of data, but 

this discussion is embodied in a strong appeal by him for eclecticism (allowing 
inferential procedures to range widely in order to reflect the nature of the problem 

under consideration); a view reinforced later (Cox, 1997). 

What becomes clear is how often the debate revolves on individual attitudes 
and views as to what is right and proper, and that reconciliation is hardly a 

realistic hope. If one person believes that the frequency view of probability is 
the only proper basis for developing statistical principles, and another feels the 
same of the subjective view, it may be unnatural to expect either one to prove 

their case. For instance, Lindley ( I  97 1 ) remarks: 

. . . I have recently become convinced that the most important difference between 

the two schools is that whereas a Bayesian uses, as a prop for his methods, the prior 

distribution, the prop for the other approaches is the . . . [sample space]. Bayesians 

are often attacked for the arbitrariness of their prior. A reply is that the choice of 

. . . [sample space] involves similarly arbitrary selections. 

See also Pearson (1962a) and the various contributions to Savage et al. (1962). 
Cross-criticism of the different approaches and, more constructively, attempts 

to reconcile differences at the fundamental, and applications, levels continue to 

be found in the literature. 
Geertsema ( 1  985) presents a review of the ‘foundational controversy in 

statistics’; see also Hahn and Meeker ( I  993) on ‘important practical assumptions 
underlying statistical inference’ and Zellner ( 1995). An individual view 

on ‘sampling inference’ is presented by Zwirner (1991) with comparative 

commentary on classical and Bayesian approaches. 
Goutis and Casella ( 1995) discuss the initial inference/final inference distinc- 

tion, reviewing ways in which ‘post-data inferences’ can be made in a 
‘frequentist’ setting. Bernardo ( 1  996) offers a Bayesian interpretation of classical 
inference procedures for a Bernoulli process. Jaynes ( 1976) compares confidence 

intervals and Bayesian credible intervals. 
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The notion of robustness is central to all approaches to inference-in the sense 
of the relative insensitivity of inferences to assumptions about the underlying 
probability structure (e.g. as expressed by model, prior beliefs). Conigliani et al. 
(1994) discuss and compare classical and Bayesian approaches to this issue. 

Returning to the general topic of inter-comparison, we find that arguments 
sometimes turn out to be circular: conclusions on one approach (based on its 

own premises) contradict the premises of another approach and vice versa. This 
is the situation in much of the cross-criticism of different approaches to statistical 
analysis, as we have witnessed, for example, in the discussion of the strong likeli- 
hood principle. All this process of argument is constructive provided that attitudes 
are not allowed to harden: that minds remain open, and different methods are 
used in different situations with an honest desire to assess their value, uncluttered 
by inappropriate philosophical preconceptions. 



CHAPTER 6 

Bayesian Inference 

6.1 THOMAS BAYES 

The Rev. Thomas Bayes’ contribution to the literature on probability theory 
consists of just two papers published in the Philosophical Transactions in 1763 
and 1764 (see Bayes, 1963a and 1963b). Of these, the first, entitled ‘An essay 
towards solving a problem in the doctrine of chances’, is the one that has earned 
Bayes a crucial place in the development of statistical inference and in its 
present-day practice. Both papers were published after his death, having been 
communicated to the Royal Society by his friend Richard Price who added his 
own introduction, comment and examples on the work. The second paper was 
concerned with some further details on the derivation of a particular result in 
the ‘Essay’. Bayes’ principal contribution, the use of inverse probability was 
further developed later by Laplace. 

There is still some disagreement over precisely what Bayes was proposing in 
the ‘Essay’. Two ideas can be distinguished and these are described by various 
names in the literature. For present purposes, we refer to them as Bayes’ theorem, 
and his principle of insufficient reason. Bayes’ reasoning was informal, in 
the spirit of the age, and the modem expression of these two ideas has been 
constructed out of the mere hints he provided, and the examples given by him 
and Price to illustrate them. It is in connection with this current formalisation 
that most dispute arises, notably in two respects: 

(i) whether the concept of inverse probability (stemming from Bayes’ theorem) 
is presented as a general inferential procedure even when it implies, or 
demands, a degree-of-belief view of probability; 

how universally Bayes intended the principle of insuficient reason to be 
applied, and whether it provides a description of the state of prior igno- 
rance. 

(ii) 

This dispute on Bayes’ intentions need not concern us here. It has been amply 
discussed elsewhere: an individual view is given by Hogben (1  957, pp. 1 10- 132). 
Also, a more accessible, slightly edited, version of the ‘Essay’ and Price’s 
‘Appendix’ has been provided, with bibliographical notes by Barnard (1 958), 
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from which the reader may reach his own conclusions. What seems to be widely 

agreed is that Bayes’ work is noteworthy in three respects; in his use of continuous 

rather than discrete frameworks, in pioneering the idea of inference (essentially 

estimation) through assessing the chances that an ‘informed guess’ about the 

practical situation will be correct, and in proposing a formal description of what 

is meant by prior ignorance. On this latter point, see Edwards (1978). A history 

of inverse probability (and of the Bayesian approach) from Bayes to Karl Pearson 

is given by Dale (1991). 

Bayes’ ideas act as the springboard for the modern approach to inference 
known as Bayesian inference. This current expression of the earlier work was 

a long time in appearing (nearly 200 years) and we have considered possible 

reasons for this elsewhere (Chapter I ) .  Also, many might claim that Bayes would 

have difficulty in recognising his own tentative offerings in the wealth of detail 

and interpretative sophistication of modern Bayesian inference. Nonetheless, the 

seeds of this approach were certainly sown by Bayes 200 years ago, and the 

dispute over the meaning of his ideas has now been transferred to the analogous 
concepts in their offspring. There is little point in going further into the details of 

the ‘Essay’. We proceed instead to describe some of the principles and techniques 

of Bayesian inference, its position within the different approaches to statistical 

inference and decision-making, and some of the external and internal controversy 

concerning basic concepts and criteria. 
Introductory presentations of Bayesian inference are given in the books by 

Lindley ( 1965a, 1965b), Winkler ( 1972b), Iverson ( 1984), Lee ( 1989), Press 

(1989) and Berry (1994). Box and Tiao (1973) discuss Bayesian methods with 

particular application to regression and analysis of variance. 

More advanced treatments are offered by Lindley ( 1972), Hartigan ( 1983), 

Bernardo and Smith (1994) and O’Hagan (1994). 

Many treatments of the subject (for example, Winkler, 1972; Bernardo and 

Smith, 1994; and O’Hagan, 1994) include inter-comparison of Bayesian and 

classical approaches. 

Much of the literature on the Bayesian idiom examines its extension to 

decision-making through the vehicle of decision theory, which we discuss in 

Chapter 7. These include Lindley ( 197 1 b and 1989, French ( 1986, 1989), 

Bernardo and Smith (1994) and O’Hagan (1994). Many treatments of decision 

theory @er se )  include coverage of Bayesian ideas: Raiffa and Schlaifer ( 196 I ) ,  

De Groot (1970)’ and French (1986 and 1989). 

There is widespread coverage of the use of Bayesian methods in specific fields 

of application such as actuarial science (Klugman, 1992), biostatistics (Berry 

and Stangl, 1994), economics (Zellner, 197 1 1985; Cyert and De Groot, 1987; 

and Geweke, 1996), education and psychology (Pollard, 1986) and social science 

(Phillips, 1973). 
A comprehensive review of the literature is given by Bernardo and Smith 

(1994, pp. 9- 11). 
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Publications on specific practical problems approached by Bayesian methods 
are legion. Some recent examples include Crome et al. (1996; birds and small 
mammals in rain forests), Taylor et al. (1996; classifying Spectacled Eiders), 
Calabria and Pulchini ( 1996; failure data in repairable systems), Sinsheimer 

et al. (1  996; molecular biology) and Wakefield (1  996; pharmacokinetic models). 
Earlier applied studies by Mosteller and Wallace (1964, 1984; on an authorship 
of published material), Freeman (1976; on the existence of a fundamental unit of 
measurement in megalithic times) and by Efron and Thisted (1976; ‘how many 

words did Shakespeare know?’) remain of interest. See also Datta and M. Ghosh 
(1995b) on estimating the error variance in a one-way designed experiment, and 

Garthwaite et al. ( 1995) on the Bayesian approach to capture-recapture. 

6.2 THE BAYESIAN METHOD 

We start with what is known as Bayes’ theorem. At one level, this may be 

regarded as a result in deductive probability theory. 

Bayes’ theorem. In an indeterminate practical situation, a set of events AI,  

A I ,  . . . , Ak may occur. No two such events may occur sirnulraneously, but at 

least one of them must occur (i.e. A I ,  . . . , Ak are mutually exclusive and exhaus- 
tive). Some other event, A, is of particular interest. The probabilities, P(A, )  ( i  = 

I ,  . . . , k) ,  of each of the Ai are known, as are the conditional probabilities, P(A (A, ) 
( i  = 1,  . . . , k) ,  of A given that A; has occurred. Then, the conditional (‘inverse ’) 
probability of any A; ( i  = 1, . . . , k ) ,  given that A has occurred, is given by 

As expressed, Bayes’ theorem finds wide application, and arouses no contro- 
versy. No difficulty arises in the philosophical interpretation of the probabilities 
involved in it. 

However, it is also central to Bayesian inference, and in this role it is necessary 

to extend its meaning in one particular respect. Rather than considering events 
A; ,  we must work in terms of a set of hypotheses H I ,  . . . , H k  concerning what 

constitutes an appropriate model for the practical situation. One, and only one, of 
these must be true. The event A becomes reinterpreted as an observed outcome 
from the practical situation: it may be thought of as the sample data. Prior to 
the observation, the probability, P(H;) ,  that H i  is the appropriate model specifi- 

cation, is assumed known for all i = 1,  . . . , k .  These probabilities are the prior 
probabilities of the different hypotheses, and constitute a secondary source of 

information. The probabilities, P(AIH;) ( i  = 1,  . . . , k ) ,  of observing A,  when H ,  
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is the correct specification, are known also-these are simply the likelihoods of 
the sample data. 

We can re-interpret Bayes’ theorem as providing a means of updating, through 
use of the sample data, our earlier state of knowledge expressed in terms of the 
prior probabilities, P(H;) ( i  = I ,  . . . , k). The updated assessment is given by the 
posterior probabilities, P(Hi In) ( i  = 1, . . . , k ) ,  of the different hypotheses being 
true after we have utilised the further information provided by observing that A 

has occurred. These posterior probabilities (inverse probabilities) are given by 

(6.2.2) 

This is the essence of Bayesian inference: that the two sources of information 
provided by the prior probabilities and the sample data (represented in the form 
of likelihood) are combined to produce the posterior probability of H, given 

A, which is proportional to the product of the prior probability of Hi and the 

likelihood of A when Hi is true. The denominator of the right-hand side of (6.2.2) 
is merely a normalising constant independent of i, although its determination is 
of some importance and can be problematical as we shall see later. 

Thus, prior information about the practical situation is in this way augmented 
by the sample data to yield a current probabilistic description of that situation. 
In this respect, the Bayesian approach is inferential. It asserts that our current 
knowledge is fully described by the set of posterior probabilities, ( P ( H , ) A ) } ( i  = 

1 , .  . . , k ) .  
It is interesting to note an immediate consequence of (6.2.2), providing a 

restatement of the fundamental principle of Bayesian inference. Suppose we are 
interested in two particular hypotheses, Hi and H,. The ratio of their posterior 
probabilities- their posterior odds ratio- is given by 

P(H;lA) W I H ; )  P(H;) -- -.- - 
P(H,lA) W I H , )  P(H,)’ 

that is, by the product of the prior odds ratio and the likelihood ratio. 

(6.2.3) 

Example 6.2.1 A box contains equal large numbers of two types of six-faced 

cubical die. The dice are perfectly symmetric with regard to their physical prop- 
erties of shape, density, etc. Type I has faces numbered 1, 2, 3, 4, 5, 6; whilst 

type I1 has faces numbered 1, 1, 1, 2, 2, 3. A plausible probability model is one 

which prescribes equal probabilities of for the uppermost face when any die 
is thrown. One die is picked at random from the box, thrown twice, and the 
uppermost face shows a 1 and a 3 on the separate (independent) throws. Having 
observed this, we wish to comment on whether the die was type I or type 11. 
We denote these alternative possibilities as hypotheses HI and HI,, and there 
seem to be reasonable grounds for assigning equal prior probabilities to each 
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of these. Bayes’ theorem then yields posterior probabilities of for the 

hypotheses HI and HII, respectively. This conclusion is an inferential statement 

about the underlying practical situation. It describes the relative chances that 
the die used was of type I or type 11, respectively, as 3 : 1 in favour of it  being 

type 11. In Bayes’ original formulation we would declare that a ‘guess’ that the 

die is type I1 has probability 5 of being correct. 

and 

The change of emphasis in (6.2.2) is well illustrated by this example. It is 

now a statement about the plausibility of alternative models for generating the 

observed data; no longer a deductive probability statement. 
This re-interpretation raises some problems, which centre on the nature of 

the probability concept involved in the prior, and posterior, probabilities. In 
Example 6.2.1 the situation is straightforward. Both the prior and the posterior 

probabilities can be interpreted in frequency terms, within the larger experiment 
of choosing a die at random from the box containing equal numbers of each 

type. Also, the numerical values of the prior probabilities are derived directly 
from this ‘super-experiment’ . Their accuracy, of course, remains dependent on 
our assumptions about the super-experiment; that choice of the die to be used 

really is random from equal numbers of each type. The evaluation of the like- 
lihoods also rests on the assumed randomness and independence of consecutive 

outcomes of throwing the die that is chosen. Strictly speaking, there also remains 

the question of validating the assumptions about the super-experiment, but if 

we accept them there is no difficulty in interpreting the results of the inverse 
probability statement derived from Bayes ’ theorem. 

Example 6.2.1 is a simple, but typical, illustration of real-life situations, for 
example in genetics. In general, however, further complications can occur. 

Consider two other examples, both superficially similar to Example 6.2.1, both 

representative of practical situations, but each subtly different. 

Example 6.2.2 A box contains large numbers of two types of six-faced cubical 
die. The dice are perfectly symmetric with regard to their physical properties of 

shape, density, etc. Type I has faces numbered 1, 2, 3, 4, 5 ,  6; whilst type I1 has 
faces numbered 1, 1, 1, 2, 2, 3. There are more type I dice in the box than type 11. 

One die is picked at random from the box, thrown twice, and the uppermost face 
shows a 1 and a 3 on the separate (independent) throws. What can we say about 

whether this die was type I or type II? 

Example 6.2.3 A friend has one of each of the types of die described in Exam- 
ples 6.2.1 and 6.2.2 and chooses one of these without revealing its type, but 
comments that he would always use that type in preference to the other. The 

friend throws the die twice and reports that the uppermost face shows a 1 and 

a 3 on the separate (independent) throws. What can we say about what type of 

die was used? 
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In Example 6.2.2, there still exists some credible notion of a ‘super- 
experiment’. The probabilities P(H,) and P(Hj1A) ( i  = I, 11) have corresponding 
frequency interpretations. But our information about the super-experiment (‘more 
type I than type I1 dice’) is now insufficient to assign precise numerical values 

to the prior probabilities, P(H1) and /‘(HI[). We know only that P(H1) > P ( H I I ) ,  
i.e. P(H1) > A .  To make inferences by Bayesian methods we are compelled to 
substitute numerical values for P(H1) and P(H11). How is this to be done? 

We may have even less information; not knowing whether type I or type I1 
dice are in the majority. The problem remains! What do we use for the values of 
P(H1) and P(H”)? We might describe this latter state as one of prior ignorance, 

and to use Bayesian methods we must quantify this condition. The principle uf 

insiiflcient reason suggests that we assume that P(H1) = P(H11) = 4, in that there 
is no evidence to favour type I or type 11. But P(H1) is well defined in frequency 

terms; it has a specific value, albeit unknown. In declaring that P(H1) = we 
are not really claiming that there are equal numbers of each type of die in the 

box. We are making a statement about our own attitude of mind; we cannot find 
grounds for believing, a priori, in there being a majority of one type of die rather 

than the other. The probability concept involved in the statement P(H1) = has 
become a degree-of-belief one (either subjective, or logical). 

In Example 6.2.3 even the super-experiment structure seems to have 

disappeared! Again on the principle of insufficient reason, we may make the 

conventional assignment P(H1) = 4, possibly with a logical interpretation of the 
probability concept. Alternatively, personal opinions may enter the problem. We 
may feel that the friend is somewhat eccentric, and more likely to choose the 
‘odd’ type I1 die. Is this feeling relevant to the need to assign a value to P(H*)? 
Some would claim it is, and use a value of P(H1) < $. Again, arbitrariness enters 

in deciding what precise value (< i) to give to P(H1). 

Someone else faced with the same problem may regard the friend as a rather 
‘conservative’ person, more inclined to choose the type I die, and would choose 

a value for P(H1) > 4. The prior probabilities may now need to be interpreted 
in personal terms, rather than logical, in the sense of the distinction drawn in 
Chapter 3. 

We have pinpointed two difficulties: 

(i)  the interpretation of the probability idea implicit in a particular Bayesian 

analysis, 

the numerical specification of prior probabilities to be used in the analysis. (ii) 

The first difficulty, (i), is at the heart of the criticisms that are made 
of the Bayesian approach in general, and of the internal divisions of 
attitude that exist. We take this up again in Section 6.8. We must recognise, 
however, that in the ever-expanding use of Bayesian methods for modelling 
or analysing practical problems, the problems of incompletely specified prior 
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views and subjective/degree-of-belief expressions of probability (as illustrated 

by Examples 6.2.2 and 6.2.3) often arise and must be accommodated. One thing 

is clear, then; we shall not proceed far in studying the application of Bayesian 

methods unless we admit that a wider view of probability may be necessary than 

the frequency one. We shall consider some detailed examples later. 

Lindley (1965b) chose to present Bayesian inference entirely in degree-of- 

belief terms ‘for it to be easily understood’. 

In a leading modern treatment of Bayesian inference, Bernardo and Smith 

(1994, pp. 2 and 4) remark: 

. . . we shall adopt a whole hearted subjectivist position regarding the interpretation 

of probability. . . . Bayesian statistics offers a rationalist theory of personalistic 

beliefs in contexts of uncertainty . . . 

It is not necessary to be so specific for much of the following discussion. To 

demonstrate principles at an elementary level, the term ‘probability’ may often be 
used in an intuitive way, leaving its interpretation dependent on the nature of any 
problem being studied and on the attitude of the investigator. But when trying to 

interpret ideas in Bayesian inference, this intuitive approach often will not do. 

It does seem (in agreement with Lindley) to be simplest to adopt a degree-of- 

belief attitude in such cases, and this is what has been done below. This is not 

to suggest, however, that there may not on occasions, be a perfectly valid and 
direct frequency interpretation in certain situations (but see Section 6.8.1) 

The second difficulty, (ii), cannot be ‘sidelined’. Its resolution forms an essen- 
tial part of the practical detail of Bayesian inference. The need to process prior 
information to yield numerical values for prior probabilities is central to Bayesian 

inference and can be fraught with difficulties, which are still not fully resolved 

beyond the relatively rare instances of fully specified objective prior informa- 

tion. However, even the apparently simple case where the prior information 
consists of sample data from earlier observations of the same practical situation 

is not without its difficulties. (See Section 6.7 on empirical Bayes’ methods.) 
We consider briefly what results are available on this matter in Section 6.4, 6.5 
and 6.6, which distinguish between the cases of prior ignorance, vague prior 
knowledge, and substantial prior knowledge, respectively. For the moment, 

however, we will take the provisional attitude that numerical-valued prior prob- 

abilities are available, and enquire in what way they are used in Bayesian 
inference. 

6.3 PARTICULAR TECHNIQUES 

The rationale of Bayesian inference may be summarised as follows. 

Inferences are to be made by  combining the information provided by  prior 

probabilities with that given by the sample data; this combination is achieved 
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by ‘the repeated use of Bayes’ theorem’ (Lindlejl, 1965b, p. xi), and the jinal 

inferences are expressed solely by the posterior probabilities. 

To see how this works out, we revert to the parametric model used earlier, but 

some extra care is needed in its description. 

We suppose that sample data, x, arise as an observation of a random variable, 

X .  The distribution of X ,  specified by the probability model, is assumed to belong 

to some family, ./, indexed by a parameter 0. It is assumed that the probability 

(density) function of the random variable has a known form, pO(x), depending 
on 8; but that 8 is unknown, except that it lies in a parameter space, 52. For 
fixed s, p e ( x )  is, of course, the likelihood function of 0. Knowledge of the ‘true’ 

value of 8, i.e. the value relevant to the current practical situation, would be all 

that is needed to describe that situation completely. (This assumes, of course, the 

adequacy of the family .P = { p ~ ( - r ) ;  0 E S2) as a general model for the practical 

situation. This may need to be examined separately.) 

As earlier, both 8 and x may be either univariate or multivariate, discrete 
or continuous. In the classical approach, multivariate data and multi-parameter 

models required special treatment (see Section 5.3.4). In the Bayesian approach, 
however, they have possibly an even greater importance in two respects. I t  is 
almost inevitable that any practical problem of substance will require a higher- 

dimensional parametric specification for a Bayesian analysis than for the use 

of classical methods. Such a multi-parameter specification (often involving tens 

if not hundreds of parameters) poses in turn severe problems for determining 

the required posterior probability distributions. Much of the modern thrust of 
Bayesian methodology has been directed to such problems; we shall later consider 

such methods as the Gibbs sampler and Markov chain Monte Carlo procedures 
as part of this developmental drive (see Section 6.7). 

The aim of any inferential procedure must be to ‘reflect’ the unknown ‘true’ 

value of 0. This cannot be done with any certainty. All we can expect is some 

probabilistic statement involving 0, based on the information at our disposal. In 
the classical approach of Chapter 5 ,  we saw how this was achieved by processing 
the sumple dutu, as the only available information, to produce point or interval 

estimates of 8, with associated assessments of their accuracy. In Bayesian irfer- 

ence it  is assumed that we have further information available a priori, i.e. before 

observing the sample data. To incorporate this, a wider view is taken of the 
nature of the parameter 0. It is assumed that any knowledge we have of the 

’true’ value of 8,  at any stage, can be expressed by a probability distribution, or 

some ‘weight function’, over 52. The parameter 0 is IIOW essentially regarded a s  

I I  rcrrzciom im-iiihle in the sense that different values are possible with different 
probabilities, degrees-of-belief or weights! O’Hagan (1994, p. 1 1 )  is explicit on 

this issue: 

. . . in Bayesian inference the parameters are random variable. 

(We consider the implications of this in more detail in Section 6.8.1.) 
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The prior knowledge of 8 is expressed as a prior probability distribution, 

having probability (density) function, n(8). Sampling increases this knowledge, 

and the combined information about 8 is described by its posterior distribution. 

If the posterior probability (density) function of 8 is denoted by n(81x), we have, 

from Bayes’ theorem, 

The posterior distribution, n(81x), is regarded as a complete description of what 

is known about 8 from the prior information and the sample data; it  describes 

how we now assess the chances of the true value of 8 lying in different parts of 

the parameter space st. 
Leaving aside the question of the interpretation of the probability concept 

involved in n(8) and n(81x), we now appear to have a more direct form of 

inference than in the classical approach. We can answer directly such questions 

as ‘what is the probability that 0.49 < h < 0.51?’ in the radioactivity example 
of Section 1.3. This facility is not available in the classical approach, without 

reference to some larger framework than the current situation and its associated 
information. It was there necessary to consider sampling distributions defined 

in terms of a sequence of independent repetitions of the current situation under 

what were assumed to be identical circumstances. The effect of this, in providing 

only aggregate measures of accuracy, has been considered in some detail in 
Chapter 5.  

In contrast, inferences in the Bayesian approach contain their own internal 
measure of accuracy and relate only to the current situation. This distinction 

is crucial. It is the difference between initial precision and jinal precision (see 

Section 5.7.1). Classical statistics assesses initial precision; Bayesian inference, 
final precision. We accept this distinction for the moment at it’s face value 

and will consider some examples of it. Later (Section 6.8.1), however, we will 

need to re-examine it in the light of a closer study of the ‘random’ nature 

of 8. 
Whilst the posterior distribution, n(81x), constitutes the complete inferential 

statement about 8, there are situations where such a full description is not needed. 

Certain summary measures of n(81x) may suffice. For example, it may be enough 
to know what value of 8 is most likely, or in what region 8 is highly likely to 

f a [ [ ,  or even whether some specific statement about 8 is credible. These needs 
lead to concepts in Bayesian inference parallel with the ideas of point estimates, 

confidence regions and hypothesis tests in the classical approach. It is convenient 

to describe these by the same (or similar) names, but it  must be remembered that 
their interpretation, and the numerical answers they provide, are likely to be 

different from those of the analogous quantities in classical inference. 

For illustrative convenience, 8 is assumed to be scalar at this stage. We will 
consider some special features of multi-parameter Bayesian inference later (see 

Section 6.7). 



210 BAYESIAN INFERENCE 

Bayesian Point Estimates 

There may be situations where it is convenient to choose a single value as an 

estimate (a point estimate) of 0. It seems sensible to choose that value with 

highest posterior probability (density), Consequently, we define as a Bayesian 

point estimate the quantity 0(x) that maximises j ~ ( 8 ) x ) .  See Figure 6.3.1. 

In itself, H(x) has limited practical value, although i t  has a direct interpretation 

as the most likely value for 0 in the ciirrent situation. There would seem to be no 
other useful criterion for choosing a single value to estimate 8 than to use the most 

likely value (the mode of the posterior distribution), unless we incorporate further 
information on the consequences of incorrect choice of 0. (See Section 7.3.) 

In classical inference, the situation was quite different. A variety of alternative 

estimators may exist for 0. These will have the general form & X ) ,  stressing 
that their interpretation is in terms of different sets of data that may potentially 

arise for theJi,red current value of 0, rather than in terms of differing degrees- 
of-belief about 8 for the present observed data x. Choice between alternative 

estimators, and assessments of their individual properties (bias, efficiency, etc.), 

were all derived from the behaviour of this sampling distribution of & X ) ;  that 
is, in relation to repeated realisations of the current situation. 

Although the criterion for the choice of the Bayesian estimate 6(x) seems 

incontrovertible, one difficulty does arise. The estimate will not be invariant with 
respect to transformations of the parameter space. Working in terms of @(0), 

rather than 0, it  does not necessarily follow that 4 = @(6) for any particular x. 

Thus, different inferences may be drawn from the same data and prior infor- 
mation in alternative parameterisations of the model. We recall also that not 

all characteristics of estimators on the classical approach are invariant to repa- 

rameterisation, e.g. if 8(s) is unbiased, $(I) need not be. In contrast, maximum 
likelihood estimators are invariant (see Section 5.3.3). 

This problem is sometimes resolved in the Bayesian approach by claiming 

that there will usually be a 'natural' parameterisation, and that inferences must 

therefore relate to this 'natural' parameter. This does not seem completely satis- 

factory, and all summary measures of the posterior distribution remain somewhat 
arbitrary in this respect. We will meet this concept of a 'natural' parameter again 

in relation to ways of describing prior ignorance (Section 6.4). 

Figure 6.3.1 
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Bayesian Interval or Region Estimates (Credible Intervals or Regions) 

A more informative summary of n(8l.x) for practical purposes is obtained by 

saying that 8 lies in some region of 52 with a prescribed probability. The region 

S,(x) is a 100( 1 - a )  per cent Bayesian posterior credible region, or Bayesian 
posterior probability region, for 8 if 

(6.3.2) 

If 8 is scalar and S,(x) is a connected region in R ' ,  we refer to S,(x) as a 

posterior credible interval, or a posterior probability interval. 

If S,(x) can be chosen to satisfy (6.3.2) we might call ( 1  - a )  the posterior 

credibility coefficient. As in the classical case, we may not be able to achieve 

this precisely, but can only ensure that P[B E S,(x)] 2 I - a. Then again, we 

might call (1 - a )  the posterior credibility level. This occurs in cases where 

0 has a discrete component-in the classical approach i t  happened if X had a 

discrete component. 
In (6.3.2) we might use n(@, the prior probability (density) function, instead of 

n(81.x). We would then obtain corresponding prior credible regions or intervals 

(or prior probability regions or intervals). The idea extends also to predictive 
distributions of X (see Section 6.4). 

To be of practical value, a will need to be chosen small and we will again 
typically consider 90, 95, 99 per cent, etc. credible regions, although the actual 

choice is arbitrary. The region S,(x) will not be unique, again in parallel with 

the classical confidence region. There may be several regions that contain a 
proportion (1 - a )  of the posterior distribution, often an infinite number, and i t  is 

necessary to choose between them. In the classical approach we saw (Section 5.5) 
that the so-called central confidence intervals had certain optimality properties 
in special cases, and the idea of central intervals (cutting off equal tail-area 

probabilities) was extended to form a practical criterion for common use. This 

concept seems to have little relevance to the Bayesian situation, however. Any 
region of 52 omitted on this criterion may have small total probability, but can 
still contain values of 8 with high probability (density) relative to some values 

of 8 contained in S,(x); we are, perhaps, excluding some 8 that are more likely 

to be true than other 0 included in S,(x). Consequently, a different criterion is 

usually adopted: S,(x) shall not exclude any value of 8 more probable than any 

value of 0 that is included. It seems inevitable, on the Bayesian idiom, that this 

criterion should always be applied if the Bayesian confidence region is to be 

properly interpretable. 

Such regions or intervals are known as highest probability (density), or HPD, 
intervals or regions. See Bernardo and Smith (1994, Section 5.1.5). 

In situations where 8 is scalar and continuous, we might find that n ( 8 ( x )  will 
be unimodal, and this principle then yields a finite interval for S,(x):  a Bayesian 

HPD interval. See Figure 6.3.1. Here, S,(x) takes the form (@,(x), 8,(x)). where 
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(6.3.3) 

and 

n(61x) 1 n(8’1x), for any 6 c &(XI, 6’ $ s,(x). 

Under fairly general conditions (&(x), e,(x)) is both unique-except for cases 
where several values of 6 have equal probability (density)-and shortest amongst 
all Bayesian confidence regions of prescribed Bayesian confidence coefficient. 
But again, variations may occur in alternative parameterisations! 

Again, these ideas extend to prior, or predictive, probability assessments. 
In the classical approach, we encountered an optimality concept for confidence 

intervals in terms of the uniformly most accurate (UMA) confidence interval: a 
dual notion to that of a uniformly most powerji-1 (UMP) hypothesis test. On the 
Bayesian approach, optimality is represented by the idea of minimal size credible 

regions, derived through decision theory argument for an appropriate form of loss 
structure (see Bernardo and Smith, 1994, Section 5.1.5, and Section 7.3.4 below). 

The difference of interpretation of the classical, and Bayesian, concepts is 
obvious and striking. Within its framework, the Bayesian credible region has a 

direct probability interpretation, 

P[8 E S,(X)] = 1 -a,  (6.3.4) 

unique to, and determined solely from, the current data x, and prior information. 
The classical confidence region is also expressed merely in terms of the current 

data, but its probability interpretation is as a random region containing thefied 
value of 6. The assessment of its probability of actually enclosing 8 is in terms 
of repetitions of the experimental situation. As we saw earlier (SeCtion 5.5) there 
is no way of judging whether a particular classical confidence region does, or 

does not, include 8. 

Example 6.3.1 Suppose a random sample of n independent observations is 
available from a normal distribution, N(p, a2), with unknown mean p, and 

known variance a’. (This latter assumption is introduced for convenience, hardly 
in pretence of reality.) The sample mean is X. Anticipating ideas in the next 

section, we suppose that nothing is known a priori about p and that this is 
expressed by an (‘improper’) assignment of equal prior probability density over 
(-00, 00). It is easy to show that (6.3.1) yields for the posterior distribution of p 

the normal distribution, N(X, a2/n ). Thus, we obtain the Bayesian point estimate, 
x, for p.  Furthermore, the loo( 1 - a )  per cent Bayesian credible interval for p 

has the form (X - z,a/,/n, .U + z,a/dn), where za is the double-tailed a-point 
of N(0,l). 

- 

We know, however, that on the classical approach X and (X - z,a/,/n, X + 
z,a/ , /n),  are also the optimum point estimate and 100( 1 - a)  per cent confidence 

interval, respectively, for p .  
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This correspondence in the explicit expressions should not be allowed to 
conceal the quite different meanings of the results in the two cases. Neither 
should it be taken as indicating any general area of unanimity. We shall obtain 
identical expressions only with appropriate choice of the prior distribution. It is 

intriguing to question whether any such agreement, for cases of prior ignorance, 
lends respectability to the classical approach in that it produces the same answers 
as the Bayesian approach, or vice versa, or whether instead it  serves to justify 
the particular expression used to represent prior ignorance. All three cases have 
been argued separately in the literature. Whether any of them has any justification 
depends on the personal attitudes of their proponents, and can hardly be assessed 
objectively. (See Section 6.4) 

Example 6.3.2 
unknown point, 8. Its probability density function is 

A random variable X has a Cauchy distribution centred at an 

1 1 

n [ I  + (X - 812] 
f (4 = - (-00 < x < 00). 

Two independent observations XI ,  x2 are drawn from this distribution and 

constitute the sample data, x ;  they are to be used in drawing inferences about 8. 
The likelihood of the sample is 

1 1 1 
p d x )  = - 

n2 [ 1 + ( x ,  - 0)2] * [ 1 + (x2 - @)'I * 

On both the classical and Bayesian approaches, some rather strange results 
arise when we try to draw inferences about 8. The sample mean .U has intuitive 
appeal, but is inconsistent (in classical terms). Its sampling distribution has infi- 
nite mean and variance, and cannot lead to classical confidence intervals for 0. 

Maximum likelihood is no better! If xl and x2 differ by more than 4, as is highly 
probable, p ~ ( x )  is symmetric about 8 but double peaked. Typically it looks like 

Figure 6.3.2. 

The sample mean is now at a relative minimum of p ~ ( x ) .  The two points 61 
and 6 2  where p&) has relative maxima, are 

Figure 6.3.2 
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and p&) is equal at these points, so no unique maximum likelihood estimator 

exists. In terms of likelihood, there seems no good reason to distinguish between 

& and 6 2  - 2  (or the sample median, which is the same thing here) has some 

intuitive appeal, but no statistical justification in view of its sampling properties. 

On the Bayesian approach, again using an improper uniform distribution to 

express prior ignorance, the posterior distribution n(81x) is proportional to p H ( x )  

so it has the same form as that shown above. No unique Bayesian point estimate 

exists, since n(6l Ix) = n(6zlx). One possibility might be to estimate 6 by a value 

for which there is equal posterior probability of the true value being in excess of, 
or less than, this value. This is just the median of the posterior distribution, here 

x. But it  is surely not desirable on the Bayesian approach to estimate 6 by what 

is one of the lowest posterior probability (density) points! Of course, we can 

construct a Bayesian credible region for 6 ,  but even this is somewhat strange in 
that it  is quite likely to have ‘a hole in the middle’, e.g. S,(x) = SL(x) U S:(x) in 

the figure above. This illustrates a general point: that Bayesian credible regions, 
even for a single parameter, may consist of a set of intervals, rather than being 

a single interval. 

- 

This is an extreme example, of course. No one would expect to say much about 
the location parameter of a Cauchy distribution from two observations. But the 

anomalous behaviour it demonstrates is not entirely artificial. Similar difficulties 

can arise, in varying degrees, in quite realistic situations. 
We should note that, as in many areas of Bayesian inference, the derivation of 

an HPD region, even for a scalar parameter, can involve extensive computation. 

This is compounded for the more realistic situations where 8 is multi-dimensional. 
See Section 6.6 below for more discussion of the evaluation of posterior proba- 

bilities. 

Bayesian Hypothesis Tests 

A major element of the classical approach is hypothesis testing (Section 5.4). It 

is natural to enquire what corresponds with this in Bayesian inference. At the 
basic level of wishing to assess composite hypotheses about a continuous scalar 

parameter, the direct probability interpretation of the posterior distribution leads 
to a particularly simple form of Bayesian hypothesis test. 

In a practical situation, we may need to assess whether some statement about 

0 lying in a particular region of R is reasonable. For example, a biscuit manu- 

facturer producing packets of biscuits is required to state on the packet a weight 

that is at least 10 g less than the mean weight, 8, of packets of biscuits produced 
by the manufacturing process. The aim is to produce 200 g packets so a weight 
of 190 g is quoted on the packet. It is necessary to examine whether the require- 

ment of not stating a weight in excess of 0 - 10 is being met. On the basis of 
some sample data and prior knowledge about 6,  a posterior distribution n(0)x) 

expressing current knowledge of 6, is obtained. 
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This information must be used to test the hypothesis H : 8 -= 200 against the 

alternative hypothesis H : 8 2 200. But on the Bayesian approach, we have a 

direct evaluation of the probabilities of H and n, in the form 

If P(Hlx)  is sufficiently small we will want to reject H, and this can again be 

expressed in terms of ‘signijicance levels’ if required. Thus, a 5 per cent Bayesian 

test of significance rejects H if P(HJx) 5 0.05; similarly for other significance 

levels. Alternatively, the outcome of the test may again be expressed in terms of 

the significance level actually attained, P(H(x); this is just the ‘critical leivl’ of 

the test. 

Note that the direct expression of the result of the test in the form P ( H ) x )  

eliminates the asymmetric nature of the test observed in the classical approach. 

In particular, there is no need to distinguish formally between the null (working) 

and the alternative hypotheses. 

The test just described is a one-sided test of composite hypotheses in our 
earlier terminology. The idea of a two-sided test of a simple (or composite) 

hypothesis might also be considered in Bayesian inference, but opinions differ 
on its appropriate form, and difficulties of interpretation arise. 

Much of the literature of the 1960s stressed the presence, within the Bayesian 

approach, of a facility that paralleled that of the classical hypothesis test. Whilst 
the above form of one-sided test seems straightforward, early attempts to formu- 

late an equivalent two-sided test do not seem to have been so successful. However, 

it  is of interest to consider some of the original proposals in this matter before 

examining present attitudes. 

Lindley (1965b, pp. 58-62) describes one form of such a test in terms very 
similar to those used to construct the classical hypothesis test. To test H : 0 = 80 
against : 8 # 80 at a level a! he suggests that we obtain the 100( 1 - a) per cent 

Bayesian posterior credible interval for 8 and accept H if this interval contains 00, 

otherwise reject H. This procedure is limited to cases where the prior information 

on 8 is vague (see Section 6.5): and, in particular, where there is no prior discrete 
concentration of probability at 8 = 80. We do not have any simple probability 

interpretation of the result of the test per se: we cannot talk about P(H). There is 
only the inferred interpretation arising from the credible interval being an interval 

within which we have probability (1  - a) that the true 8 lies-and hence only 

probability a! that 8 lies outside this interval. This is somewhat analogous to the 

tail-area concept of probability on the classical approach. The situation becomes 

more confused when one-sided tests are constructed in a similar way from one- 
sided credible i n t e n d s ,  which seems to have little meaning in the Bayesian 
approach ! 

Another method for testing a point hypothesis, H : 0 = 80, is described by 
Jeffreys (1961, Chapter 5). The idea here is that the particular value 00 has a 

different order of importance to the other values of 13 in Q. It achieves this 
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through having been singled out for particular study, usually due to extraneous 
practical considerations. As a result, our prior information about 8 should be in 
two parts; a prior discrete probability for 80, E‘(&), together with some prior 
distribution n(B) over 0 # 80. The sample data, x, refine the probability that 
8 = 00, and the distribution of probability over 0 # 60, to produce P(8Ol-x) and 
n(@lx) for 8 # 80. The decision on whether to accept, or reject, H is now taken 
on the basis of the posterior ‘odds in favour of H’, i.e. 

f (O0Ix)/ / n-0” n(81x). 

Jeffreys proposes that in the absence of any prior knowledge about 8 we should 

divide the prior probability equally between H and E, by taking P(80) = and a 
uniform distribution of the remaining probability mass over the values of 8 # 80. 

He states, ‘In practice there is always a limit to the possible range of these values’. 
An interesting illustration of this procedure is given by Savage et al. (1962, 

pp. 29-33) in the context of the legend of King Heiro’s crown. Pearson (1962a) 

offers a detailed critical re-examination of this example, with particular emphasis 
on its subjective elements. 

Pratt (1976) declares that whilst the posterior probability that 8 5 00 is a 
reasonable measure of the ‘plausibility’ of a null (working) hypothesis H : 0 5 00, 
tested against the alternative hypothesis H : 8 > 00, there is no such ‘natural inter- 
pretation’ in the case of a simple null hypothesis H : 8 = 00, tested against the 
two-sided alternative, fi : 8 # 80. 

Bernardo (1980) examines the basis of Bayesian tests, which he claims to be 

‘clear in principle’; namely, that to test whether data x are compatible with a 
working hypothesis Ho it is appropriate to examine whether or not the posterior 
probability P (HoIx) is ‘very small’. He considers the case of a ‘non-informative’ 
prior distribution (expressing prior ignorance about the parameter) and concludes 
that the posterior probability P(H0lx )  gives a meaningful measure of the appropri- 
ateness of Ho in the current situation only if Ho and the alternative hypothesis H, 
are both simple or both composite (and of the same dimensionality). Otherwise, 
in the context of the Jeffreys’ type of test of a simple null versus a composite 
alternative, he states that an interpretable unambiguous conclusion necessitates 
letting the prior probability P(&)  depend on the assumed form of n(8) over 
8 # 00-possibly a rather severe constraint in terms of the practical usefulness 

of the procedure. 
A detailed up-to-date review of hypothesis testing in the Bayesian context is 

given by Bernardo and Smith (1994: in particular in pp. 389-397 and 469-475). 
They broaden the debate to discuss choice between two alternative models, 
M I ,  and M z  introducing as an ‘intuitive measure of painvise comparison of 
plausibility’ the posterior odds ratio 
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interpretable as the product of the likelihood ratio and the prior odds ratio. This 

leads to the notion of the Bayes’ factor 

(or posterior to prior odds ratio) as providing for given .r the relative support for 

M ;  and M , .  This is, of course, just the likelihood ratio, which is central to the 

classical approach to hypothesis testing. Good (1950) referred to the logarithms of 

the various ratios above as respective ‘weights of evidence’, so that, for example, 

the posterior weight of evidence is the sum of the prior weight of evidence and 

likelihood weight of evidence. 

Depending on the forms of M ;  and M,, of course, different situations are 

covered: point and composite hypotheses within a common family of distributions 
or even distinct families (e.g. geometric v. Poisson is given as an illustration). 

Specific forms of Bayes’ tests covering the various prospects of sample 

and composite hypotheses are exhibited based on an assumed utility structure. 

We examine some Bayesian decision-theoritic aspects of hypothesis testing in 
Chapter 7 on Decision Theory (see Section 7.3.4). 

6.4 PREDICTION IN BAYESIAN INFERENCE 

Consider an industrial problem in which a large batch of components contains an 

unknown proportion 8 that are defective. The components are packaged in boxes 
of 50, being selected at random for this purpose from the batch. 

It is of interest to be able to say something about how many defective compo- 
nents might be encountered in a box of 50 components, and this, of course, 

depends on the value of the proportion defective, 8, in the batch. Inferences 

about 8 may be drawn in the various ways already described. We could draw a 

random sample of size n from the batch, observe the number of defectives. r 

say, and construct a classical confidence interval for 8 or (more relevant to the 

concern of the present chapter) determine a posterior distribution for 8 based on 

some appropriate choice of prior distribution. 
I f  we knew the value of 8 precisely, we could immediately describe the proba- 

bility distribution of the number of defectives that might be present in a box of 

50 components. This distribution is just binomial: B(50, 8).  

But 8 will not be known, and yet we still have the same interest in the proba- 

bilistic behaviour of the contents of the box. We encounter a new situation here: 

that of predicting the probability distribution of potential future sample data on 
the basis of inferred knowledge of 8 obtained from earlier sample data (and 

perhaps a prior distribution for 8). 

There has been growing interest in recent years in this problem of prediction 

and the Bayesian solution takes, in principle, a particularly simple form. 
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In the context of the general parametric model described earlier, suppose that 

x represents a set of data presently available and y is a set of potential future 

data. 

The problem of prediction amounts to obtaining an expression for p(y1x): the 

probability distribution of y conditional on the present data x arid their implica- 
tions in respect of the value o f the  parameter 8. This distribution is known as the 

predictive distribution of y .  It takes a simple form. 

Specifically, we have 

(where n(8l.r) is the posterior distribution of 8, given the data x )  as the predictive 
probability (density) function of y .  

Clearly, n(81.r) has been determined on the basis of some assumed prior distri- 

bution, ~ ( 8 ) .  for 8,  so that (6.4.1) can be written in the form 

The function p ( y J x )  provides the complete measure of inferential import about 

the future data y ,  based on earlier data x and the prior distribution n(O). However, 

as in other aspects of inference, i t  may be that some summary form of this 

information is adequate for practical purposes. Thus, for example, the mode of 

the predictive distribution might be thought of as the ‘most likely’ outcome for 

the future data set, y .  Or we could obtain an interval or region with prescribed 

predictive probability content: a so-called Bayesian predictive credible interval 

(or region). For interval estimation we usually employ HPD predictive intervals. 

Example 6.4.1 Suppose that, in the industrial problem described at the outset 

of this discussion of Bayesian prediction, we adopt a beta prior distribution for 

8 of the form .t;; ( I ,  rn) (see Section 2.3.1 and the discussion of conjugate prior 
distributions in Section 6.6 below). Then the posterior distribution of 8, having 

observed r defectives in a sample of n components, is .A’), ( 1  + r, m + n - r ) .  If 
y is the number of defectives in a box of N = 50 components, then from (6.4.1 ) 

we can immediately determine the form of its predictive distribution. We find 

that y has predictive probability function 

where G = 1 + r ,  H = m + n - r. This distribution is known as the beta-binomial 

distribution with parameters ( N ,  G, H ). 
We could go further and determine the most likely number of defectives in a 

box [(G - l ) (N + 1)/(G + H - 2) if G 3 I ;  0 otherwise] or obtain a Bayesian 
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predictive interval of some prescribed probability content (but note that only 

certain probability levels can be achieved in view of the discreteness of y). 

We have considered only the simplest form of the prediction problem. Refine- 

ments that introduce a loss structure in relation to incorrect prediction can be 

incorporated. Bernardo and Smith (1994) review the range of approaches to 

prediction and of its potential application (for density estimation, calebration, 

classification, regulation, comparison and assessment of models). They warn 

against the naive replacement of the right-hand side of (6.4.1) with P ( y ( i ) ,  where 

is the maximum likelihood estimate of 8. 

This latter prospect might well be what would be done in the classical approach 

to the prediction problem. Alternatively, we could use tolerarzce regions or inter- 

vals; see Section 5.7.2. Bernardo and Smith (1994, p. 484) find such an approach 

‘obscure’ compared with the use of HPD predictive regions or intervals. 
There has been an extensive literature on prediction. Aitchison and Dunsmore 

( 1975) and Geisser (1993) present detailed treatments of prediction analysis 
from a (predominantly) Bayesian standpoint, with illustrative applications and 

an extensive bibliography. 

Various applications areas are considered; for calibration, see Dunsmore (1  968), 
Racine-Poon ( 1988); for classification, see Dunsmore ( I  966), Bernardo (1 988), 

Klein and Press (1992, for spatial data), Lavine and West (1992); for discrimina- 

tion, see Geisser (1966), Lavine and West (1992); for regulation, see Dunsmore 

(1969). See also Geisser (1974, random effects models; 1975, sample reuse), 

Zellner ( 1986, decision-theoretic with asymmetric loss structure), Cifarelli and 
Ragazzini ( 1982, free of parametric models) and Bunge and Fitzpatrick ( 1993, 
capture - recapture). 

The classical approach (see Section 5.7.2. above) is reviewed by Cox (1975b). 

Mathiasen ( 1979) and, for inter-comparison of HPD predictive i n t e n d s  and 
tolerance intervals, see Guttman (1  970, 1988). See also Keyes and Levy ( 1996) 

on classical and Bayesian prediction for the multivariate linear model, and Meng 

(1994) on a Bayesian prediction-based examination of the classical notion of 
‘ p-values’ and ‘tail-area probabilities’. 

Minority approaches to prediction occur in relation to likelihood (Kalbfleisch, 

1971, Butler, 1986 and Geisser, 1993)-see also Section 8.3-and in prequential 

analysis due to Dawid 1984, 1992; see also Section 8.4). 

6.5 PRIOR INFORMATION 

We must now consider in more detail the problem of the numerical specification 

of prior probabilities. Bayesian methods require quantitative expression of the 

prior information available about 6 ,  whether this has a single component or is 

highly multi-dimensional and whether information is specific and extensive or, at 

the other extreme, essentially non-existent. Various distinctions might usefully be 
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drawn: between prior ignorance, substantial prior knowledge and an interme- 

diate category that might be termed vague prior knowledge. We will consider 

these in turn. 

6.5.1 Prior Ignorance 

We must recognise that practical situations may arise where we have no tangible 

(objective or subjective) prior information. To make use of Bayesian methods 

of inference we are, nonetheless, compelled to express our prior knowledge in 
quantitative terms; we need a numerical specification of the state of prior igno- 

rance. The notion of prior ignorance, and how to handle it, has been one of the 
most contentions issues in Bayesian statistics. We start with the Bayes-Laplace 

principle cfinsirfJicient reason expressed by Jeffreys (196 1) in the following way: 

If there is no reason to believe one hypothesis rather than another, the probabili- 

ties are equal. . . . to say that the probabilities are equal is a precise way of saying 

thnt rt'e hakv no ground jor  choosing between the alternatives. . . . The rule that we 

should take them equal is not a statement of any belief about the actual composition 
of the world, nor is it an inference from previous experience; i t  is merely the formal 

way of expressing ignorance. (pp. 33-34) 

Jeffreys discusses at length (1961, Chapter 3; and elsewhere) the extension 

of this principle from the situation of prior ignorance concerning a discrete set 

of hypotheses to the case of prior ignorance about a continuously varying para- 
meter, 8, in a parameter space, 52. The obvious extension for a one-dimensional 

parameter is to assign equal prior probability density to all 0 E 52. Thus, for a 

location parameter, p, where the parameter space is the whole real line (-00, 00) 

we would choose n(p) to be constant. See Example 6.3.1. 

This assignment of probability is improper in that we cannot ensure that 

P(ci < p < b)  < 1 for all intervals (0, b);  but this presents no basic interpretative 

difficulty if we are prepared to adopt (as Jeffreys demands) a degree-of-belief 

view of the concept of probability. We will not wish just to make prior proba- 

bility statements about p, and n ( p )  acts merely as a weightfunction operating 
on the likelihood p p  (s) to produce, after normalisation, the posterior distribution 

~ ( p  lx). This posterior distribution is, of course, proportional to the likelihood 

(cf. discussion of the generalised likelihood inference approach in Section 8.2). 

Whilst recommending this approach for the derivation of the posterior distri- 

bution of p ,  we have already seen (Section 6.3; in his concept of a Bayesian 

hypothesis test) that Jeffreys is not wedded to such a direct extension of the 
principle of insufficient reason for general application. Indeed, on the topic of 

hypothesis tests he remarks (1961): 

The fatal objection to the universal application of the uniform distribution is that 

i t  would make any significance test impossible. (p. 118) 
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(By this he means that no odds, or probability, could be assigned to a point 

hypothesis.) Jeffreys proposes further limitations on the use of the uniform distri- 

bution to describe prior ignorance about 8 in inferential problems, suggesting that 

the appropriate distribution depends upon the nature of R. 

If 8 is multi-dimensional, prior ignorance needs to be expressed in terms of 

assumptions about the independence of exchangeability of the components of 

8 (see Section 3.5) and choice of forms of prior distribution for each of them. 

Thus, in 8 is the pair ( p ,  a) reflecting location and scale, p might be assigned a 

uniform prior an (-00, 00) as above, but a (being non-negative) will need some 

other form of prior distribution. 

Using as criteria of choice the need to avoid anomalies from the improper 

nature of the distribution, and a desire to maintain certain invariance properties, 

Jeffreys proposes the following principles. 

(i) When St = (-00, m), we should use the prior uniform distribution for 0. 

He supports this choice by noting that if we are, on this basis, in a state of 
prior ignorance about 0, the same will be true for any linear function of 0. 

When R = (0, 00) we should choose a prior distribution proportional to 

l/8 since this implies that we are similarly in ignorance about any power, 
8“(a # 0). In this case, q5 = log8 has parameter space (--00, 00) and a 

prior uniform distribution, in accord with (i). 

(ii) 

For bounded parameter spaces; for example, where 0 is the parameter of a 
binomial distribution, so that R = (0, I ) ,  the original proposal of Bayes (and 

Laplace) was to use the uniform assignment of prior probability density. Jeffreys 
expresses dissatisfaction with this on intuitive grounds other than for ‘a pure esti- 
mation problem’ and suggests that in many problems it is more natural to assign 

discrete probabilities to specific values of 8 and uniform probability density else- 

where (an idea originally proposed by Haldane, 1932). Haldane has introduced 

an alternative specification of prior ignorance for the case where R = (0, 1 ) ;  
namely, to take 

n(e) cx e-l(i - e)-! (6.5.1) 

In spite of some attraction in terms of invariance properties, Jeffreys (1961) 

rejects (6.5.1) in that i t  gives ‘too much weight to the extremes of R’. An 
opposite dissatisfaction with the Bayes-Laplace uniform distribution prompts 

the tentative proposal that we might compromise by taking 

n(8)  o< 8-1/2(1 - 8)- 1 / 2  (6.5.2) 

to express prior ignorance when R = (0, 1). 
We have already noticed in the quality control example of Chapter 2, 

other reasons why (6.5.1) might constitute an appropriate specification when 

R = (0, l), and we shall return to this in more detail when considering conjugate 

prior distribution in Section 6.5.3. 
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Jeffreys’ proposals, (i)  and (ii), for the doubly and singly infinite cases are still 

widely adopted. Any fundamental demonstration of their validity seems impos- 

sible, however, since we are once more in the area of personal judgements about 

the propriety or importance of any criteria (such as invariance) that are used as 

justification, and of the relevance of intuitive ideas of what is meant by ignorance. 

Inevitably, criticisms are made of the Jeffreys’ proposals. Why should we use 

a concept of linear invariance when s2 = (-00, oo), and power-law invariance 

when $2 = (0, oo)? To reply that @ = log8 is the ‘natural’ parameter in the latter 

case seems to beg the question! 

See also O’Hagan (1994, Section 5.33 et seq.). 

Again, Jeffreys insists on a degree-of-belief interpretation of prior distribu- 

tions but it  is easy to understand why some of his proposals might cause concern 

in frequency interpretable situations. In Example 6.2.2 we adopted the Bayes- 

Laplace idiom of assuming P(H1) = P(H”) = i. This implicitly declares that 

prior ignorance is equivalent to the assumption that the box contains equal 

numbers of each type of die. Might it not be more reasonable to describe 

ignorance in terms of a diffuse nzeta-prior distribution for the proportion, 0, 

of type I dice in the box; that is, to say that the proportion of type I dice is 

itself a random quantity in (0,l) about which we know nothing. This could 

be expressed by a prior uniform distribution for 8, or by (6.5.1) or (6,5.2), 
which is quite different from our earlier assumption of equality of P(H1) and 

P(H11) (amounting to the belief that 8 = 4, a priori, with probability I ) .  The 

introduction of meta-prior structure, although inevitably increasing the dimen- 

sionality of the parameter space, is a common feature of modern Bayesian 

methods. 

Concern for representing prior ignorance is to enable Bayesian methods to be 

used when we know nothing a priori about 8. But there is another interest: in 

using the Bayesian approach to express what the data have to say about 8, irre- 

,spec-tiriP of prior infiimicition aboiit 8. Thus, we set this prior information at the 

lecrel of ignorance, or non-informativeness, to ‘let the data speak for themselves’ 

and to obtain what some might claim to be an objective approach to inference. 

Bernardo and Smith (1994, p. 357) regard this aim as ‘misguided’: Bayesian 

inference must, they say, be set in a subjective mould. 

O’Hagan (1994, Section 5.3.2 et sey.) explores another aspect of objectivity- 

whether Bayesian methods can be applied in the context of an objectiiie (rather 

than subjective or frequentist), notion cfprobability. He relates this to the search 

for an objective approach as defined in the paragraph above for describing 

Bayesian inference in the face of what he prefers to term u w k  prior infirmation 

(rather than prior ignorance). 

It is perhaps fortunate that from the practical point of view the specific method 

we adopt for describing prior ignorance Mill seldorn make any material differ- 

eizc’e to the injererice kt’e clrmt*. The reasons for this are outlined in the next 

section. 
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Example 6.5.1 A random sample of iz observations 6 1 ,  XI, . . . , x r l ,  is drawn 

from a normal distribution with known mean p,  and unknown variance, 0. If 

nothing is known, a priori, about 0, the posterior distribution of rzv/8 is x’ with 

n degrees of freedom; where 2’ = E;’ (x, - p)’/iz. 

Using the Jeffreys 

tional to 0-I. SO 
expression of prior ignorance for 0, we have n(0) propor- 

which implies that Y = n v / 0  has p.d.f 

That is, Y has a x’ distribution with i~ degrees of freedom. 

It is interesting to note that if both p and 8 are unknown and we express 

prior ignorance about them by taking p mid log8  to he iiidependent aizd to 

both have a uniform distribiition on (-CO, OS), tlzeii 0 2  - 1 )s‘/8 is x i - ,  and 

n ”’ (p - X)/s has a t-distributioi? M’ith (iz - 1 ) ckgrees cf fi-eedoni 
(X = ( l / n ) C ’ l x , ,  s2 = c;(x, -F)?/(r? - I ) ) .  

These results are similar in form, but not in interpretation, to those on the 
classical approach where we found that ( n  - l)s2/6, is x,:-~, and rz’/’(p - S)/s 

is ?,,-I. But here it is s2 and 3, not Q and p ,  which are the random variables. We 

should resist the temptation to see this similarity as adding ‘respectability’ to one 
approach from the viewpoint of the other, or indeed as justifying the particular 

choice of prior distributions that have been used! 

In pursuing invariance considerations in relation to the expression of prior 
ignorance, Jeffreys (1 96 1) produces an alternative specification for the prior 

distribution in the form 

n(8) a {~.m’’, (63.3) 

where I , ( @  is Fisher’s information function (see Section 5.3.2.) This has been 
extended by others to multi-parameter problems. The use of the information func- 

tion in this way, however, is not universally accepted, since its use of snmple 

space averaging is anathema to many Bayesians who claim that the only legit- 

imate expression of the data is through the likelihood of the actual realised 

value x. 

The current attitude to prior information and how to handle it  is ably 

reviewed by Bernardo and Smith (1994) and O’Hagan ( 1994). O’Hagan (1994. 

Section 3.2.7 et seq.) is concerned that ‘an improper prior cannot truly represent 
genuine prior information’ and that, although the Jeffreys’ formulation may 

sometimes lead to acceptable results, there are ‘pitfalls’ to be recognised in using 

improper prior distributions, e.g. in that the resulting posterior distribution may 
also be improper. He is also concerned that such an approach is not invariant to 

transformations of 8. Ignorance about 8 surely implies ignorance about 8 = g(8).  
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The information-based prior ignorance formulation of Jeffreys, as in (6.5.3), 

does satisfy desirable invariance properties in that n(8)dO = n(@)d@ (see 
Bernardo and Smith, 1994, p. 358). However, the non-uniqueness of (6.5.3) in 

this latter respect and its dependence on the data (‘in a way that violates the 
Likelihood Principle’: O’Hagan, 1994, p. 138) render it of limited usefulness. 

So how do present-day Bayesians handle prior ignorance? 
As we have already remarked, there is still widespread use of the Jeffreys-type 

priors of (i)  and (ii) above, with an assumption of independence for the distinct 
components of 8, in spite of the critics of this approach. 

Other approaches to handling prior ignorance include use of reference priors 

(Bernardo, 1979; Berger and Bernardo, 1989, 1992) and of default priors. 

Reference priors are part of a recent thrust in Bayesian analysis directed 
towards the prospect that sample data dominate in import any prior informa- 
tion-especially when sample data are of moderate extent and prior information 

is ‘vague’ or ‘non-existent’ . Seeking for an expression of such a ‘non-informative’ 
prior structure leads inter aliu to the information-based concept of a reference 

prior distribution. Bernardo and Smith ( 1994, Section 5.4) discuss reference anul- 

ysis in detail-as a baseline (or default) process of examining ‘the notion of a 
prior having a minimal effect, relative to the data, on the final inference’. 

We will examine in more detail the notion of vague prior information in the 
next section, but the reference prior or default prior is more suitably pursued here, 

in our study of prior ignorance. Essentially, we start by defining a utility-based 

measure I ( x ,  n(0)) of the amount of information about 8 that may be expected 
from an experiment yielding data x, with prior distribution ~ ( 8 )  for 8,  and a 

measure of the expected value I ( X ,  n(8)) of perjiect information about 8. 

The quantity I ( X ,  n(8)) is interpretable as the missing information about 0, 

as a function of n(O), and the reference prior distribution is that n(8) which 

maximises I ( X ,  n(8)). This is a complicated process that needs careful imple- 

mentation (Bernardo and Smith, 1994, pp. 304 et seq.) even when 0 is scalar; 
even more so when 8 is multi-dimensional. Some examples in Bernardo and 
Smith (1994, Section 5.4) include the uniform prior over an appropriate range 

depending on data x when X - U (8  - 1/2, 8 + 1/2), the Jeffreys’ prior (6.5.3), 

when the asymptotic posterior distribution of 8 is normal, and 

n(8)  a 8-”2( 1 - 

for binomial sampling (of (6.5.1) above). 

Bernardo and Smith (1994, Section 5.6.2) give a detailed review of prior igno- 

rance, referring inter alia to information-theoretic arguments of Zellner ( 1977, 
1991) and Geisser (1979), use of Haar measures (e.g. Villegas, 1977), the 
murginalisation paradox of Dawid, Stone and Zidek ( 1973) for multi-parameter 

problems under which it appears that no single prior distribution may be regarded 
as truly ‘non-informative’ and the entropy-based approach of Jaynes ( 1968, 198 1 ) 

(see also Csiszar, 1985). 
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Bernardo and Smith (1994) conclude that the entropy-based approach has merit 
(‘for the finite case’) as has Jeffreys’ prior (for scalar continuous problems), but 

that in multi-parameter problems there is no single unique non-informative prior. 
They support the notion of reference priors, notwithstanding the question of 

Lindley (1972, p. 71). 

Why should one’s knowledge, or ignorance, of a quality depend on the experiment 

being used to determine it? 

Further discussion of the selection of prior distributions ‘by formal rules’ (e.g. 
non-informative priors) is given by Kass and Wasserman (1  996). See also Sun 

and Ye (1995) on specific applications of reference priors. 
A broader notion of default priors is discussed by Berger (1994) and includes 

concepts of weak information, ignorance and non-informativeness: he expresses 
preference for reference priors. A related topic is that of upper and lowter prob- 

abilities under which ignorance is represented not by a single prior distribu- 
tion but by a range of priors (see Walley, 1996). See Jaffray and Philippe 

( 1997). 
In the area of model comparison, improper prior distributions cause major diffi- 

culties. This prompted the development of the fractional Bayes’ factor (O’Hagan, 
1995). See also Gelfand and Dey (1994) on use of reference priors in Bayesian 

model choice, and the discussion of the intrinsic Bayes’factor of Berger and 

Pericchi ( 1995): termed default Bayes ’ factors. 

Thus, we see the idea of ‘ignorance’ transformed to that of ‘vagueness’ or 
‘non-informativeness’ or ‘weak prior information’. 

Quite clearly, then, there is much dissatisfaction even uTirhin the Bayesian 
approach about how we should proceed if we know nothing a priori about 6, 

or wish to draw inferences in relation to such a prospect. But this need not 
be a matter of crucial concern; it sometimes happens that the import of the data 
‘swamps’ our prior information (however spare, or precise, this is) and the formal 
expression of the prior information becomes largely irrelevant, in a sense we now 

consider. 

6.5.2 Vague Prior Knowledge 

The aim of Bayesian inference is to express, through the posterior distribution 
of 6, the combined information provided by the prior distribution and the sample 
data. Inevitably, in view of the form (6.3.1) of the posterior distribution, we 

cannot assess what constitutes useful prior information other than in relation to 
the information provided by the data. Broadly speaking, the prior information 
increases in value the more it  causes the posterior distribution to depart from 

the (normalised) likelihood. On this basis, we would expect prior ignorance to 
lead to a posterior distribution directly proportional to the likelihood. When the 

prior uniform distribution is used, this is certainly true. However, situations arise 
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where i t  would be unreasonable to claim prior ignorance about 6, but, nonetheless, 

the information in the sample data ‘swamps’ this prior information in the sense 

that the posterior distribution is again essentially the (normalised) likelihood. In 
cases of this type, we might talk of having ‘vague prior knmqledge’ of 8. 

Bernardo and Smith ( 1  994, Section 5.1.6) pose two questions in this context. 

When the information provided by the data greatly outweigh the prior informa- 

tion, is it  reasonable to expect to be able to make a formal representation of such 

minimal information, or could we indeed dispense with such a representation? 

The first of these questions has been essentially answered in our discussion of 
prior ignorance above. The second is the nub of our present concern for vague 

(or weak, or non-informative) prior information. 

An early approach was offered by Savage et al. (1962) in his formulation of 

the principle of precise measurement: 

This is the kind of measurement we have when the data are so incisive as 

to overwhelm the initial opinion, thus bringing a great variety of realistic initial 

opinions to practically the same conclusion. (p. 20) 

Savage’s remarks point to a major practical advantage of this principle: that 

conflicting opinions of the extent, and manner of expressing, prior information 

for a particular problem will often have little effect on the resulting conclusions. 

The principle of precise measurement may be expressed in the following way 

(Lindley. I96Sb. p. 2 I ): 

. . . if the prior [distribution of H ]  . . . is sensibly constant over that range of 8 for 

which the likelihood function is appreciable, and not too large over that range of 

H for which the likelihood function is small, then the posterior [distributionj . . . is 

approximately equal to the [normalized] likelihood function . . . 

Elsewhere ( 1965b, pp. 13- 14) he gives a more formal mathematical statement 

of this principle for the case of sampling from a normal distribution. 
Savage describes this principle as one of stable estimation. The basic idea 

seems to have been recognised for a long time. Neyman (1962) attributes it  to a 

Russian mathematician, Bernstein, and (independently) to von Mises, both during 

the period 19 15 - 20. 

We should note that whatever the extent of the prior knowledge this can always 

in principle, be outweighed by the sample data for a sufficiently large size of 

sample. In this sense, the principle of precise measurement leads to limiting 

results analogous to the classical limit laws, e.g. the Central Limit Theorem, 

although special care is needed in interpretation. The principle also enables us 
to interpret the (normalised) likelihood function as representing the information 

about 6, available from the sample, irrespectir-ye c fpr ior  knocthdge about 8. 
This leads to a ‘large sample’ or asymptotic approach to Bayesian inference in 

which the posterior distribution again involves the normal distribution (Bernardo 
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and Smith, 1994, Section 5.4) as in the classical case. We will consider this in 

more detail below. 

This principle is easily illustrated by the example in Chapter 1 on the rate 

of decay, h, of a radioactive substance (Section 1.2). We consider two different 

situations: 

(i) 
(ii) 

50 a-particles are observed in a period of 100 s; 

5000 a-particles are observed in a period of 10000 s. 

Suppose that, on grounds of the chemical affinity of this substance to others 

with known properties, we have prior reason to believe that h is somewhere in 

the range 0.45 < h < 0.55. Figure 6.5.1 (a) and (b) shows, on appropriate scales, 

a typical prior probability density function for A, together with the respective 

likelihood functions. 

It is obvious that (a) and (b) represent distinctly different relationships between 

the prior density function and the likelihood function. The posterior distribution 

of h is proportional to the product of these two functions. The case (b) provides 

a typical demonstration of the principle of precise measurement, where the prior 
distribution has negligible effect on the posterior distribution, which in turn is 

essentially proportional to the likelihood function. At the opposite extreme, in 
case (a), the major contribution to the posterior distribution comes from the prior 

distribution, which is little modified by the more diffuse likelihood function. 
Thus, we see that what appears at the outset to be tangible prior information 

about A, varies in importance from one extreme to the other depending on the 

extent of the sample data. In simplest terms, the prior information is vague, weak 

or non-informative if ~ ( 0 )  is essentially constant over that range qf Lyalires of 6 
for which pO(x) is of non-negligible value f o r  the observed \'alue of .r. 

I I I  

Figure 6.5.1 
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Inferences about 8 are then effectively independent of ~ ( 0 )  and are made in 

relation to the posterior distribution n(81x), which is just a normalised version of 
the likelihood jiinction (x). 

Looked at another way, this implies a Bayesian robustness concept, in that 

inferences about 8 will be unaffected by any possible mis-specification of the 
prior distribution. So where the principle of precise measurement is in operation, 

we have dual advantages of easy access to n(0lx) a p ~ ( x )  and robustness against 

a wrongly specified n(0). 

As the extent of the data x increases so, under appropriate conditions, we 
encounter limited asymptotic behaviour for ~ ( 8 1 ~ ) .  Thus, if x consists of n obser- 

vations XI,  x?, . . . , x,~,  and 8 has components 81,8~. .  . we have the effects of a 

strong limit law as n --+ 00. For example, if 8 is discrete, then as n + 00 the 
posterior distribution n(8lx) degenerates in the limit to a step function at 80, 

where 80 is the true value of the parameter 8. For probabilistic manipulation 

of n(8lx) and inferences about 8, a continuous form of asymptotics is useful, 
under which 8 tends a posteriori to a (multivariate) normal distribution whose 

mean is the maximum likelihood estimate of 8, and whose variance-covariance 
matrix is the inverse of the Fisher (expected or observed) information matrix 

(see Section 5.3.4 above). For details of these important results, see Bernardo 

and Smith (1994, Section 5.3). 

6.5.3 Substantial Prior Knowledge 

We must now consider the third possibility: that the prior information is substan- 
tial in the sense that it causes the posterior distribution to depart noticeably in 

form from the likelihood function. As with the concept of vague prior knowledge, 

this is an expression of the relationship between the amount of information in the 

data and the extent of the prior knowledge; rather than merely a reflection of the 
absolute import of the prior knowledge. When the prior information is quantified 
through a prior distribution, there is no formal obstacle to the use of Bayesian 

methods; inferences are based on the posterior distribution (6.3.1 ). 

Example 6.5.2 In a biological experiment, leaves infested with a certain type 

of insect are collected. A random sample, of size n ,  of these leaves shows n ,  

leaves with i insects on each of them ( i  = 1 ,  2, . . .). The method of drawing 

the sample rules out the collection of any leaves with no insects on them. It is 

common to assume a Poisson distribution (with mean, m, say) for the uncondi- 
tional distribution of the number of insects on a leaf, so that the probability that 
a leaf in the sample has i insects is 

Prior information 

this is adequately 

suggests, say, that m is in the vicinity of a value rno, and that 

expressed by assuming a normal prior distribution for rn with 
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mean, mo, and standard deviation, 00 << mo. So, if X is the sample mean, the 

and the prior density of rn is 

Using (6.3.1) the posterior density of rn is 

where h = e-"/( 1 - e-"). For specific values of rno, 00, rn and X the constant of 
proportionality can be determined and n(rn1x) used to draw inferences about m. 

Whilst this example is straightforward in principle, it nonetheless highlights 
three important factors in the use of Bayesian methods when the prior information 
is substantial. 

In the first place, it is apparent that in such situations the final inferences will 
depend heavily on the assumed form of the prior distribution. This re-emphasises 

the need to ensure that the prior distribution is an accurate and complete expres- 
sion of the available prior information. Questions of the practical determination 
and validity of the prior distribution are at the heart of the use of, and any criti- 

cism of, the Bayesian approach. We have touched on this matter before, and must 

return to it later (Section 6.8). 
The other two matters brought out by this example are more technical: they 

concern, respectively: 

(i) 

(ii) 

the mathematical determination of the posterior distribution, and its prob- 
abilistic manipulation, and 

the interpretation of the posterior distribution in relation to the prior distri- 
bution. 

Even in such a simple situation as Example 6.5.2 the derivation of the explicit 

form of x(rnlx) (i.e. determining the constant of proportionality) involves tedious, 

if not difficult, calculations. The same is true of the derivation of useful summary 
measures from n(rn Ix), such as Bayesian credible intervals or point estimates. 
Then again, in this type of example, we lack any immediate 'feel' for the rela- 

tive contributions of the prior information and the sample data to the combined 
information provided by n(rn1x). It would have been illuminating to have some 
simple means of comparing the contributions made by the two components. 
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In more complex problems, these difficulties are even more severe. The typical 

practical problem needs a model involving many parameters, possibly boosted 
by the need for a metaprior structure (see Section 6.7). The determination of the 
precise form of n(81x), or of interval estimates, can now impose major compu- 

tational challenges. This is one of the areas of rapid development over recent 
years and we will examine later the use of the Gibbs sampler, and of Markov 

chain Monte Carlo methods, for determination of summary measures of n(81-r) 

in complex problems-see Section 6.6. 
First, however, we need to examine a crucial concept that provides a resolution 

of (i) and (ii) above in appropriate circumstances. This is the notion of conjugate 
families of prior distributions that can facilitate the mathematical calculations 
and provide a tangible comparison of the importance of the sample data and the 
prior information through the idea of an ‘equivalent prior sample’. 

6.5.4 Conjugate Prior Distributions 

As before, we are concerned with drawing inferences about some parameter 8, 

which indexes the family of distributions /‘) = (pe(x);8 E a), assumed as the 
model for the practical situation under study. Suppose the prior distribution of 8 

is a member of some parametric family of distributions, P, with the property, in 
relation to .?, that the posterior distribution of 8 is also a member of P. If this 

is so, we say that P is closed with respect to sampling from .?, or that P is a 

family of conjugate prior distributions relative to . P. 
More specifically, if P = {n,(O);a E A],  where a is the (possibly vector) 

parameter of the family of prior distributions, P, with parameter space A,  then the 
Bayesian inference process is represented simply as a mapping of A into itself. 
Thus, if a0 represents the prior information about 8, the sample data transform this 

to a new value a1 representing the posterior information about 8. Symbolically, 
we have 

(6.5.4) 
/’ 

ao + 

and information at the a priori and a posteriori stages are measured by values of 
a in a common parameter space, A. An initial ‘amount of information’, ao, has 

been enhanced through sampling to a jinal ‘amount of information’, al.  

The potential advantages of this concept are self-evident. If only we can inter- 

pret the parameter a in terms of some properties of the sample data, we have 
the dual advantages of being able to define the mapping (6.5.4) in simple terms, 
as well as being able to measure the relative amounts of information in the prior 

distribution and in the sample data. For, writing a1 as a0 + (a1 - ao), we have 
a1 - a0 (expressed in terms of properties of the sample data) as a measure of 
the information in the sample data and can regard the prior information as that 
provided by an ‘equivalent sample’ yielding ao. 

Furthermore, explicit expressions for posterior distributions involve little calcu- 
lation. The posterior distribution is in the same family P as the prior distribution 
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and all we need to do is use our knowledge of how a relates to the sample to 
advance the parameter from a0 to al. Such a sample-oriented interpretation of a 
can often be achieved, as is illustrated in the following simple example. 

Example 6.5.3 An electronic component has a lifetime, X ,  with an exponential 
distribution with parameter 0. That is, X has probability density function 

A random sample of n components have lifetimes xi, x?, . . . , x,, . The likelihood 

of the sample is thus 
(x> = ,y e-rl's. 

Suppose the prior distribution of 0 has the form 

(6.5.5) 

then it  is easy to show that the posterior distribution has precisely the same form, 
and is given by 

We can immediately express the results of this example in the general terms 
above. The statistic X is sufficient for 8 and essentially we are sampling at random 
from a gamma distribution with parameters n and rzx; we denote this distribution 

r ( n ,  n?). In this notation, the prior distribution (6.5.5) is r ( r ,  A )  and the posterior 
distribution is r ( r  + n ,  h + n?). Thus, the family of gamma prior distributions 
is closed with respect to sampling from a gamma distribution, and constitutes a 
family of conjugate prior distributions in this situation. The parameter a is the 

ordered pair ( r ,  A )  and the rule of transformation (6.5.4) from prior to posterior 
distribution is 

( r ,  U -+ ( r  + n ,  A + n x ) ,  (6.5.7) 

which provides immediate access to the explicit form of the posterior distribution 
as well as an intuitive interpretation of the relative contributions of the prior 

distribution and the sample, to our posterior knowledge of 0. 
The transformation (6.5.7) suggests that we may regard the prior information 

as 'equivalent to' a 'prior sample of Y observations from the basic exponential 

distribution yielding a sample total A'. 

This concept of an equivalent prior sample is supported from another view- 
point. The Jeffreys' nil-prior distribution for 0 (that is, his expression of prior 

ignorance about 0) can be represented as r(0,O). A sample of 'size' r with 
nZ = h will then, from (6.5.7), produce r ( r ,  A )  as the posterior distribution for 
0. So to use r ( r ,  A )  as a prior distribution for 0, it is as if we have started from 
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prior ignorance about 8 and taken a preliminary sample ( r ,  A )  before obtaining 

the real sample ( n ,  nX). In this further respect, the prior distribution ( r ,  A )  is 

‘equivalent to a sample ( r ,  A)’. It might be tempting to feel that this argu- 

ment also offers further support to Jeffreys’ form of nil-prior distribution in this 

situation! 

We must be careful not to read too much into Example 6.5.3 from the point 

of view of the construction of conjugate prior distributions. In the example, i t  

turned out that a singly sufficient statistic existed for 0, that the prior distribution 

was in the same family as the sampling distribution of the sufficient statistic 

and that a could be expressed in terms of the value of the sufficient statistic 

together with the sample size. It is not true that we will always encounter such a 

simple structure. No singly sufficient statistic may exist for 0, and the parameter 

space and sample space (even reduced by sufficiency) may be quite distinct, 

one from another. Even when a singly sufficient statistic exists, it  may not be 

enough merely to augment this with the sample size to construct an appropriate 

parameter, a, for the conjugate prior family, if we are to produce a plausible 

‘equivalent prior sample’ concept. 

The role of sufJicirncy in Bayesian inference generally is somewhat less funda- 

mental than it is in classical inference. It is obvious that the existence of sufficient 

statistics will be an advantage in ‘boiling down’ the data and in simplifying the 

derivation of the posterior distribution. This aspect of the importance of suffi- 

ciency in Bayesian inference is that it  acts as an ‘aid to computation’, rather than 

as an obvious prerequisite for the existence of optimal, or desirable, inferential 

procedures. Thus the effective advantage of a small set of sufficient statistics is 

that it summarises all the relevant information in the likelihood function in fewer 

statistics than the n sample values. 

In the construction of families of conjugate prior distributions, however, suffi- 

ciency has a more important role to play. The existence of a sufficient statistic 

of fixed dimension independent of sample size ensures that a family of conjugate 

prior distributions can be found in that situation. In particular, conjugate prior 

distributions can be derived for sampling from any distribution in  the expomwtiul 

fcrrnily, but they will exist for other distributions as well (for example, for the 

uniform distribution on (0,O)).  Raiffa and Schlaifer ( 196 1,  Chapter 2) develop a 

concept of ‘Bayesian sufficiency’ and discuss at length (in Chapter 3) its appli- 

cation to the construction of conjugate prior distributions. They develop in detail 

all the common families of conjugate prior distributions likely to be of prac- 

tical value (in Chapter 3 in synoptic form, but an extended treatment is given in 

Chapters 7- 13.) 

Bernardo and Smith (1994, Section 5.2) discuss in detail the role of conjugate 

families of prior distributions (including the importance of sufficient statistics 

and of the exponential family) stressing their value in yielding a tractable form 

of Bayesian inference. 
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Before leaving the topic of conjugate prior distributions it is useful to consider 

some further examples. 

Example 6.5.4 If x represents a random sample of size n from a normal distri- 

bution with unknown mean, 8, and known variance a’ [denoted by N(8, a’)], 

and the prior distribution of 0 is N(p0, a:), then the posterior distribution of 0 

is N(p1, of)  where 

So for sampling from a normal distribution with known variance the family 

of conjugate prior distributions is the normal family. But some care is needed in 
developing a concept of an ‘equivalent prior sample’ here. We must redefine the 

parameters by putting a: equal to a*/no. Then (6.5.4) has the form 

(6.5.8) 

and we can now think of the prior information as equivalent to a sample of 

‘size’ no(= a’/a;) from N(8, a’) yielding a sample of mean, po. Combining 

this equivalent sample with the actual sample produces a composite sample of 

size no + n with sample mean (nopo + nF-)/(no + n ) ,  in accord with (6.5.8). 

Starting from prior ignorance [that is (0, 0), which is the improper uniform 

distribution] the ‘equivalent sample’ produces a posterior distribution N(p0, a:); 
the composite sample produces a posterior distribution 

which agrees with the results in Example 6.5.4. Note how the domain of the 

parameter n has had to be extended from the integers, to the half-line (0, m). 
On other occasions, it  may be necessary to introduce extra parameters to facilitate 

the interpretation of the conjugate prior distribution. This is true of sampling from 

a normal distribution when both the mean and variance are unknown. (See Raiffa 

and Schlaifer, 1961, pp. 51-52.) 

Another point is brought out by the following example. 

Example 6.5.5 

independent trials, where the probability of success is 8. 

that 

Binomial Sampling. Suppose r successes are observed in n 

If the prior distribution of 8 is a beta distribution with parameters (a, p),  so 

n(0) a F ( 1  - 8)S-l (a > 0, p > O), 
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then the posterior distribution of 0 is also a beta distribution, having parameters 

(a + r ,  B + n - r ) .  

Thus, for binomial sampling, the family of conjugate prior distributions is 

the beta family. We have already observed this informally in Chapter 2. Inter- 

preting the prior information as equivalent to a sample of ‘size’ a + p,  yielding 

a ‘successes’, seems to support Haldane’s proposal (6.5.1) for an expression of 

prior ignorance in this situation. But the case of beta prior distributions raises 

certain anomalies for the concept of ‘equivalent prior samples’, concerned with 
the effects of transformations of the parameter space. (See Raiffa and Schlaifer, 

The dual advantages of mathematical tractability and ease of interpretation in 

the use of conjugate prior distributions are self-evident and make this concept 

one of major technical importance in Bayesian inference. But these potential 

advantages are of negligible value without an essential prerequisite. 

The function of the prior distribution is to express in accurate terms the actual 

prior information that is available. No prior distribution, however tractable or 

interpretable, is of any value if it misrepresents the true situation. We must 
rely here on the richness of the family of conjugate prior distributions; that is, 

on the wide range of different expressions of prior belief that they are able to 

represent. 

When prior information consists of sparse factual measures augmented by 

subjective impressions, as is so often the case, a variety of different specific 

prior distributions may have the appropriate summary characteristics to encom- 

pass the limited information that is available. In such cases, i t  should be quite 
straightforward to choose an appropriate prior distribution from the family of 

conjugate prior distributions. We have seen an example of this in the quality 

control problem discussed in Chapter 2. 

The notion of imprecise prior probabilities (and expert opinions) is discussed by 

Coolen and Newby (1994) as an ‘extension’ of the standard Bayesian approach. 

On rare occasions, however, the objective prior information may be so exten- 

sive as to essentially yield a detailed prior frequency distribution for 0. If in the 
current situation it is reasonable to assume that 8 has arisen at random from the 

limiting form of this frequency distribution, then it  is this frequency distribution 
that constitutes our best practical choice of prior distribution. Whether or not 

we may now take advantage of the desirable properties of conjugate prior distri- 

butions depends entirely on whether a member of this family happens to echo 
characteristics of the prior frequency distribution. 

1961, pp. 63-66.) 

6.5.5 Quantifying Subjective Prior Information 

Often, prior information, whilst substantial, is subjective in form and it is neces- 
sary to express it in quantitative terms. We have already considered different 

aspects of this problem: with a literature review in Section 2.3.2; some discussion 
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in Section 3.5.2 of how individuals might attempt to quantify (via a hypothet- 
ical betting situations) their personal probability assessments and examination; 
in Section 4.5.2, how to construct personal utility functions. 

Beyond informal attempts to put a numerical value on individual subjective 
probabilities and utilities, there is (rightly) growing concern for, and interest 
in, the interaction between the statistician and ‘client’ in practical Bayesian 
studies-in the former’s efforts to ‘elicit’ the subjective views of the latter (‘the 
expert’) on major issues such as complete prior probability distributions, possibly 
in highly multi-parametric situations, Often, what are sought are prior summary 
measures such as means, variances and covariances that can be fed into assumed 
families of distributions, but then again elicitation might seek to express quanti- 
tatively ab initio complete prior distributions. 

This distinction is well illustrated in the detailed case study examples of 
O’Hagan (1998) drawn from the fields of domestic water distribution and sewage 

disposal, and of underground storage of nuclear waste, respectively. 
In a companian paper, Kadane and Wolfson (1998) adopt a broader stance and 

review the ‘psychology of elicitation’ and the wide range of currently available 
elicitation methodologies (where the latter may be general in nature or specific 
to a particular application). They warn of the ‘pitfalls’ of unreasonable reliance 
on, or attention to, uvailability, adjustment and anchoring, overconfidence, and 
hindsight bias, and propose means of minimising dangers of false representation 
arising from these effects. Their consensus view of elicitation is that truly expert 
opinion is of greatest value, with assessment only of observable quantities, in 
terms of moments of a distribution-with regular feedback and discussion of 
practical data-based implications. 

Kadane and Wolfson (1998) illustrate these principles in terms of general and 
applications-specijic methods applied to practical problems. 

O’Hagan (1998) and Kadane and Wolfson (1998) provide an extensive review 
of what O’Hagan refers to as the ‘relatively little attention in the Bayesian liter- 
ature’ to this topic, amounting nonetheless to a combined list of 90 references in 
the two papers, which provides a rich background for the further study of this 
interesting topic. 

6.6 COMPUTING POSTERIOR DISTRIBUTIONS 

We have already noted that a major problem in Bayesian inference, particu- 
larly for multi-parameter systems, is that of calculating the explicit form of the 
posterior distribution. Great strides have been made in this matter through simu- 

lation techniques and especially in the use of the Gibbs and Metropolis-Hastings 

(and other) sampling algorithms for the Markov chain Monte Carlo (MCMC) 
approach. 

Simulation and Monte Carlo methods have long been used to evaluate integrals, 
usually by re-expressing a deterministic problem in probabilistic terms (e.g. as 
in use of Buffon’s needle to calculate n). 
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In Bayesian inference, we typically need to integrate products of prior 
densities and likelihoods, and such traditional methods are widely used for this 
purpose-see, for example, Bernardo and Smith (1994, Sections 5.5.1 to 5.5.4) 
and O’Hagan (1994, Sections 8.1 to 8.4.2). 

More recently, powerful methods have been developed under the title of 
Markov chain Monte Carlo. The basic idea is easily explained, although imple- 

mentations can be subtle. 
Traditional methods of numerical integration can involve use of approxima- 

tions, of reparameterisation, of quadrature and of iterative methods (of quadrature 
and scaling). 

f(8)de. Quadrature methods involve 
evaluating f ( 8 )  at deterministically chosen points 81, 82, . . . , 8 k .  Monte Carlo 
methods, in contrast, take random values 81, 82. .  . and combine the function 
values f (81),  f (62 ) .  . . . 

In particular, if we were to choose the 8 ‘values’ from a distribution with 
density g(@, then we could write: 

Suppose we are interested, in general, in 

(6.6.1 ) 

Thus, if we take a random sample 81, 82, . . . , O n  from g(8), the sample mean 

(6.6.2) 

will typically be unbiased for F (the integral we wish to evaluate) and consistent 
(in the terms of classical inference). Furthermore, as n increases, F approaches 
a norm4 distribution with variance, which can be approximated by 

n 

(6.6.3) 

So via (6.6.2) and (6.6.3) we can, in principle, choose n to approximate F as 
accurately as we wish. 

In importance sampling (see Bernardo and O’Hagan, 1994, Section 5.5.3), we 

seek to choose a form of g(8) to make the (approximate) variance (6.6.3) as small 
as possible. In fact, this needs f(8) and g(8) to be close in form. Problems with 
implementing this approach are particularly severe in multi-parameter problems, 
but much work has been done on this. 

In the Markov chain Monte Carlo approach, we operate rather differently and 
may obtain greater power and facility for multi-parameter problems. Typically, we 
are concerned with evaluating the posterior distribution n(81x) (which, of course, 
still involves an integral for normalisation) at least in terms of the marginal 
components n(81 Ix) ,  n(&Ix), . . . , n(8kI.x). We seek to construct a Markov chain 
with state space Q, which is easy to simulate from and which has these compo- 

nents as its equilibrium distribution. 
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Then, if we sample from this chain after it has been running for some time, 
we are effectively sampling at random from the posterior distribution, ~ ( O l x ) ,  

of interest (in view of the ergodicity properties of the Markov chain). It sounds 
too simple! Can we really construct a Markov chain with equilibrium distribution 

n(O1x) when we do not even fully know the explicit form of n(OIx)? Surprisingly, 
we can, and much work has been done in refining techniques to a stage where 
impressive analyses are possible for highly complex multi-parameter systems. 
See Bernardo and Smith (1994, Section 5.5.5)  for fuller details and references. 

There are two specific forms of Markov chain process that have yielded 
conspicuous successes in approximating important characteristics of n(81x). 

Gibbs Sampling Algorithm 

Suppose 8 = (81,82, . . . , O n ) ,  and n(81x) = n(81,82, . . . , 8klx). Consider the 
conditional densities n(8i Ix; O j ,  j # i) for each of the marginal components 8, of 8 

when the O, ( j  # i) are specified in value. These are usually readily determinable. 
Now consider an iterative sampling scheme that starts with some chosen values 

@”, 8io’, . . . , Of’ and cycles through the Oi updating at each stage. So we draw 

@ I )  from n(e1x; OF), . . . , oLO)), from ~ ( 8 ~ 1 ~ ;  @ I ) ,  e?), o:’), . . . , of ’ ) ,  0;’) from 

n(831.x; 8!’) ,  8i1), Oy’, . . . , Of)’), and so on. If this process is continued through 
many (say N )  iterations, and repeated rn times so that we have rn replicates 

( j  = 1,2,  . . . , n )  effectively constitute a random sample from n(8,I-x) 
( i  = 1, 2, . . . , k )  the single component marginal posterior distributions. 

and on to 8(N) is a Markov chain 
process since we have fixed transition probabilities from @‘) to @ ‘ + I ) .  This will 
typically have equilibrium distribution (n(0, Ix) ,  n(82)x), . . . , n(8k Ix)) and we will 
thus be able to approximate (again, as accurately as we wish) the marginal poste- 
rior distributions of 8. 

Appropriate computer-based simulation methods are needed for effective opera- 
tion and these have been widely studied. 

of @ ( N )  = (p) I , O2 ( N )  , . . . , Or’), then for large N the replicated values 8;;”’ 

The process of moving from 8(’) to 

Hastings- Metropolis Algorithm 

In this, a different iterative scheme is used, but a further randomisation also takes 

place and the next iterate is either accepted or rejected according to a prescribed 

probability mechanism. 
Dellaportas and Stephens (1995) use Markov chain Monte Carlo methods in a 

Bayesian analysis of the errors-in-variables regression problem. Van der Merwe 
and Botha (1993) use the Gibbs sampling algorithm in studying mixed linear 
models. 

Nicholls (1998) uses Markov chain Monte Carlo methods in Bayesian image 
analysis. 
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6.7 EMPIRICAL BAYES’ METHODS: META-PRIOR 

DISTRIBUTIONS 

There are other ways (beyond those discussed in Sections 6.5 and 6.6) in which 

prior information may be manifest. Two such possibilities are the following. The 

prior information may consist of limited sample data from situations similar to 

the current one but of insufficient extent to build up a frequency distribution of 

accurate estimates of previous 8 values. Alternatively, we may sometimes have 

available a sample of the previous rrue 8 values for some similar situations. We 
shall consider these possibilities briefly in this section to illustrate the use of 

empirical Bayes’ methods, and meta-prior distributions, respectively. 

6.7.1 Empirical Bayes’ Methods 

Prominent amongst workers in this area are Robbins ( 1955, 1964), who pioneered 
the idea, and Maritz, who in his book on empirical Bayes’ methods (Maritz, 1970, 

and the later version of Maritz and Lwin, 1989) gathers together a wide range 
of results, many of which derive from his own research efforts. In the Preface, 

Maritz broadly defines the empirical Bayes’ approach as follows. 

[It] may be regarded as part of the development towards more effective utilisation 

of all relevant data in statistical analysis. Its field of application is expected to 

lie where there is no conceptual difficulty in postulating the existence of a prior 

distribution that is capable of a frequency interpretation, and where dara suitable 

j b r  estiriiatiori ofthe prior distributiori may be accumulated. (p. vii, italics inserted) 

Maritz describes the approach as a ‘hybrid’ one, in that whilst concerned with 
Bayesian inference it often employs classical methods of estimation for finding 

estimates of, for example, the prior distribution, based on the ‘prior’ sample data. 

O’Hagan ( 1994, Sections 5.25 to 5.27) stresses this conceptually mixed nature 

of the empirical Bayes approach and concludes that ‘Empirical Bayes is not 
Bayesian’ because it does not admit a distribution for all the parameters. We will 
examine this point more fully below. Bernardo and Smith (1994, Section 5.6.4) 

give only brief coverage to such ‘short cut approximations to a fully Bayesian 
analysis of hierarchical models’. See also Deely and Lindley (1981) and Berger 

( 1986). 
The method works in the following way. Suppose the prior distribution is 

~ ( 8 ( @ ) ,  implying a hierarchical structure where the parameter(s) 8 depends on 

a hyperparameter(s) @. Data x are linked to the hyperparameter 4 by means of 

a form of ‘likelihood’: p + ( x )  = pe(x)n(Ol@)dO. An empirical Bayes’ approach 

substitutes for an appropriate (often classical) estimator $ and the Bayesian 

analysis proceeds with rr(8[$) used as the prior distribution of 8. 
The following example incorporates the notion of hierarchical structure but with 

the hyperparametric representation of n(@l@) essentially dealt with in empirical 

non-parametric terms. It concerns estimation of the mean of a Poisson distribution. 
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For Bayesian point estimation of a parameter 0 we have so far suggested only 

the mode of the posterior distribution of 0, given the sample data, x. Choice of 
the mode rests on it being the value of 0 having greatest posterior probability 

(density). But other summary measures of the posterior distribution might also 

constitute sensible point estimates of 8. In the next chapter, we shall see that 

from the decision theory viewpoint, with a quadratic loss structure, the optimal 

point estimator of 0 is the mean of the posterior distribution. That is, we would 

estimate 0 by 

Suppose we apply this where 0 is the mean of a Poisson distribution. Then, 

for a single observation, x, p @ ( x )  = e-’B’/x! and 

where 

(6.7.3) 

i.e. the likelihood function smoothed by the prior distribution of 0. 
So if the prior distribution were known then we would have in (6.7.2) a 

reasonable estimator of 8. For example, if 8 has a prior gamma distribution, 

T ( r ,  A), we find that &(x) is (Y  +x)/(l + A).  

But n is unlikely to be known. In the typical empirical Bayes’ situation, we 

might assume that we have, in addition to the current observation s when the 
parameter value is 0, a set of ‘previous’ observations XI, x2. . . . , x,, obtained when 

the parameter values were 01, 02, . . . , O n ,  say (these 0 values being unknown). 

It is assumed that the 0,(i = 1,2, . . . , n )  arise as a random sample from the 

prior distribution, n(0) ,  and that the x i ( i  = 1, 2, . . . , n )  are independent sample 

observations arising under these values of 0. The previous observations ‘reflect, 
the prior distribution, n(0), and in the general empirical Bayes’ approach are 

used to estimate n(0) for use in the Bayesian analysis. 

In some cases, direct estimation of n(0) is unnecessary and may be by-passed. 

This is so in the present example of estimating the mean, 8, of a Poisson distribu- 

tion. Suppose that amongst our previous data the observation i occurs f,, ( i )  times 

(i = 0, 1 ,  . . .). The x, may be regarded as a random sample from the smoothed 

likelihood function (6.7.3) since the 0, are assumed to arise at random from n(8) .  

Thus, a simple classical estimate of &(i) is given by f , , ( i ) / ( n  + 1 )  for i # x, 

or [ 1 + f , , ( x ) J / ( n  + 1 )  for i = x (including the current observation, s). 
The Bayes’ point estimate (6.7.2) is then estimated by 

H , ( n * x ) =  ( x +  I ) f , , (x+  l ) / [ l  + f , , ( x ) ] .  (6.7.4) 

This approach is due to Robbins (1955). 
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Any questions of the efficiency or optimality of such an empirical Bayes’ 

procedure are complicated. They must take account of the possible variations 
in the parameter value itself that have arisen in the current situation, as well 

as sampling fluctuations in & ( n ,  x) arising from the different sets of previous 

data that might be encountered. Appropriate concepts of efficiency or optimality 

need to be defined and quantified, as do means of comparing empirical Bayes’ 

estimators with alternative classical ones. Some of the progress and thinking on 

these matters is described by Maritz and Lwin (1989). 

There has been a steady (if not voluminous) flow of published material on 

the empirical Bayes’ method in the 40 years or so since the early proposals 

of Robbins ( 1955). Applications include hypothesis testing, interval estimation, 

estimating a distribution function and the parameters in the binomial distribu- 

tion, in the finite Poisson process and in multilinear regression. Recent appli- 

cations include Reckhow (1996) who describes an empirical Bayes’ method for 

measuring an index of ‘biotic integrity’ in the context of environmental study 

of river-water quality, and Samaniego and Neath (1996) who claim to show 

(cf. O’Hagan above) that the statistician using empirical Bayes’ methods in 

appropriate cases is a ‘better Bayesian’ in being able profitably to combine empiri- 
cal and subjective information. Greenland and Poole ( 1994) consider empirical 

Bayes’ and ‘semi-Bayes’ methods for environmental-hazard surveillance. Efron 

( 1996) examines empirical Bayes’ methods for combining likelihoods. 

It seems likely that we shall hear much more of this approach, though 

assessments of its value and interpretations of its basic nature vary from one 

commentator to another. Neyman (1962) regarded it as a major ‘breakthrough’ 

in statistical principle; Lindley ( I  97 Ic, Section 12.1) declared that its procedures 
are seldom Bayusinn in principle and represent no new point of philosophy. 

6.7.2 Meta-prior Distributions 

Another type of situation that Maritz regards as being within the sphere of empiri- 

cal Bayes’ methods is that where previous true values of 8 are available relating 
to situations similar to the current one. He remarks that such problems have not 

received much attention. It is worth considering an example of such a situation 

to demonstrate a further extension of Bayesian methods. 
Suppose some manufactured product is made in batches; for example, on 

different machines or with different sources of a component. The quality of 

a product is measured by the value, x, of some performance characteristic: the 

corresponding quality of the batch by the mean value, 6 ,  of this characteristic for 

the products in the batch. The parameter 8 varies from batch to batch according 

to a distribution n(B), which may be regarded as the prior distribution of the 
value relating to the batch being currently produced. 

We want to draw inferences about this current 8 on the basis of a random 

sample of n products in the current batch having performance characteristics xi ,  

.r?, . . . , x n .  There are circumstances in which our prior information may consist of 
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exact values of 8, for previous batches, regarded as arising at random from n(8). 

This would be so, for instance, if part of the final inspection of the products 

before distribution involved measuring x for each one, and hence 8 for each 

complete batch. Suppose these previous values were 81, 02,  . . . , O,T. How are we 

to use this information in a Bayesian analysis? 

To be more specific, suppose we are prepared to accept that, within a batch, 

the x, arise at random from a normal distribution, N(8, a2), where a2 is known, 

and that n(8)  is also normal, N(80, v), but where 8, and v are unknown. 

If we knew O0 and v, then the posterior distribution of 8 for the current batch, 

given XI,  x2, . . . , xI1 ,  would be 

n 

N[(nF/a2 + & / v ) / ( n / a 2  + l/v), ( n / a 2  + l/v)-’], where X = x x , / n  : 

see Example 6.5.4. But 80 and are not known; we have merely the random 

sample 81,&, . . . ,8 ,  from n(8)  from which to ‘estimate’ them. One intuitively 

appealing possibility would be to use 8 and s;, the sample mean and variance of 

the previous 8 values, to estimate $0 and U. This yields 

(6.7.5) 

as an ‘estimate’ of the posterior distribution of 8. 

But this cannot be entirely satisfactory! Sampling fluctuations will cause ‘3’ 
and s i  to depart from 00 and U, and such departures will be more serious the 
smaller the size, s, of the 8-sample. The estimate (6.7.5) takes no account of this; 

it is irrelevant whether s is 2 or 20000! 
A more satisfactory approach might be to introduce a further preliminary stage 

into the inferential procedure. We can do this by declaring that 81, 82, . . . ,8 ,  

arise at random from a normal distribution, N(80, U), where 80, v are meta- 

prior parameters having some meta-prior distribution, n(80, v) (or as termed in 
Section 6.7.1 above, hyperparameters). We can then form the posterior distri- 

bution of 60 and v, given 81, 82, . . . , OS, denoted n(80, v(0) and use this as 

‘post-prior’, distribution for the current situation, updating i t  by the sample data 
x I ,  x2, . . . , xn to form the posterior distribution of 8 : n(8(0, x). 

Let us illustrate this for the present problem. Since our only prior information 

about 8 is the normality assumption and the set of previous &values we can 

say nothing tangible about the meta-prior parameters 80 and v. The customary 

expression of this ignorance is to take 

(See Section 6.4.) 

(80, v) have a joint probability density function proportional to 

Using (6.7.6) we find that 0 has a post-prior distribution that is N(80, v) where 

(6.7.7) 
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Modifying this prior distribution of 19 by the 

involves averaging over (6.7.7) for 80 and U, 

of 8 as 

n(op, .r) O( $(x, & , I )  

sample data X I ,  .q, . . . , x,,, which 

finally yields the posterior density 

where $(X, d / n )  is the density function of N(X, a 2 / n ) .  

This shows just how the sampling fluctuations of 8 and s i  affect the situa- 

tion. As s -+ 00, it is easy to show that (6.7.8) tends to the density function 
corresponding to (6.7.5). For finite s, (6.7.8) is quite different in form from the 

distribution (6.7.5), although just how important this difference is from a practical 

point of view needs further study for special cases. (See Barnett, 1973.) 
The Bayesian analysis of the linear model by Lindley and Smith (1972) utilises 

a somewhat similar meta-parametric structure, in a more fundamental manner. 

Prior ignorance in the multi-parameter situation is represented by assuming the 
parameters exchangeable, with prior distributions constructed hierarchically in 

terms of further ‘hyperparameters’, which in turn have their own prior distribu- 
tions, and so on. Such a hierarchical structure features widely in modern Bayesian 

treatment of multi-parameter problems and details can be found in Bernardo and 

Smith ( 1994) and O’Hagan ( 1994). 

6.8 COMMENT AND CONTROVERSY 

In concluding this brief survey of basic methods of Bayesian inference, there are 
one or two further matters that need elaboration. We shall consider briefly the 
questions of the interpretation of the prior and posterior distributions, the roles 

of sufficiency and the likelihood function and the nature of the criticisms made 

of the Bayesian approach. 

6.8.1 Interpretation of Prior and Posterior Distributions 

In introducing the Bayesian approach in Section 6.3 for parametric models, we 

suggested that the parameter value 8 in the current situation may be thought of 
as U value (chosen perhaps ‘by nature’) of a rundom variable with probability 

(density) function n(8), the so-called prior distribution of 8. This prior expression 

of our knowledge of 8 is augmented by sample data, x, from the current situation, 

through the application of Bayes’ theorem, to yield the posterior distribution of 8, 

n(8l.r), as the complete expression of our total knowledge oft) from both sources 

of information. 
Such a simple expression of the principle of Bayesian inference was sufficient 

for the development of the specific techniques and concepts discussed throughout 

this chapter so far. However, we have deliberately ‘glossed over’ the interpre- 

tation of the probability concept inherent in such an approach to inference and 
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must now return to this matter. It is convenient to consider the prior and posterior 
distributions separately. 

Prior Distribution. We have seen from examples how it is quite possible to 

encounter situations where the prior distribution both admits, and is naturally 
described by, a frequency-based probability concept. The quality control example 
of Chapter 2 is typical; the machinery of empirical Bayes’ procedures often 

presupposes such an interpretation. We are able to think of n(8) as representing 
the relative frequency of occurence of the value 0 in the ‘super-experiment’ 
of which the current situation is but a realisation. But it is equally apparent that 

such a frequency interpretation will not always suffice. If 8 is a measure on prod- 
ucts made by some prototype machine, or the total rainfall during the coming 
month, it is difficult conceptually to define the ‘super-experiment’ (or ‘collec- 

tive’ in von Mises’ terms), enclosing the current situation, in order to obtain a 
frequency interpretation of ~ ( 8 ) .  For example, suppose 8 is a measure of the 
physical stature of Shakespeare and we wish to draw inferences about 0 from 

‘data’ derived from his allusions to men’s stature in his writings. In any practical 
sense, it cannot be right to attribute a ftequency interpretation to ~ ( 0 ) .  Concep- 

tually also, the thought of an ‘infinite sequence of Shakespeares, a proportion 
of whom had the value 8’ is untenable, without a deal of ‘mental juggling’ (as 
Lindley puts it, see Section 1.6). To apply Bayesian methods in such a situation, 

we are essentially forced to adopt a degree-of-belief interpretation of n(0); to 
regard x(8) as measuring the extent to which we support, from our prior experi- 
ence, different values of 8 as being the true one. Such an approach is even more 
inevitable when we are dealing with subjective prior information, e.g. genuine 
expert knowledge and experience but present in, say, the minds of the experts 

rather than in quantitative form within a computer store. 
But it is not only in personalistic situations that the frequency approach is 

untenable. We meet difficulties of interpretation even in such an apparently 

‘objective’ problem as that of estimating the proportion, 8, of faulty items in 

a current batch of some product. It may be that this batch can be regarded as 
typical of a sequence of similar batches, so that there is meaning in the concept 
of relative frequencies of occurrence of different values of 8. Nonetheless, we 

cannot use this frequency distribution as a prior distribution of 8 if we do not 

know its form. In an extreme case, we may have no tangible prior information 

on which to base our prior distribution, n(8), and consequently may need to use 
a conventional expression of this prior ignorance. (See Section 6.4.) We are not 

pretending that this n(0) corresponds to the relative frequency distribution of 0 

from batch to batch; we are merely saying that it expresses (albeit rather formally) 
our prior beliefs about the actual value of 8 in the current situation. The posi- 
tion is essentially the same if we quantify some limited objective and subjective 

information to form n(8) (perhaps by choice of a member of the appropriate 
family of conjugate prior distributions) perhaps following a process of elicirtr- 

tion (See Section 6.5.5). The interpretation of n(8) is again more naturally a 
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degree-of-belief, rather than a frequency, one. For again we are not claiming that 
n(0) coincides with the frecpeticy distribution of 8 from batch to batch. 

Posterior Distribution. Here again, it is difficult to accommodate a frequency 
interpretation of the probability concept, let alone insist on it. Even when the 
prior distribution has an immediate frequency interpretation, it is not self-evident 
that the posterior distribution, n(01x), can also be described in frequency terms. 

Consider again the quality control problem just described, and suppose that 
the limiting form of the relative frequencies of occurrence of different values of 
8 is known precisely. We can take this as the exact form of the prior distribution 
of 8. Consider the situation represented diagrammatically in Figure 6.8.1, where 
we have in mind an infinite sequence of similar batches of the product each 

with its corresponding proportion, 8, of faulty items. A current batch (observed 
NOW) has unknown 8 but we have extracted sample data x to reflect on 8. In 

the past (PREVIOUSLY) indefinitely many batches have been produced, each 
with its own proportion of faulty items, 81,82, . . . , O n ,  . . ., and this sequence 
effectively determines n(@, the prior distribution of 8 values. The data, x, and 

prior distribution, n(8), combine to produce the posterior distribution, n(81x), 
and the question is how to interpret the probability concept that is transferred to 
n(81x). Since 8 in the current situation is a unique, if unknown, value describing 

this situation, it  seems natural (inevitable) that we should invoke a degree-of- 

belief interpretation of n(8)x) .  

We might ask, however, if there is anv sense in which we can give n(81x) a 
frequency interpretation. To answer this, it helps to re-iterate a distinction drawn 

earlier (Section 2.3.1) on how the proper processing of extra data depends on 
whether the extra data arose in the currvnt situation or in a new (but similar) 

situation. 
Consider a further batch (LATER) with its corresponding parameter value 8'. 

Suppose it yields sample data, y. To draw inferences about 8', what should we use 

as the prior distribution of 8? Should it be n(8) or n(81x) (since x constitutes prior 
information at this LATER stage) or perhaps something else entirely? We cannot 
use n(81x) for this new batch-this represents our views about the parameter 
value in the batch that has given rise to x (not to y). In fact, we must again use 

P R EV I0 U S LY NOW LATER LATER STILL 

Figure 6.8.1 
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n(0) since this is assumed to be the exact distribution of 0 from batch to batch, 
and knowing this there is nothing more to know about the random mechanism 
that has produced 0’ for this new batch. 

But the use of n(0) for the new batch needs to be qualified in two respects. 

If y had arisen not LATER from a new batch with a new parameter value 8’, 
but as an independent sample NOW extending the earlier data x ,  then it would 
obviously have been necessary to use n(0)x), not n(0), as the prior distribution 
to apply to y. This is typical of a sequential inference situation and we shall 
say more about this in the discussion of Bayesian methods in decision theory 

(Chapter 7 ) .  Secondly, had n(0) not been a complete and precise expression of 
variation in 0 from batch to batch, then the data x might have been able to 
provide more information on this variation. We should still not use n(01x) as 
the prior distribution in the LATER situation, but would want to augment the 
‘incomplete’ n(0) appropriately by the extra information, x ,  before applying it 
to the new data, y.  What is meant by appropriately is far from clear, however, 
except perhaps in an empirical Bayes’ problem. In this case, n(0) has been 
estimated from previous data. We can go back to this previous data, extend it 
with x ,  and derive a corresponding better estimate of ~ ( 0 )  to apply to y. 

These observations give the clue to a possible frequency interpretation of 
n(0lx). Consider yet further batches (LATER STILL . . .), with their own para- 
meter values, 0”, . . ., and sample data, z ,  . . .. Within this indefinite sequence, 
there will be a subsequence in which the data was the same as in the NOW 

situation; that is, x .  We can regard this subsequence as a ‘collective’ and develop 
a frequency interpretation of n(01x), in which n(81.x) is the limiting relative 
frequency of batches with data x for which the parameter value is 0. But such an 
interpretation has to be viewed on the same level as that of the classical confi- 
dence interval. In both cases, inferences relate to a single determined quantity, yet 

are interpreted in the wider framework of ‘situations that may have happened’. 
The criticisms of the confidence interval concept (Section 5.7.1) must apply 
equally here, and it is likely that most Bayesians would, for similar reasons, reject 
such a frequency interpretation in favour of a degree-of-belief view of n(0Ix). 

When no ‘collective’ can be defined in the practical manner illustrated above, 
any frequency interpretation of n(01x) becomes very contrived, and a degree-of- 
belief view inevitable. 

6.8.2 Sufficiency, Likelihood and Unbiasedness 

In Chapter 5 ,  we discussed at length the central nature of these concepts in the 
classical approach to inference. For comparison, we should consider their role in 
Bayesian inference. 

We have already discussed suficiency (Section 6.5) and seen it serving essen- 
tially utilitarian needs. The existence of a small set of sufficient statistics reduces the 
computational effort in applying Bayesian methods generally. More specifically, 
it is a prerequisite for the existence of interpretable families of conjugate prior 
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distributions. This latter service reflects a real importance of sufficiency in this 

approach to inference. There is little question here, as in the classical approach, of 

it being a precondition for the existence of optimal inferential procedures (but see 

Chapter 7 on decision theory). Bernardo and Smith ( I  994, Section 5. I .4) discuss 

the role of Sufficiency (and of ancillarity and nuisance parameters) in Bayesian 

inference. Dawid ( 1980) also examines such matters. 

On the other hand, the likelihood function acts as the cornerstone of the 

Bayesian approach, whereas in the classical approach it acts more as a tool 

for the construction of particular methods of estimation and hypothesis testing. 

The real importance of the likelihood in Bayesian inference is in its function as 

the sole expression of the information in the sample data. So that if for two data 

sets, XI and x?, the likelihoods p ~ ( x 1 )  and pA(x2) are proportional, then infer- 

ences about 8 will be identical. This function is expressed through the likelihood 

principle, which has already been discussed in Section 5.6. 
As we remarked earlier (Section 5.7.4), this principle is a direct consequence 

of Bayes’ theorem. One implication of the likelihood principle is that inferences 

about 8 will depend only on relative variations in the likelihood function from 

one value of 8 to another. This leads (in the strong form of the likelihood prin- 

ciple) to the effect described as ‘the irrelevance of the sampling rule’, and which 

constitutes one of the major philosophical distinctions between the Bayesian and 

classical approaches. Let us reconsider this by means of a specific example. 

Consider a sequence of independent Bernoulli trials in which there is a constant 

probability of success, 8, on each trial. The observation of, say, 4 successes in 
10 trials could arise in two ways; either by taking 10 trials yielding 4 successes, 

or by sampling until 4 successes occur that happens to require 10 trials. On the 

Bayesian approach, this distinction is irrelevant; the likelihood is proportional to 

0‘( 1 - 8)6 in each case and inferences about 0 will be the same provided the prior 

distribution is the same in both cases. This is not true on the classical approach. 

The direct sampling procedure can produce quite different results to the inverse 

sampling one. For example, a 95 per cent upper confidence bound for 0 is 0.697 

in the first case, and 0.755 in the second case. For comparison, using the Haldane 
form (6.5.1) to express prior ignorance about 8, we obtain a 95 per cent upper 

Bayesian confidence bound of 0.749. 

Reaction to this basic distinction between the classical and Bayesian approaches 

will again be a matter of personal attitude. The Bayesian will have no sympathy 

with any prescription that takes account of the method of collecting the data, 

in view of the centrality of the likelihood principle in the Bayesian approach. 

In contrast, the classicist is likely to see this as a fundamental weakness of 

Bayesian methods: that they cannot take account of the sampling technique. See 

Section 5.7.4 for a more fundamental discussion of this point and of the central 

role played by the concept of coherence in this debate. 

The Bayesian view that the likelihood function conveys the total import of 

the data x rules out any formal consideration of the sample space . d ’  [except 

as the domain over which P H ( X )  is defined]. Inferences are conditional on the 
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realised value x; other values that may have occurred are regarded as irrele- 

vant. In particular, no consideration of the sampling distribution of a statistic is 

entertained; sample space averaging is ruled out. Thus, in particular, there can 

be no consideration of the bias of an estimation procedure and this concept is 

totally disregarded. A Bayesian estimator b ( x )  relates in probability terms to the 

posterior distribution of 6 given the particular data x; it cannot be regarded as a 

typical value of e ( X )  having a probability distribution over .I,. (But, again, see 
the decision theory applications in Chapter 7.) 

6.8.3 Controversy 

Attitudes to inference have become more eclectic over recent years and Bayesian 

and classical methods may be used depending on the nature of a problem being 

studied, The Bayesian approach, however, has firm advocates who cannot enter- 

tain the principles of the classical idiom and, in contrast, many statisticians feel 

unable to sympathise with, or adopt, the Bayesian approach to inference. This 

latter attitude is often supported by claims of ‘lack of objectivity’ and ‘imprac- 
ticality’ in Bayesian methods, but we need to cut through the emotive nature of 
such criticism to appreciate the substance of the dissatisfaction. Some objections 

are raised to the use of the concept of ‘inverse probability’ as a legitimate tool 

for statistical inference. Fisher was particularly vehement in his rejection of this 

concept as we have observed earlier (Section 1.6). But most current criticism 

concerns the basic nature of the prior distribution, and its quantification. Dissa- 

tisfaction is expressed with the use of prior distributions where the essential form 

of the problem precludes a frequency interpretation. We have seen (Section 1.6) 

that von Mises, whilst committed to the Bayesian approach, conceived of its 

application only in frequency-interpretable situations; Hogben ( 1957, Chapters 5 
and 6) likewise. Others would claim that the whole approach is untenable since 
it sometimes requires a subjective or degree-of-belief concept of probability. In 

this sense, it is not ‘objective’ and thus not appropriate for a formal scientific 

theory of inference! 
Then again, even ignoring such philosophical complaints, the Bayesian 

approach meets opposition and rejection on the grounds that the prior information 

itself is often subjective -its quantification correspondingly ‘arbitrary’. There 
is concern for the formality and perceived ‘arbitrariness’ of ways of handling 

prior ignorance: of the use of non-informative, or reference, priors. This leads 

to dissatisfaction with an approach where the conclusions are seen to depend 

critically on ill-formulated or imprecise information - which may vary from 

individual to individual, or time to time, in its formal expression! 
Criticism of this type is well illustrated by the early commentary, by Pearson 

(1 962a), which is relatively free from the emotive undertones often associated 

with such expressions of opinion: 

Let me illustrate some of my difficulties [with subjective Bayesian methods] 

very briefly. 
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a) We are told that “if one is being consistent, there is a prior distribution”. “A 

subjectivist feels that the prior distribution means something about the state of 

his mind and that he can discover it by introspection”. But does this mean that 

if introspection fails to produce for me a stable and meaningful prior distribution 

which can be expressed in terms of numbers, I must give up the use of statistical 

method? 

b) Again, it is an attractive hypothesis that Bayesian probabilities “only differ 

between individuals because individuals are differently informed; but with common 

knowledge we have common Bayesian probabilities”. Of course it is possible to 

define conceptual Bayesian probabilities and the “rational man” in this way, but 

how to establish that all this bears a close relation to reality? 

It seems to me that in many situations, if I received no more relevant knowledge 

in the interval and could forget the figures I had produced before, I might quote at 

intervals widely different Bayesian probabilities for the same set of states, simply 

because I should be attempting what would be for me impossible and resorting 

to guesswork. It is difficult to see how the matter could be put to experimental 

test. Of course the range of problems is very great. At one end we have the case 

where a prior distribution can be closely related to past observation; at the other, 

it has to be determined almost entirely by introspection or (because we do not 

trust our introspection) by the introduction of some formal mathematical function, 

in Jeffreys’ manner, to get the model started. In the same way utility and loss 
functions have sometimes a clear objective foundation, but must sometimes be 

formulated on a purely subjectivist basis. 

To have a unified mathematical model of the mind’s way of working in all these 

varied situations is certainly intellectually attractive. But is it always meaningful? 

I think that there is always this question at the back of my mind: can it really 
lead to my own clear thinking to put at the very foundation of the mathematical 

structure used in acquiring knowledge, functions about whose form I have often 

such imprecise ideas? 

Such remarks encapsulate many of the elements of criticism of the Bayesian 
approach. It is not part of our purpose to take sides on such issues-any approach 
to inference involves personal judgements on the relevance and propriety of its 

criteria. We have seen equally forceful criticism of the classical approach. In 
essence, it revolved around the same issues of how well the approach meets up 
to its practical aims; how ‘arbitrary’ are its criteria, concepts and methods. In 
broad terms, one can find criticisms of the two approaches that are basically the 

same criticism. Again, see Section 5.7.4. 
What cannot be denied is that there are some fundamental differences in the 

classical and Bayesian approaches. These include 

0 the interpretation of the parameter 8, as a determined quantity or a random 
variable 

the nature of the probability concept (frequentist, degree-of-belief, subjective) 

the role of the data x ,  as specific and conditioning or as representative of 

sample-space variability 

0 

0 
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and, stemming from the last of these and central to the whole debate, 

0 the distinction between initial precision and final precision (see 
Section 5.7.1 ). 

There must be undoubted appeal in an approach to inference (the Bayesian) in 

which inferential statements relate to the specific problem in hand @zalprecision ) 
rather than being (as in classical methods) representative of the range of prospects 

that might be encountered in the long run (initial precision). But as with all 
distinctions between the approaches, reactions will depend on persona1 attitudes. 

The principle justification of the Bayesian approach advanced by its advocates 
is its ‘inevitability’: that if we accept the ideas of coherence and consistency, 
then prior probabilities (and utilities) must exist and be employed. We shall take 

this up in more detail in the next chapter. 
On the matter of the nature and form of prior distributions, the principle of 

precise measurement (Section 6.5.2) is crucial. It implies that in a large number of 
situations detailed quantitative expression of the prior information is unnecessary. 

The Bayesian approach in such situations is robust; the data ‘swamps’ the prior 
information, different observers must arrive at essentially the same conclusions 
and questions of ‘subjectivity’ or ‘objectivity’ become less focused. 

In situations where the prior information is quantitative and relates to a 
prior distribution admitting a frequency interpretation, one hears little objection 

expressed to the principle, or practice, of Bayesian inference. 
We considered in Section 6.1 above, texts at various levels, and with different 

emphases, on Bayesian statistics, and publications on applied themes. In conclu- 

sion, we should consider published work that is addressed to comparative issues: 
attempts to reconcile, or to contrast, Bayesian inference and other approaches. 
In this context, we should include Lindley ( 1958; Bayesian and fiducial interval 

estimation, see Section 8. I), Pearson (1962a; Bayesian, classical and decision- 
theoretic approaches), Thatcher (1 964) and Peers ( 1968) on Bayesian credibility 
intervals and confidence intervals, Bartholomew ( 1965 and 197 1 ; Bayesian versus 
classical), Barnard (1972; a call for unity), De Groot (1973; ‘tail areas’), Cox 

(1978; the case for eclecticism), Bernardo (1 980; hypothesis testing), Diaconis 
and Freedman (1983; frequency properties of Bayes’ rules), Efron (1993; interval 

estimates), O’Hagan (1994; Sections 1.33 et seq.), Bernardo and Smith (1994; 
pp. 443 -488 with literature review), Sweeting ( 1995a; conditional inference) 

and Sweeting (1995b; Bayesian and likelihood methods), Datta (1996) and Datta 

and Ghosh ( 1995a) on frequentist validity of Bayesian inference, Bernard ( 1996; 
comparing methods of estimating a Bernoulli process parameter), Conigliana 
et al. ( 1997; robustness), Cox ( 1997; basic distinctions) Vaurio ( 1992; objec- 
tive prior distributions) and Zellner ( 1995). Case-study inter-comparisons include 
Biggerstaff et al. (1994; meta-analyses on passive smoking) and Tamura et al. 
(1 994; treatment of depressive disorder). 
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CHAPTER 7 

Decision Theory 

The third major component in our survey of distinct attitudes to statistical infer- 

ence and decision-making is decision theory. This differs from classical statistics 

or Bayesian inference in a variety of fundamental respects. 

The first, and prime distinction, is that its function is solely a decision-making 

one. In so far as it is applied to such apparently inferential problems as parameter 

estimation, these must be re-expressed in a ‘decision-making’ context. Its basic 

premise is that in a situation of uncertainty some action must be taken, chosen 

from a set of well-defined alternatives, and that we seek in some sense the best 

action for the problem in hand. 

Certain features of the situation in which action must be taken are unknown. 

Depending on the prevailing circumstances, the different actions have differing 

merit. It is assumed that some numerical value can be assigned to the combination 

of circumstance and action to represent its merit. Such values, perhaps termed 

utilities in the spirit of Chapter 4 or losses if we prefer to work in terms of 
demerit (or disadvantage), provide the basis for assessing how reasonable (or 

unreasonable) a particular action is under given circumstances. 

But the actual circumstances that any action encounters will not be known in 
general. Whilst unknown, it may be possible, however, to obtain sanzple data 

that provide some information about the prevailing circumstances; we may even 

have some prior knowledge concerning the propensity for different circumstances 
to arise. We shall see that decision theory provides a means of using any such 

information to determine a reasonable, or even a best, course of action. 

It is on the assessment of the relative advantages of different prescriptions for 

action that we encounter the second major distinction with alternative approaches 

to statistics. Although the methods proposed for choice of action do take into 

account probability considerations, in the sense of any prior probabilities we can 

assign to the different possible circumstances or of any probabilistic mechanism 

governing the generation of the sample data, the success of the methods is not 

expressed in direct probability terms. This is in distinct contrast to Bayesian 

inferences, which are entirely probabilistic: the final inference is a probability 

distribution. In decision theory any prescribed course of action is seen to be 

better than some other to the extent that its average utility is higher (or merage 

loss lower). Such an average is taken with respect to both the prior information 
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and the potential sample data, if these are appropriate information components for 

the problem in hand. The actual difference between these average values tells us 

how much better (in recognisable, quantified, terms) one course of action is than 

some other, on average. There is no recognition in the final result that the relative 

advantages of the one or other course of action may vary probabilistically, that 

sometimes one will be .best, sometimes the other. 

Note that in averaging over the different probability structures all the familiar 

‘bones of contention’ must arise: concerning the quantification of prior informa- 

tion, the interpretation of the probability concept and the use of aggregate or 
long-term considerations in relation to sample data. At the same time, there is 

an obvious appeal in a basic system designed specijicnlly as a prescription for 

action in the face of uncertainty, rather than merely as a means of delimiting the 

uncertainty without indicating how this knowledge might guide any necessary 

action. We shall need to return to such questions as whether this extended func- 

tion is a proper responsibility of the statistician, and, more important, whether it 

is a viable practical possibility or an idealistic abstraction. 

It is clear that, even within the limited time-span of the development of statis- 

tical theory and practice, decision theory is very much a minor partner. 
Although both Laplace and Gauss regarded errors of observation as ‘losses’ 

and justified the method o f feas t  squares on the basis of minimising such losses 

(and Gauss considered the idea of a ‘least disadvantageous game’) no substantial 

development of principles for statistical decision-making arose until the work of 

Abraham Wald in the 1940s. 
This individual approach represented a unique departure from earlier statistical 

ideas, and immediately awakened an excited response. As a result, an impres- 

sive range of applications and developments have appeared in the literature: 
both as fundamental research contributions and as textbooks at various levels of 

sophistication. 

The pioneering book by Wald (1950) presented the foundations of the subject, 
with extensions and generalisations, as ‘an outgrowth of several previous publica- 

tions of the author on this subject’ in the professional journals. He explains how 

decision theory was motivated by dissatisfaction with two serious restrictions in 
current statistical theories: the assumption of fixed sample sizes (the sequential 

approach to statistics was very much in its infancy) and the limited scope of 

decision-making procedures as represented by classical hypothesis testing and 

estimation. 

The general theory, as given in this book, is freed from both of these restrictions. 

I t  allows for multi-stage experimentation and includes the general multi-decision 

problem. (p. v )  

Wald makes it clear how decision theory as a general principle for guiding 

the making of decisions in the face of uncertainty flows naturally out of the 

(then) recently developed deterministic ‘theory of games’ -essentially from the 
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two-person zero-sum games strategies developed in the work of von Neumann 

and Morgenstern ( 1953; first published 1944). 

By any standards the lone contribution made by Wald is impressive. Subsequent 

work has built on his sound base in extending the particular areas of applica- 

tion: generalising, interpreting and analysing basic features; refining the Bayesian 

contribution; following through the tortuous details of the sequential aspects of 

the theory; reassessing classical ideas in the new light and discussing philo- 

sophical implications. Unfortunately, relatively little real-life case study material 

seems to have been published. We shall review in the following sections some 

of the developments of the last 40 years or so. 
Among many modern books on decision theory, De Groot (1970) still figures 

as a detailed and comprehensive treatment at an intermediate level. See also 

Berger ( 1980). Elementary texts of merit include Aitchison ( 1970b), Chernoff 

and Moses ( 1959), Lindgren ( 197 1 ), Raiffa ( 1968), Schlaifer ( 1959) and Winkler 

(1972b). Lindley ( 197 1 b, 1985), provides an accessible down-to-earth guide to 

the basic principles of decision theory as a means for making decisions under 

uncertainty. Rivett ( I  994) considers ‘the craft of decision modelling’, through 
the examination of detailed case studies from diverse fields of application. De 

Groot (1982) provides a crisp overview of the main principles. See also French 

(1986, 1989). The more advanced work by Raiffa and Schlaifer (1961) contains 

a wealth of detailed material on decision theory and Bayesian inference still not 

readily accessible elsewhere. 

7.1 AN ILLUSTRATIVE EXAMPLE 

It is convenient to start our study of the principles and techniques of deci- 

sion theory by considering a simple practical example in some detail. This is 
of the ‘finite state-space, finite action-space’ variety commonly encountered in 

elementary texts. Whilst such examples must inevitably oversimplify the prac- 

tical decision-making problems they claim to represent, they do serve as a useful 
introduction. Let us consider (somewhat uncritically) the following situation. 

Small travel alarm clocks are sold through a chain of department stores and 

supermarkets. No formal guarantee is given on these clocks but to provide some 

modest reassurance, the manufacturer agrees to service any clock once only at a 

small handling charge if it fails to operate satisfactorily at some stage during the 

first year after purchase. Customers return faulty clocks with a remittance of the 

handling charge and a simple indication of the nature of the fault. No detailed 

repairs are carried out-the clock is either cleaned, or the works replaced, or 

both (if cleaning proves inadequate). The servicing facility is primarily a public 
relations exercise and is not intended to serve a commercial purpose in its own 

right. It is obviously desirable to keep the cost of the service as low as possible, 

subject to the manufacturer’s assessment of what he is prepared to pay for the 

promotional advantages of running the scheme. 
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For any clock a decision must be made on whether to replace the works, or 

merely to clean the clock in the hope of remedying the trouble by this cheaper 

procedure. The manufacturer needs to determine a policy for deciding between 

the two actions of initially cleaning or immediately replacing the works. He also 

needs to determine an appropriate level for the handling charge. 
We can set this situation in a decision-theory framework. Consider what 

happens when a clock is received for service. Two actions are possible, denoted 

N I  and CQ. 

C I I  : initially clean and lubricate the clock 

L I ~  : immediately replace the works. 

The set of possible actions is called the action-space; here it  is very simple, 

Let us suppose that there are just two possible faults. either that there is need 

for cleaning and lubrication or that the clock has been physically damaged. These 

are the unknown circumstances under which action must be taken. They may be 
thought of as the possible ‘states of nuture’. 

* / = ( N I ,  a.}.  

8 ,  : need for cleaning and lubrication 

82: physical damage 

Thus, we have a state-space, 52 = (81, &}, which may equivalently be thought 

of as a parameter space: the parurneter 8 takes values 81 or 82. 

It is apparent that the different actions will have different implications 
depending on the state of nature. (Cleaning the clock is clearly insufficient if 
i t  is physically damaged.) Suppose it  costs 2 units on some monetary scale 

to clean the clock; 5 units to replace the works. We can construct a table of 
losses to represent this. The entries ,!,(a,, 19,) are the losses (what it costs) if 

action a, is taken when the state of nature happens to be 8,. The losses L(a, ,  0,) 

illustrate the idea of utilities defined in Chapter 4, where numerical values were 

assigned to c~onseyuences (i.e. the conjunction of an action and the circumstances 

it  encounters.) We shall consider in more detail later the relationship between 
losses and utilities. All that Table 7.1.1 is really saying is that it costs 2 units to 

clean a clock; 5 to replace the works. 

Now if we knew 0 for any clock there would be no decision problem. For 

a damaged clock we would immediately replace the works; for one needing 

Table 7.1.1 
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cleaning and lubrication we would merely clean and lubricate it. From the table 

of losses these are the most economical actions to take in each case. But the state 

of nature will not be known and let us suppose that any detailed investigation to 

determine it is uneconomical. What now should we do when a clock comes in 

for service? 

Suppose that although 8 is not known for any particular clock, experience has 

shown that only about 30 per cent of clocks that are received are suffering from 

damaged mechanisms. Thus, we have some prior prohahilit? for 02, and hence 

for 81. This provides us with useful information, since we can now determine that 

the average loss from taking action a1 would be 2 x 0.7 + 7 x 0.3 = 3.5, whilst 

that from taking action a2 would be 5 x 0.7 + 5 x 0.3 = 5 .  So, in the long run, 

i t  is going to be cheaper (by 1.5 units per clock) merely to c,leciii arid Iirhr-ic-crte 

each clock in the first irzstarzce rather than to immediately replace the works. 

Note how the best policy changes with the prevailing prior probabilities of 01 

and 82 (proportions of clocks in the two categories). If i t  happened that as many 

as 70 per cent of the clocks received had, in fact, been physically damaged, then 

the average losses become: 

for a l ,  5.5; for a?, 5.0. 

Here, i t  would make sense always to replace the works rather than initially to 

clean and lubricate the clock, although the advantage is far less dramatic than in 
the earlier situation. 

The information that is available about 8 in the form of the prior probabilities. 

n(81) and n(&), enables a choice of action to be determined once and for all M i f h  

the assurance that o r 1  average it  is cheaper, and with a measure of the extent of its 

advantage. (Of course it  would be unfortunate if, when operating ii:! in this spirit, 
an enormous batch of clocks arrived that needed cleaning and lubricating. But 

that’s life, we play for the average in decision theory!) With the loss structure of 

Table 7.1.1 prescribed for this problem, i t  is apparent that there is some neutral 

prior probability n(81); namely, n(8,) = 0.4, for which the average losses for 
actions a ]  and a2 are both 5 units. Thus, the choice of action is irrelevant if i t  

should happen that 40 per cent of clocks received for service were only in need 

of cleaning and lubrication. 
Apart from any knowledge of the propensity for the two states of nature to 

arise, there is an additional source of information in the remarks made by the 
customer concerning his dissatisfaction. Suppose these fall into three categories: 

the clock has ceased functioning completely, is erratic in its accuracy or will not 

run for very long without the need for re-starting. Imagine that this information 
exists for each clock; it  plays the role of sample datu. For any clock, we halve 
an observation x’ taking one (only) of the forms 

X I :  clock has stopped operating, 
A-?: clock is erratic in its timekeeping, 

xj: clock only runs for a limited period. 
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Table 7.1.2 Likelihoods p&) 

DECISION THEORY 

01 0.1 0.4 0.5 
02 0.7 0.2 0.1 

Such information must give some indication of the state of nature, through the 

likelihood function. This may well be known quite accurately from past records, 

which yield estimates of the probability distributions { p ~ ( x ) ; x  = X I ,  x2, xj}  for 

0 = 01,02. Suppose these are as follows. 

We might now decide to let the observation x guide what action should be 
taken, by considering different decision rules (or strategies) for action. A deci- 

sion rule 6(x) tells us what action to rake i fwe observe x .  In this simple example, 

there are just eight possibilities (see Table 7.1.3). 
But how are we to choose between these on the basis of the losses, and the 

likelihood functions? In terms of likelihood alone (see Table 7.  I .2) XI supports 02, 

whilst -1-2 and -1-3 support 81. So from the loss table (Table 7.1.1) 65 = (a2, al ,  a l )  
appears intuitively reasonable; in contrast, 64 seems preverse, whilst 61 and 68 

essentially ignore the data. But although XI has higher probability under 02 than 
under 81, this does not imply that 82 must prevail. To take account of this feature 

(particularly important if we observe x2)  it  is usual to represent the different 

decision rules in terms of their average losses over diflerent possible values of x 

in each state of nature. 
Thus, the decision rule 6(x) is represented by the pair of values 

and, similarly, 

R5,2 = 5 x 0.7 + 7 x 0.3 

= 5.6. 

Table 7.1.3 Decision rules (or strategies) 
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Table 7.1.4 Risk functions ( R i , j )  

8 ,  2.0 3.5 3.2 4.7 2.3 3.8 3.5 5 .O 
82 7.0 6.8 6.6 6.4 5.6 5.4 5.2 5.0 

Table 7.1.4 shows the values of the two components in the risk functions for 

all eight different decision rules. 

So we can assess the decision rule Si by considering the risks Ri,1 and Ri,2 

under the two states of nature. But unfortunately (and typically), none of the 

decision rules is uniformly best in having both component risks simultaneously 

as small as possible. 

Figure 7.1.1 shows the risk functions in graphical form. 

Apparently, there is no clear-cut choice of a best decision rule on the basis of 

their risk functions, although some (62, 83, 84 and 6,) may be immediately ruled 

out since others have both risk components that are smaller. Such rules are said to 

be inadmissible. One principle sometimes advanced (arising from games theory 

considerations) for choice among those remaining is to choose that decision rule 

for which the maximum risk is as small as possible. 

This minimax principle yields the decision rule 68 for our problem, which 

declares that we should always replace the works, irrespective of the customer’s 

indication of the nature of the malfunction. On this principle, the sample data 

are irrelevant, although the probability distributions of Table 7.1.2 are not. But 

the minimax principle is a poor compromise; it implies a thoroughly pessimistic 

outlook. Why should we assume that the worst possible eventuality will arise 

and act on this basis? Admittedly, it provides the basis for a unique choice of 

decision rule for action, but it can be a dearly bought reconciliation. 

Figure 7.1.1 Risks for the different decision rules 
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Suppose, for example, that the vast majority of clocks were merely in need 

of cleaning and lubrication; then why incur an inevitable cost of 5 units for 

each clock, when in most cases we need only expend 2 units on cleaning and 

lubrication (and very occasionally 7 units, if the clock happens to need a new 

mechanism). This brings us back to the question of the possible additional source 

of information that might be provided by prior probabilities ~ ( 0 1 )  and n(&), if 

they happen to be known. 

If  we cvrnbitie the prior itfonnritiori on 6, btith the scrmple dutci we can avoid 

both of the unsatisfactory alternatives of indecision or pessimism. 

All we need do is to further average our losses with respect to the prior 

information, and now represent each decision rule 6 by a single measure 

We shall see later that it makes sense to call r(6,  n) the posterior expected loss 

for the decision rule 6 with respect to the prior distribution {n(81), ~ ( 8 2 ) ) .  It seems 

reasonable now to choose as the best decision rule the so-called Bayes’ decision 

rule (or Bayes’ solution), that one which minimises r(6, n). The corresponding 
minimum value of r(6,  n) is called the Bayes’ risk. 

Thus, if we incorporate the earlier values ~ ( 0 1 )  = 0.7, n(&) = 0.3, we find 
values of r (6 ,  n) for 6 1 , .  . . , 68 as 3.50, 4.49, 4.22, 5.41, 3.29, 4.28, 4.01, 5.00, 

respectively, so that the optimum decision rule is 65, which declares that kzte 

. shoir ld  tcike note of the clistomer ’s indiceitions ciriil initicilly clean and lubricate 

the c-loc*k, iinless it h i s  stopprd operating at all. The Bayes’ risk for this policy is 

0.21 units less costly than the most attractive option (ignoring the data) of always 

initially cleaning and lubricating the clock. Note how the minimax decision rule 
is now seen as almost the worst possible one! 

By virtue of the fact that the Bayes’ risk is 0.21 units less than the average loss 

for the optimum decision rule based on the prior information alone, we obtain a 

measure of the \ d i r e  o,f the sarnple ckitci. Merely to take note of the customer’s 

comments and communicate them from department to department may involve 

administrative costs in excess of 0.2 I units. If so, the customer’s comments are 
best ignored and the ’no-data‘ solution of cilrtuys c-lecitiing m d  lubricating the 

c-1oc.k iti thefirst iristeim*e should be adopted, at an average cost of 3.5 units. This 

also provides the basis for an economical costing of the service of re-instating 

customers’ clocks to an adequate running condition. 

One simple way of representing the above analysis, which clearly demonstrates 

its operation, is to construct what is called a decision tree. This is merely a 

diagrammatic representation of the sequence of alternative possible actions and 

the circumstances that they encounter. 
Figure 7.1.2 shows the decision tree for the current problem where, working 

from left to right, the diamond nodes (0) generate the actions and the circles 

( ), the random circumstances. Thus, the first action is to take note of the data, 
or ignore them and take immediate action to renovate the clock. If we ignore 

the data, we are faced with a choice of action, either ( 1 1  or U:. In each case, we 
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Figure 7.1.2 Decision tree 

encounter one of the states of nature: either 81 or 62. If we take account of the 

data, we encounter x l ,  x2 or x3 and, in each case, we have a choice of action N I  

or u2. Either choice encounters one of the states of nature, 8 ,  or 82. 

The qualitative function of the decision tree is self-evident. It enables us to 
trace out in a logical way the full sequence of actions and circumstances. But the 
decision tree will obviously have limited utility. Unless the numbers of alternative 

actions, states of nature and possible data outcomes are reasonably small i t  will 

just not be feasible to construct a decision tree. But where it is feasible to construct 

a decision tree, it provides a highly informative picture of the alternative strategies 
and of their implications. 

In this latter regard, let us see how the decision tree once constructed may be 
used to determine the merits of different possible courses of action, or decision 

rules. The decision analysis proceeds in reverse order (right to left) by assigning 
losses (or average losses) to the different actions, or probabilities to the different 

circumstances. The probabilities attaching to the states of nature 81 and 81 are, 

of course, the posterior probabilities n(O,Ix,) if we have taken note of the data. 

Thus, for example, 

m l l x l )  a PO, (XI >mI ) 9  

N 2  1x1 pH2 (XI >m, >. 
so that 

n(8I1xi) = (0.1 x 0.7)/[(0.1 x 0.7) + (0.7 x 0.3)] = 0.25 

T C ( & ~ X I )  = 0.75. 
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Averaging with respect to these probability distributions yields the average 

losses 5.75, 5 ,  etc. for the different actions, conditional on the observations X I ,  

etc. (or on not taking account of the data). We can thus rule out (indicated 1 1 )  for 

each s, all but the most economical action. The probabilities attaching to X I ,  q 
and x 3  are the marginal probabilities 

and a further averaging with respect to these yields 3.29 as the average loss (with 

respect to both the sample data and the prior information). 

Thus, we reach precisely the same conclusion as before-that the use of both 
sources of information yields an optimum decision rule (a*, a1, a1 ) with average 

loss 3.29, whilst ignoring the data we should take action a1 for an average loss 

of 3.50. So if the handling of the data costs 6 units, all data-based actions must 

have their average losses increased by 6 and the use of the data can only be 

justified if 6 < 0.21. 

One general principle is illustrated in this form of decision analysis: that in 

order to determine the Buyes’ solution we do not need to consider all possible 

decision rules. 

It suffices to determine for each observation x, the best action a(x, )  in the sense 
of that which has minimum expected loss with respect to the posterior probability 

distribution ( ~ ( 0 1  Ix,), n(&Ix,)}. This is, indeed, the principle that is adopted in 
practice. Some interesting worked examples using decision trees are given by 
Aitchison (1970b), Lindley (1971b, 1985) and Raiffa (1968). All three of these 

books, in their distinct styles, are interesting elementary treatments on decision- 

making with few mathematical demands on their readers. Lindley (197 1 b, 1985), 

in particular, addresses his remarks directly to a lay audience of ‘business exec- 

utives, soldiers, politicians, as well as scientists; to anyone who is interested in 
decision-making’. In the same spirit of popular enlightenment are two articles 
by Moore and Thomas (1972a, 1972b), which appeared in the Financial Times 

of London, demonstrating in simple terms the construction and use of decision 

trees. The Sunday Times of London, on 12 February 1978, reported on a rather 

disturbing example of elementary decision theory used to compare the relative 

costs to a company of calling in a large number of cars to modify a design fault, 

or of not doing so. 
More defailed practical applications in diverse fields are to be found in the 

works of Alho et al. (1996, on consistency of expert predictions of ecological 

effects of forest plans); Brennan (1995, on normative decision theory assessment 

of medical patients’ sqtisfaction with their treatment); Brunier and Whitehead 

(1994, on choice of sample size for Phase I1 clinical trials); Johnson and Mouhab 
(1996, on item classification); Leshowitz and Meyers (1996, on screening of 
drivers ‘under the influence’); Morris (1994, on psychological influences in 

disease); Moss et al. (1996, on sustainable management of an upland Scottish 
estate); Mulry and Spencer (1993, on the accuracy of the 1990 US Census); 

Shannon et al. (1995, on screening of patients for a tumour vaccine clinical 
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trial); Shao and Chow (1  99 I ,  on release targets for drug products in the pharaceu- 

tical industry); Singpurwalla and Wilson ( 1994, on computer software reliability); 

Sridharan and Zhou (1 996, on machine scheduling to minimise costs of ‘earliness’ 
and ‘tardiness’); Stangl (1995, on multi-centre clinical trials), and Yu (1997, on 

machine-guided optimisation in radiation oncology). Returning to our example, 

let us consider how the choice of the ‘best’ decision rule would change in this 

problem fur different possible prior distributions {n(0l), ~ ~ ( 0 2 ) ) .  Obviously, the 

minima  rule is unaffected, since ir takes no account of ~ ( 0 , ) .  But the Bayes’ 

solution will change. We saw above that only 6 1 , 6 ~ , 8 7  and 88 are worth consid- 

ering, and, indeed, as n(0,)  varies from 1 to 0, the Bayes’ solution proceeds 
through these ifi order. 

The Bayes’ solution is that S for which r(S, T T )  is a minimum. Any decision 
rule satisfying 

has the same posterior expected loss; namely, c .  Thus, to determine the Bayes’ 

solution we need to find that 6i which satisfies this equation for the smallest 

possible value of c.  Thh minimum value of c is then the Bayes’ risk. Geomet- 

rically, in relation to Figure 7.1.1, this amounts to choosing that 6j from which 

a line with slope-~~(81)/7t(f32) has minimum intercept on the Ri.1 axis. Thus, 

when n(81) = 0.7, we obtain Ss with Cmin = 3.29 as requited. (See Figure 7.1.1 .) 
As we change the slope (i.e. n(01)), we obtain different Bayes’ solutions. These 

turn out to be 

S1 : for n(&) 3 0.824, 

J5 : for 0.250 5 n(O1 ) 5 0.824, 

67 : for 0.1 18 5 n(01) 5 0.250, 

Sg : for n(B1) 5 0.118. 

This dependence of the optimum rules &,&, 67 and 8 8  on the value of n(01) can 
be illustrated by a graph of the posterior expected losses for each of the four 

decision rules. This is shown as Figure 7.1.3. 
Note that when n(01) is particularly small the Bayes’ solution is the same as 

the minimax rule. It is easy to confirm also that the prior distribution for which 

the Bayes’ risk is as large as possible is given by n(8l) = 0; that is, when the 
two ‘optimum rules’ coincide. This illustrates a general principle, which we shall 
consider later. 

The above analysis of a simple problem has illustrated many of the basic 
features of decision theory, and many of the properties of optimum decision 

rules. The following sections discuss these in a more formal manner. 
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Figure 7.1.3 Posterior expected losses 

7.2 BASIC CONCEPTS AND PRINCIPLES 

We have seen in the discussion of utility theory in Chapter 4 a possible basis 

for the choice of action in the face of uncertainty. In Section 4.6 there was 
outlined a principle of choosing that action, a ,  (from an action space, I -0 which 
has maximum expected utility over the set of possible circumstances that might 
be encountered. In the current context, the ‘circumstances’ correspond to the 
different states of nature, 8, that can arise. Let us briefly review this earlier 
discussion. 

Each combination of a possible action, U ,  and state of nature, 8 [what was 

described as a consequence ( a ,  O ) ] ,  was assigned a numerical value U ( a ,  8) ,  its 
utility. 

Any action, a ,  becomes interpretable as a prospect if we think of it in terms 
of a probability distribution, where values U(a,  8) arise with probabilities n(O), 
which are the probabilities of the different states of nature. The probability for 
each 8 remains the same whatever action is contemplated. It is the set of utilities 

that varies with a. 

Since 8 is unknown, we cannot just use the set of utilities ( U ( a ,  8);  8 E R} for 

direct choice of a best action, a .  However, we have a prior distribution, rr(8), 

and utility theory proposes that any action a should be assessed in terms of the 
expected value of U ( a ,  0) with respect to the prior distribution, i.e. 

which is defined to be the utility of the prospect, or action, a .  

in this sense. 

It is then appealing to choose that uction which hus the largest (expected) utility 
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Note how utility theory, through Property I of Section 4.4, advances (7.2.1) 
as the inevitable and proper quantitative measure of the action, a. Outside the 
confines of utility theory, however, it becomes meaningful f~ ask why the single 
summary measure, the mean value of U ( a ,  0) over a, should be chosen. Why 

restrict our assessment of any possible action to this extent, or indeed to this 
particular single measure? The full assessment of the action, a ,  is in terms of the 
complete set of utilities and probabilities { U ( a ,  0), n(8); 8 E Q}. We would really 
choose that action, a ,  for which this set is most attractive. The use of (7.2.1) for 
this purpose must rest on the credibility of formal utility theory as an appropriate 
vehicle for expressing, and contrasting, our preferences. 

Two further points arise. The first concerns the probabilities, n(8). It is quite 
likely that we do not know these a priori, or that at best we have only some 
vague (often subjective) knowledge about 8 at this early stage. In adopting the 
expected utiliq standpoint in these circumstances, we encounter all the problems 
discussed in Chapter 6 of expressing intangible prior information, or even prior 
ignorance, in quantitative form. Also, no provision is made in basic utility theory 
for incorporating any extra information about 8 that might be available in the 
form of sample data. 

The second point concerns the relationship between the utilities U(a ,  0), in 

utility theory, and the more familiar measures of loss, L(a, 0), in the Wald- 
style decision theory formulation. It is appealing to think of the losses as merely 
negative utilities, and to replace the principle of maximising expected utility with 

one of minimising expected loss. But this is not entirely satisfactory. Lindley’s 
proposal (Section 4.8) that utilities should be so normed as to admit a direct 
probability interpretation will not necessarily be satisfied for the negative losses 
in any practical problem. However, the norming is purely conventional; utilities 
are unique only up to linear transformations, and the optimum action in the utility 
theory sense is obviously invariant with respect to such transformations. So it 
is still possible that the losses are just negative utilities. But there is nothing 
in decision theory (per se) that guarantees that losses are so interpretable; that 
if we change their sign we obtain, for the problem in hand, that unique set of 
utilities whose existence is implied by the tenets of utility theory. Decision theory 
assumes that losses exist; utility theory implies that utilities exist. 

In less fundamental terms, we should note that additional assumptions we 
sometimes made concerning the losses L(a, 0). One attitude commonly adopted 
is that for any particular state of nature, 8, what is important is the IOSS relative to 

the best action. This implies that for each 8 there is an action a with L(a, 8 )  = 0. 
Such a scheme can be produced from any loss structure by *defining the losses as 

L(a, 0) - infL(a, O ) ,  

for each 8. Chernoff and Moses (1 959) refer to such relative losses as regrets. 
See also Lindgren (197 I ) .  In terms of utilities, the regret may be taken as simply 

sup U(a ,  0) - U(a ,  0). 
. /  
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If we choose the best action in the sense of minimising expected loss over 52 

it is clearly unimportant whether we operate in terms of loss or relative loss. For 
in decision theory the basis for optimum choice amounts to choosing a either to 
minimise 

r 

in absolute loss terms, or to minimise 

/ [ L ( a ,  0) - inf L(a, 8)]n(8)  
. /  

(7.2.2) 

(7.2.3) 

in relative loss terms. Since i n f l ( a ,  0) depends on 8 alone, the resulting choice 

of optimum action must be the same in either situation. 
On the other hand, alternative criteria for choice of the best action will not 

necessarily yield the same results if we work with absolute loss rather than regret. 
The minima  procedure is one such example. 

4 

7.2.1 The Decision Theory Model 

In decision theory, we make the following assumptions. 
In relation to any problem we assume that there is a well defined set of possible 

actions, a, jointly constituting the action space, . -/ In addition, we assume that 

different specified states of nature, 8, might prevail. The set of possible states 
of nature is assumed to be known and comprises the state-space (or parameter 

space), 52. Furthermore, there is a function L(a, 8)  defined on the product space, 
, / x 52. This is the loss function: the individual values L(a, 8) measuring the 
loss that arises if we take action a when the prevailing state of nature is #. 

(Whether this loss is measured in absolute or relative terms is immaterial as far 

as structure is concerned; i t  is a matter of what seems most appropriate to the 
problem in hand.) 

The aim is to choose a best action with respect to the loss function L(a ,  0). 

What constitutes a ‘best action’ in terms of its form and properties will depend 
on the extent, and basis, of any information we might have about the prevailing 

state of nature. The extreme (if unrealistic) possibility i s  that 0 is knotvn. Here, 
the choice of action is straightforward. 

When 8 is not known, we may have available some prior distribution ~ ( 8 )  to 

guide the choice of action. Alternatively, some sample data may be available to 
throw light on the value of 0. We shall consider these possibilities separately, 
discussing first the no-data situation, then the situation where sample data exists. 

7.2.2 The No-data Situation 

Here, we must distinguish between different possibilities, depending on the extent 

of our information about 8. 
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8 known. If 8 were known, then the choice of the best action is simple. The 
sole measure of how different actions compare is provided by the loss function 
L(a, 8). We should choose that action for which L(a,  8 )  is as small as possible. 

The case of 8 known is of little practical importance. We include it merely for 

completeness. 
8 unknown. In this case, we may have some information about 8 in the form 

of a prior distribution, n(0). This might be objectively based on past experience 
of similar situations, reflecting the relative incidence of different values of 8 
(as in the clock repair example in Section 7.1). Alternatively, i t  may represent 
degrees-of-belief in different values of 8 based on some mixture of subjective 
judgements and objective evidence. Then again, n(0) may have been chosen to 

reflect the relative importance of safeguarding our actions for different possible 
values of 6 ;  it is merely a general weight function. Finally, it may seem that we 

have no tangible information about 8, and ~ ( 8 )  has been chosen as a conventional 
expression of this state of prior ignorance. 

Having specified n(8), i t  now seems sensible to assess our possible actions in 

terms of the prior expected losses 

(7.2.4) 

and to choose as the best action that one which has minimum expected loss (7.2.4). 
This is directly analogous to the utility theory principle of maximising the 

expected utility. 
Of course, all the familiar points of dispute arise concerning how we should 

construct n(0), and of the dependence of the optimum choice on the assumed form 
of n(8). But these have been effectively aired elsewhere in this book (notably in 

Chapter 6). 
In this situation, decision theory advances no criteria for choice of action other 

than that above; namely, of minimising the single summary measure provided by 
the mean value of L(a, 8) with respect to n(8). If we are not prepared to entertain 
a prior distribution over R, there seems no formal basis for choice of action in 

decision theory terms, unless some alternative form of information about 8 is 
available (or we adopt the rninirnax principle). 

7.2.3 Sample Data 

In certain circumstances, we may have some information, about 8, provided in the 

form of sample data obtained from conducting an experiment whose outcomes 
depend on the value of 8. Suppose the data are x ,  with likelihood function po(x) .  

This alternative source of information about 0 might provide some assistance in 

our choice of action. Again, we consider the two cases, 0 known and 8 unknown. 
8 known. This is trivial! If we know 0, x can tell us nothing extra and we 

merely act as in the non-data situation. 
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8 unknown. Here, there is much to be considered. We need to distinguish 
between the possibilities of having no prior information about 8 [and no desire 

to express this in conventional terms through an appropriate form for n(O)], or 
of having a prior distribution for 8 to augment the information provided by the 

sample data. 
Let us consider first of all Lhe way in which sample data alone are used to 

assist in the choice of action. 
This is somewhat similar to the use of sample data in estimation or hypothesis 

testing in classical statistics. There, we considered mappings from the sample 
space, .A’,  to the parameter space, Q. In decision theory, we seek to identify 
regions of the action space,. 4 that warrant consideration, rather than regions of 

the parameter space. It is natural, therefore, to consider mappings from . I ’  to I 4. 

Suppose 6(x) identifies an action in , / corresponding to the data x. Then 6 ( X )  

is such a mapping, and is known as a decision rule. It tells us which action to 

take when we encounter the sample data x. Of course, there are many possible 
decision rules, and we need to determine which of them are advantageous as a 

basis for choice of action. Indeed it  would be most desirable if we could identify 
a best decision rule in some sense. 

How are we to assess the value of any particular decision rule? It is suggested 

that we do so in terms of the long-run expected loss; that is, as the average loss 
with respect to different data that might arise, Thus, for any decision rule 6 ( X )  

we consider 

(7.2.5) 

R [ 6 ( X ) ,  81 is, of course, a function of 8, and is commonly known as the risk 
function. A slight confusion of terminology arises here. Aitchison (1970b) uses 
a quite individual terminology throughout his elementary treatment of decision 
theory. Chernoff and Moses (1959) reserve the term ‘risk’ for sample-average 

regrets; that is, for relative losses, and talk of ‘expected loss’ for the case of 

absolute losses. 
Thus, any decision rule, S(X), has its corresponding risk function R [ S ( X ) ,  01. 

We might hope to choose between the different decision rules in terms of these 

risk functions, preferring those with smallest risk! But we immediately encounter 
difficulties. Suppose 8 varies continuously over some range of possible values. 

Then, for four decision rules, 6,  ( X ) ,  8 2 ( X ) ,  & ( X )  and & ( X ) ,  their risk functions 
may well appear as in Figure 7.2.1. 

How are we to choose between these? None of them has smallest risk simul- 

taneously for all 8. Certainly, S l ( X )  can be ruled out since it is uniformly worse 
than S , (X) ,  & ( X )  and 84(X). But as far as 6 2 ( X ) ,  & ( X )  and & ( X )  are concerned, 
there are some values of 8 where one is better than another whilst for other 
values the reverse is true. This is essentially the same difficulty that we encoun- 
tered in discussing UMP tests in Chapter 5.  Once again, in decision theory, we 

typically do not encounter decision rules with unijormly minimum risk (except 
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Figure 7.2.1 Typical risk functions 

in very special circumstances). This was true even in the very simple example 

of Section 7.1. 
If we have no grounds for distingushing between different possible values of 

8 (in terms of prior probabilities, or of it being more important to minimise risks 
in certain regions of $2) there is little more that can be done to effect a choice 

between the different decision rules. Certainly some (such as 6 1 ( X )  above) can 
be immediately rejected, but the remainder are essentially indistinguishable. 

One purely intuitive criterion for a unique choice is afforded by the minimax 

procedure which seeks to ensure that the worst that can happen is as good as 

possible. The minimax choice from among 81 ( X ) ,  & ( X ) .  & ( X )  and & ( X )  is the 

decision rule & ( X ) .  But this implies a most conservative attitude; after all, & ( X )  

seems much more attractive except in the local area of its maximum. 
In complete opposition to the pessimistic nature of the minimax criterion, 

Chernoff and Moses suggest that we might sometimes be prepared to act as i f  

the best circumstances will prevail and that we should accordingly choose the 
minimin decision rule that minimises the minimum risk. In our example, this 

would be S , (X) ,  but correspondingly the effects of false optimism can be highly 

undesirable. [Note the extreme contrast between the two decision rules, & ( X )  

and & ( X ) . ]  
A minimax estimation approach for linear regression is explored by Srivas- 

tava and Shukla (1996). Suppose, in addition, that we do have some information 

about 8, in the form of a prior distribution n(8). We now have a basis for further 

distinction between the different decision rules, through weighting the risk func- 
tion R[G(X),  81 by n(8). Some summary measure of the probability distribution 

of R [ 6 ( X ) ,  81 over $2 might now be singled out as a basis for choosing between 

the different 6 ( X ) .  For example, we could use the median, or mean, value of 

R [ 6 ( X ) ,  81 for this purpose (if they exist). Conventionally, it is the mean that is 
used, and the best decision rule is dejned as that one which has minimum mean 

risk with respect to variations in 8. This is known as the Bayes’ decision rule, 
and is that decision rule 6 ( X )  which minimises 

(7.2.6) 
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Its resulting mean risk, minsr (6, TT) ,  is called the Bayes’ risk, and it provides an 

absolute basis against which to assess the value of other (non-optimum) decision 
rules. 

The use of the mean value of R[S(X), 81 warrants some comment. Apart from 

wanting a decision rule that has on average a low value for R[6(X), 81, we might 

also be concerned that the range of values of R[S(X), 01 over R should not be 
excessive. So perhaps some constraint should be imposed on this variation in 

values of R[6(X), 01. One possible scheme of this type has been described by 

Lehmann (1959), who suggests restricting attention only to those S(X) for which 
R [ 6 ( X ) ,  01 < C over Q, for some choice of 

G > min maxR[6(X), 6). 
S R  

From this restricted class we again choose that rule which minimises (7.2.6) 
to obtain the restricted Bayes’ decision rule. 

So far, all the proposed criteria have been given merely an intuitive justifica- 

tion. However, the Bayes ’ decision rule has a more formal justification in certain 
circumstances; namely, when the (negative) losses { -L(a, 8)} may be interpreted 

as utilities in the sense of utility theory. For if we accept the premises of utility 

theory, this renders the losses unique (up to linear transformations) and implies 
that preferences between decision rules (as prospects) must be assessed in terms 

of mean risks: the lower the mean risk the more attractive the decision rule. Thus, 
the B a y ’  decision rule is inevitably the optimum choice. There can be no such 

formal justification of the restricted Bayes ’ principle. 
Furthermore, we cannot justify such principles as the minimax one on the 

grounds of having no prior information about 8. The dual development of utility 

and subjective probability by Ramsey (see Chapter 4) implies the existence of a 
prior distribution n(0), over 52, so that we inevitably return (on this standpoint) 
to the Bayes’ decision rule as the optimum choice for action under uncertainty. 

Thus, the Bayes’ decision rule has a double claim to respectability. 

In the first place, in utility theory terms it is ‘inevitably’ the best procedure. To 
accept utility theory as the appropriate normative model for describing the way 
people should react to uncertainty is to induce an essentially unique utility (or 
loss) structure and prior probability distribution and to compel choice of action 
to be made in relation to mean risk. This implies that the Bayes’ decision rule is 

optimum. The actual determination of the appropriate losses and subjective prior 
probabilities in any particular situation is fraught with the difficulties already 

discussed in Chapters 3 and 4. Apart from having to accept the subjective basis 

of n(O), its determination (and that of the loss structure) must be approached by 
such introspective aids as the individual’s reactions to hypothetical betting situa- 
tions and other more structured techniques of elicitation (see, again, Kadane and 

Wolfson, 1997; O’Hagan, 1997, and the extended discussion in Section 6.5.5). 
The structure and the choice of the best course of action, in these terms and on 
the Ramsey formulation, remain entirely personal to the individual facing the 
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problem. Some would claim that this is entirely appropriate- that the decision- 
maker must be responsible solely to himself in terms of what is judged the best 
course of action. Others see the utility theory model as invalid as a general 
prescription for action, and regard its personalistic basis as inappropriate to the 
study of practical problems. An intermediate standpoint argues that the utility 
theory approach, whilst developed in terms of the value judgements and uncer- 
tainties of an individual person, admits a broader validity in representing the 
manner in which a typical rational and coherent person should act. 

Secondly, even without the formal justification of utility theory, the Bayes’ 
decision rule has some appeal in practical terms. If losses are well defined, in 
being closely tied to measurable economic factors, and the prior distribution is 
accessible (as, for example, where it relates to the relative incidence of different 
&values in earlier situations of a kind similar to the current one), then few would 
object to the decision theory model as a plausible one for choice for action. As 

such, the mean risk seems at least a sensible way of summarising the value of 
a decision rule. (With this attitude, of course, it is not unique.) Correspondingly, 
the Bayes’ decision rule seems a reasonable basis for choosing the best course 
of action. We shall see later, through the idea of admissibility, an added practical 
support for this. 

Note how criticism of decision theory may operate at two distinct levels. It is 
either philosophical in nature, in rejecting utility theory and its subjective basis. 
Alternatively, it may take a purely practical form, in denying the possibility (in all 
but the most trivial problems) of adequately specifying the action space or of elic- 
iting the appropriate loss structure or prior probabilities. It was precisely this latter 
concern that directed Neyman, Pearson, Fisher and others away from considering 
prior probabilities and consequential costs to a sole concern for sample data. (See 
Chapter 5 ,  Introduction.) 

We have seen in this section what are the basic ingredients of decision theory, 
how they interrelate and in what terms a choice of action is to be made. The 
structure is complex. There are three basic spaces: of actions, states of nature 

and sample data. We aim to choose an action in the light of the varying merits 
of different actions under different states of nature, as represented by the loss 

structure. Not knowing the true state of nature, we utilise information provided 
from prior knowledge and sample data. The resulting prescription for action takes 
the form of a mapping from the sample space to the action space, chosen to yield 

the best average return with respect to possible variations in the state of nature 

and sample data. This system is represented diagrammatically in Figure 7.2.2 

7.3 ATTAINMENT AND IMPLEMENTATION 

We have seen what the decision theory approach proposes as a general basis for 
the choice of action under uncertainty. We must now consider in more detail 
the essential properties of reasonable decision rules, and how such rules are 
determined. 
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Figure 7.2.2 

7.3.1 Admissibility and Unbiasedness 

The superstructure of decision theory 

The fundamental problem of decision theory is to choose the best decision rulc 

6 ( X )  from the class of all possible decision rules. We have seen how, withou 
introducing a prior distribution IT(@, it is unlikely that any decision rule wil 

have iinifiirmly minimum risk over Q. This being so, it is interesting to as1 

if there are any additional criteria that might be invoked to reduce the rangc 
of different decision rules which should be considered. A similar attitude wa 

taken in respect of hypothesis tests in Chapter 5 ,  where the field was limitec 

by considering specific types of probability distribution (for instance, those wit1 

monotone likelihood ratio) or by imposing extra practical requirements such a: 

11r1 hiu.setlne.s~s or in vnriance. 

An initial reduction may be achieved without extra conditions, as we havc 

already seen in Section 7.2. Referring to the example illustrated by Figure 7.2 .~  
we see that the decision rule 61 ( X )  may be discarded because it is uniformly Ctvrst 

t h ~ ~ 1  SONZY other decision ride. There is no point in considering such decisioi 

rules. 

This prompts the following notions. For any two decision rules 6 ( X )  and 6 ’ ( X  

we say that S ’ ( X )  is dominated by S(X) if 

We need only consider those decision rules that are not so dominated. The deci 

sion rule 6 ( X )  is admissible if there is no other decision rule that dominates i t  
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A class of decision rules is complete if, for any S ’ ( X )  not in this class, there is 

a S(X) in the class that dominates it. The class is minimal complete if i t  does 

not contain a complete subclass. 

The minimal complete class of decision rules in any problem contains all these 

decision rules, which are worth considering, and we can obviously reduce the 

scale of our enquiries by restricting attention to this class. But how are we to 

determine the minimal complete class in any situation? If this involves consid- 

ering all decision rules and rejecting the inadmissible ones, we have gained 

nothing. In fact, this is not necessary, since under certain conditions i t  is possible 

to characterise the admissible decision rules in a rather special way. We have the 

important result, due to Wald, that: any admissible decision rule S(X) is a Bayes’ 

decision rule with respect to some prior distribution ~ ( 0 ) .  For this to be true, 

we need to include the possibility that the required n(0) might be improper (see 

Section 6.4), but this is not unprecedented and we have discussed its practical 

implications elsewhere. 

In a special situation; namely, when the state space and action space both 
contain a finite number of elements, we have an even stronger result. This says 

that any Bayes’ solution with respect to a strictly positive prior distribution ~ ( 0 ) ,  

is admissible. 

This is an important link between adrnissibilitj~ and Bayes’ decision rules. It 

provides a mechanism that assists in determining the minimal complete class. 

But it  also implies a special practical importance for Bayes’ decision rules that 

transcends philosophical arguments about the existence of prior probabilities (or 

of their personalistic basis). It suggests as a pragmatic policy in decision making 
that we should consider only the range of decision rules generated as Bayes’ 

decision rules “ith respect to different prior distributions. This is not because we 
wish to incorporate specific prior information about 8,  but because in adopting this 

policy we will generate all possible admissible decision rules for consideration. 

A fuller discussion of this topic, at an intermediate level, is given by De Groot 

(1970, Chapter 8); or in greater detail by Wald (1950). A detailed survey of the 

concept of admissibility in decision theory is presented by Ruhkin (1995). 
One point must be emphasised. Any decision rule that is inadmissible is so lrqith 

respect to the particular loss function that is being used. Thus, to reject a decision 

rule on grounds of inadmissibility is to place crucial emphasis on a particular 

loss structure as an appropriate description of costs and consequences for the 

problem being studied. This conditional nature of admissibility is important! 

The idea of admissibility is well illustrated by a simple example on drawing 

conclusions about the location parameter of a distribution. [A somewhat similar 

example is discussed by Chernoff and Moses (1959).] 

Example 7.3.1. A manufacturer markets a product on which he is required to 

state its weight. The manufacturing process is assumed to be in a controlled 

state; a random sample of n items is chosen and the individual items weighed. 

Let these sample data (the set of observations XI ,  x?, . . . x r l )  be simply denoted 
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x. The information gained from these sample data, x, is to be used to infer or 
make a decision about the mean weight for the product. We shall assume that 
the weights of individual components have a normal distribution, N (8, a2). 

This estimation problem can be set in a decision theory mould by augmenting 

the sample data with a loss function representing consequential costs incurred by 
stating an incorrect value for the mean, 8. Indeed, this loss structure may be most 
important. Depending on circumstances, costs of understatement or overstatement 

may be more serious (compare packets of biscuits with weights of containers used 
for air freight). There may even be legal obligations to be met in respect of the 
quoted weight, making the need to safeguard against weight discrepancies in one 
direction, or the other, paramount. 

In decision theory terms, the action space here coincides with the parameter 
space. The action we must take is to state the value of 8; a decision rule 6 ( X )  is 

an estimator of 8. In such estimation problems, it is common to take a quadratic 

loss function 

L[6(x) ,  81 = [6(x) - SI2. 

(Note how this is unbounded, in contrast to the common utility theory assump- 

tion.) Such a loss function is unlikely to be adequate in general. We must at least 
allow i t  to be scaled in some way. Indeed, the remarks above militate against its 
implicit symmetry. Purely for illustration, we shall consider a loss function 

which makes some slight concession to reality through the scaling function h(8) .  

Suppose we consider just three possible decision rules, or estimators: the 
sample mean 

& ( X )  = ST, 

the sample median 

6 2 ( W  = M ,  

and the single value 80 (independent of the data), 

The risk functions are easily determined. They are 

RI (8) = h(8)(T2/n,  

&(8) = 1 .57h(8)a2/n, 

~ ~ ( 8 )  = h w ( o  - m2, 

and are shown in typical form in Figure 7.3.1 
We see immediately that the median can be rejected. It is inadmissible, since 

it  is dominated by the mean. But then the mean is not uniformly the best. The 

strange estimator 80 will be better if 8 happens to be close to 80. So we are in a 
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e 

Figure 7.3.1 Risk functions for mean, median and 80 

dilemma. The estimator 80 is intuitively unattractive. Surely the data are relevant! 
And yet the local behaviour of this estimator, when 8 happens to be in the region 

of 80, makes it impossible to adopt the sample mean on any formal basis. 
But suppose the reason we considered 60 was because of some prior informa- 

tion about 8 : say, that 8 has a prior normal distribution, N(80,~; ) .  To fix ideas, 
consider the simple case of 

h(8) = a + B8. 

Then the posterior expected losses are just 

We see that & ( X )  = 80 might now have a real claim. Indeed, r3 < rl if it  happens 
that 

n < O*/O;. 

In other words, unless our sample is of sufficient size we seem best advised to 

ignore the data and merely adopt the prior mean value of 8; namely, 80, rather 
than using x or M.  (This typically needs quite extensive prior knowledge of 8, 

with O; << a*.) 

Returning to our theme of enquiring how we might reduce the number of 
decision rules that need to be considered, we encounter another possibility other 
than the criterion of admissibility. As in classical statistics, we might consider 

imposing external constraints supported by practical considerations: in particular, 
there is a general criterion of unbiasedness of decision rules. This is applied 
under special conditions. 

Suppose that for each 8 E !2 there is a unique correct action a E .  4, and that 
each action, a,  is correct for some 8. (This is true, for example, in ‘estimation’ 
problems such as the one just described.) Suppose further that L(a, 81 ) = L(a, 82) 
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for all N whenever the same action is correct for both 81 and 82. Then L(a’, 19) 

depends only on the contemplated action a’, and the action 4 8 )  that is correct 

for 8, and can be regarded as a metric on I / with values L[a’,  U ( @ ]  measuring 

‘how f‘ar apart’ N’ and a ( 8 )  are. In such cases, a decision rule 6 ( X )  is unbiased 

if for all 8 E 52, and a‘ E . /, 

That is, 6 ( X )  is unbiased if, on average, it is at least as far from any incorrect 

action as it is from the correct one. 

Example 7.3.2. 

8 E 52, using a quadratic loss function 

Consider again an estimation problem. We want to estimate 

L(c1, 0) o( (a  - 

Here, . = 52, and the conditions are satisfied for an unbiased decision rule to 

be constructed. Suppose 6 ( X )  is unbiased. Then, if H is the true value, and 8’ any 

false value, 

Thus 

Considering separately values 8’ less than, or greater than, 8, but arbitrarily close 
to 8. leads to the conclusion that 

so that unbiasedness of 6 ( X )  is equivalent to the usual classical concept of an 

unbiased point estimator. 

The idea of unbiasedness seems to have some intuitive appeal, and certainly 

restricts the number of decision rules that would need to be considered. Yet 

it  appears to play little part in the development of decision theory-in distinct 

contrast to the centrality of the corresponding idea in classical point estimation or 
hypothesis testing. The Bayesian base of much of decision theory is not sympa- 

thetic to the notion of ‘repetition under essentially identical conditions’ implied 

in averaging over the sample space, . I * .  And yet the construction of Bayes’ deci- 
sion rules is also defined in terms of such averaging. However, this is not such 

an obvious inconsistency of attitude as it might appear at first sight! 
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7.3.2 Determination of Bayes’ Decision Rules 

There are three factors supporting the use of the Bayes ’ decision rule as a reason- 

able prescription for action. These are 

(i) 
(ii) its inevitable admissibility, 

(iii) 

its formal optimality in utility theory terms, 

its intuitive appeal when tangible prior information about 0 is available 

If we accept the utility theory model and (negative) losses are equivalent to 

utilities, then the Bayes’ decision rule is the best one to use-determined with 

reference to the ‘inevitable’ subjective prior distribution in the Ramsey sense. 
Without the utility theory justification, admissibility compels the use of some 

Bayes’ decision rule (under fairly generous conditions). If, in addition, we can 
meaningfully adopt a particular prior distribution, n(0), to describe our prior 
information about 6, then the Bayes’ decision rule with respect to that n(6) 

becomes the natural choice. (Strictly speaking, we would need to check that it  is 

admissible. It will be so if the ‘generous conditions’ are satisfied: in particular, 

if there are finite numbers of actions and states of nature, and n(0) is strictly 
positive.) 

This raises the question of how we should construct the Bayes’ decision rule 

with respect to n(0). 

We seek that decision rule which minimises r(6, n), as defined by (7.2.6). This 
involves choosing a minimising function in the right-hand side of (7.2.6) that 
will be a difficult task in practice, except in certain simple situations such as the 

small-scale finite type of problem described in Section 7.1. 
Fortunately, it is open possible to adopt an alternatiiie approach that is much 

more tractable. This amounts to interchanging the orders of integration, and 
advancing the minimisation stage, in (7.2.6). It will certainly be possible always 

to obtain the Bayes’ decision rule in this way when the loss function is bounded 

and n(0)  is proper, although the boundedness condition is not essential as we 

shall see in Example 7.3.3 later. 

Thus, we have to choose the function 6(x) to yield 

Note that pe( .x ) r (0 )  is just n ( 6 l x ) p ( x )  where n(01x) is the posterior distribution 

of 0, given x, and p ( x )  is the marginal distribution of X .  So we want to choose 

6(x) to obtain 
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The effect of interchanging the order of integration in (7.3.1) is to simplify 

the task greatly. We have now only to choose that single uction, u(x), for any 

set of data x ,  which minimises the expected loss with respect to the posterior 

distribution n(8 Ix). 

This modified approach is known as the extensive form of analysis, in distinc- 

tion to the normal form, which seeks a function to minimise r(6, n). Detailed 

discussion of this distinction of approach and its implications is given by Raiffa 

and Schlaifer (1961); where the terms extensive and normal first appeared. 

In addition to its computational convenience, the extensive form of decision 
theory analysis has a special philosophical appeal in Bayesian terms. We have 

already remarked on several occasions how the Bayesian approach has little 

sympathy with the von Mises’ concept of the ‘collective’: as the framework of 

essentially similar situations against which a particular problem is to be assessed. 

Probability manipulations based on use of a probability model over the sample 

space constructed in these terms are regarded as largely irrelevant other than in 

the sense that the likelihood pe(x)  represents the import of the actual realised 

data, .r. 

In using the extensive form for determining the Bayes’ decision rule, this 

attitude is upheld. We have a principle for determining the best action in relation 

to the current dutu alone. Observing x, and knowing n(8) ,  the loss structure 

implies that a(x )  is the best action to take! The sample space averaging of the 
normal form of analysis is unnecessary for determining the Bayes’ decision rule 

(in cases where the extensive and normal forms yield the same result) and thus 
causes no embarrassment in fundamental Bayesian terms. This is not to say that 
the normal form is entirely ruled out in the Bayesian approach. A frequency 

interpretation of it  is so rejected but it is seen to be reasonable if: 

the decision maker considers the situation before the data is available. 

(Lindley, 1971c, p. 20) 

Presumably, any averaging over different potential sets of data will need to 

be interpreted, however, in terms of degrees-of-belief attaching to the different 

x that might arise in the present situation. Some see this as an example of the 

Bayesian approach wanting to ‘have its cake and eat it’-though i t  does not 
seem to be inconsistent with a purely subjective, utility-based, view of decision 

theory . 
Leaving philosophy aside for the moment, however, it must be recognised 

that the extensive form of analysis is a vital practical aid to determining the 

Bayes’ decision rule. Indeed, without it, this determination is generally much 
more laborious, sometimes prohibitively so. 

Example 7.3.3 A radio-telescope receives signals of two distinct types, coded 
0 and I ,  independently with probabilities 1 - 8 and 8, respectively. The radio- 

telescope is operated until the signal 1 has occurred r times; this happens on the 
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nth signal. We know nothing about 8 initially, and choose to represent this by a 
uniform distribution on (0, 1). We must make a decision about the value of 8. If 
we decide that 8 = a we incur a loss, 

We wish to determine the corresponding Bayes’ decision rule. Our data x are 
the pair ( r ,  n )  and 

n - 1  
r - 1  

and we need to choose a to minimise 

Hence, given ( r ,  n ) ,  the best value to take for 8 is a* where (on differentiating 
the posterior expected loss with respect to a, and equating to zero) 

2n(n - l)a* - 2n(r - 1 )  = 0. 

That is, 
a* = ( r  - l)/(n - 1). 

The Bayes’ risk can be calculated by substituting a* in the right-hand side of 
(7.3.1) and it turns out to be ( r  - l ) -* .  

Several interesting points arise from this example. It is easily confirmed that 
the Bayes’ decision rule is unbiased. It is apparent also that the sampling rule 
is irrelevant. It makes no difference whether we needed to observe n signals to 
obtain 1 on r occasions or whether we decided at the outset to observe n signals 
and happened to obtain 1 on r occasions. (The likelihoodprinciple of Bayesian 
inference applies to this decision theory determination.) Finally, it  is easy to 
confirm what an enormous economy of effort is provided by the extensive form 
of analysis. We have only to try the normal form for comparison! 

To round off this discussion of Bayes’ decision rules, there are two further 
matters that deserve some mention. 

First, it is easy to confirm that the Bayes’ decision rule is invariant with respect 
to an overall change of scale or origin of the loss function, L(u, 8) .  In particular, 
it is irrelevant from this standpoint whether we work in terms of absolute loss, 

or the relative concept, regret. 

Secondly, Bayesian decision theory is often criticised on the grounds that where 
little real prior information exists about 8, the Bayes’ decision rule (as the best 
guide to action) is nonetheless crucially dependent on the adopted form of n(8). 
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The prior distribution may appear to be an ‘unjustified’ formalisation of vague 

subjective views about 8, or may even have been chosen by convention or mathe- 

matical expediency (as in representing prior ignorance, or utilising the conjugate 

family of prior distributions). This is the familiar criticism of general methods of 

Bayesian inference, and it engenders the usual response. (See Chapter 6.) Within 

the Bayesian approach, it is necessary that some ~ ( 8 )  is used, and the individual 

must be responsible for ensuring that i t  is the most appropriate form in terms of 

an assessment of the practical situation. Without the philosophical commitment 

to the Bayesian method per .ye, however, the criticism has some substance in the 
case of limited data. But this must be tempered by the robi~striess that arises by 

virtue of the principle cfprecise rnrasurernerit (see Section 6.5). If the data are 

extensive the prior distribution has little effect, and different n(B) will lead to 

essentially the same Bayes’ decision rule. 

7.3.3 Minimax Decision Rules 

We saw above how, in the absence of a specified prior distribution for 8 ,  a 
principle is sometimes advanced, for singling out a decision rule, which consists 

of choosing that decision rule for which the maximum risk over SZ is as small 
as possible. This is the minimax decision rule. Let us consider briefly what is 

the formal status of this principle. Can we attribute any desirable properties to 

minimax rules? 

I t  would seem that in Bayesian terms the minimax principle can have little 

appeal since the specification of a prior distribution is obligatory (even in the 

case of prior ignorance). But the general concept of decision theory proposed 
by Wald has an attraction in its own right, and a range of attitudes exist to 

the question of prior information about 8. Thus, some would claim that only if 
there is an objective basis for specifying n(8)  (von Mises insisted on a frequency 

interpretation; see also Cox, 1997, for discussion of this issue) should we operate 

in terms of the Bayes’ decision rule. Otherwise, the risk function in its entirety 

provides the assessment of any decision rule and we are compelled to effect a 

choice of a single decision rule in some manner. The minimax principle is one 
such possibility, even if i t  is far from ideal in its pessimistic preoccupation with 

the worst that might happen. 
Aside from personal attitudes to the principle itself, there is one important 

property that it possesses. That is, that in the case of a finite state space and a 

finite action space (at least) it  is a Bayes’ decision rule with respect to mine prior 

distribution, and is hence admissible. In fact, it is the Bayes’ decision rule with 

respect to the ‘least favourable prior distribution’ for 0; that is, the one that has 

highest Bayes’ risk. (We saw this illustrated for a simple case in Section 7.1). 

To express fully the relationship between the Bayes’ and minimax rules in the 

‘finite’ case, we will need to extend the notion of a decision rule to incorporate 
the idea of riindornisntioii of several decision rules. We shall consider this further 

in Section 7.4. 
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7.3.4 Estimation and Hypothesis Testing 

We have already seen examples of parametric estimation problems discussed 

in decision theory terms. These gave some insight into how the classical point 

estimation principle might be re-interpreted. We might also enquire whether the 

hypothesis test can be given any new interpretation through the ideas of decision 

theory. 

There has been a fair amount of activity on this problem of re-interpretation 

with textbooks developing (or motivating) classical statistical methods through 

the decision theory model. See, for example, De Groot ( 1970), Ferguson ( 1967). 

Lindgren (1971), Lindley (1965c, 1985) or Mood, Graybill and Boes (1973), for 

varying levels of treatment, and differing balance between the decision-theoretic, 

or classical, principles. The research literature also abounds with attempts to 

reconcile, and to identify genuine points of distinction between, the two appro- 

aches, as reference to the bibiliographies of, for example, De Groot (1970). 

Lindley ( 197 1 c, 1972), or Winkler ( 1972a, 1972b) clearly demonstrates. See 

also Bernardo and Smith (1994) and O’Hagan (1994). The earlier discussion 

of such matters in the context of (non-decision-theoretic) Bayesian methods (see 

Section 6.3) is also relevant here. Haunsperger and Saari ( 199 1 )  discuss i~zc~onsis- 

tencies in statistical decision processes in particular, in consideration of Bayesian 

decision theory, the Kruskal- Wallis test and Simpson’s paradox. 

We shall consider here just two minor aspects of the possible equivalence of 

classical and decision theory methods. 

Point Estimation 

Here, we wish to determine some point estimator 8 ( X )  (a mapping from . / ’  to 

R) for the purpose of estimating 6 in the light of sample data X .  In classical 

statistics, criteria are proposed for assessing the virtues of the estimator; we have 

discussed these in Chapter 5.  
In decision theory terms, an action consists of assigning a value S(.u) to 8 

guided by any prior information we have about 6, by the information provided 

through the data in the form of the likelihood P H ( X ) ,  and in consideration of 

the loss L [ 6 ( x ) ,  61 incurred when the true value is 6. This is most satisfactorily 

achieved when S ( X )  is the Bayes’ decision rule. 

In this situation, the action space . -d is identical with the parameter space $2, 

so that once again we are effectively considering mappings from X to R, at least 

in terms of the normal form of decision theory analysis. Any distinction between 

the best 6 ( X )  and the optimum classical 8 ( X )  will arise because of the different 

constraints and criteria that are employed in the two cases. It is interesting to 

consider whether the two will coincide in certain circumstances. This is indeed 

possible, as we see in the following example. 
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Example 7.3.4. Suppose we have a random sample of size n from a normal 
distribution N(p, 02) ,  with o2 known. We wish to decide on an appropriate value 
for p. Invoking unbiasedness, and with the need for simplicity, we might consider 
restricting attention to decision rules of the type 

6(X) = alxl + . . . + a,,x,, ($.; = 1) 9 

in relation to a quadratic loss function 

The risk function is simply 

R[6(X),  ,U] = hZ(,u) Var[8(X)] = ai h2(p )02 .  ( :  .-) 
Thus, whatever the value of p, the risk is minimised by choosing 

a1 = a2 = . . . = a n  = l / n .  

Hence, the sample mean is the optimum decision rule within the class consid- 

ered. It was also seen earlier to be the optimum classical point estimator. In both 
cases, we are minimising the variance of an unbiased linear estimator. 

This example prompts some discussion of the fairly widespread use of loss 
functions (in continuous parameter spaces where I / 3 Q) that are quadratic in 
form. What justification can there be for adopting a quadratic loss function? 

Practical situations may exist where this is quite genuinely a proper description, 
either in the simple form 

L(a, 0) = h(a - 8)' (7.3.2) 

or, admitting some &weighting, as 

L(u, 0) = h(0)(a - 0)'. 

Such situations are rare, however, and the loss function (7.3.2) is by no 

means so restricted in its use. Even when quantification of losses is difficult, 
it is commonly employed. The reasons for this are a mixture of convention, 
pragmatism and mathematical convenience. 

(i) A case can be made for (7.3.2) being a reasonable approximation to the 
true loss structure in many situations. Often, we require losses to increase (at 
least locally) in relation to the distance of a from 8, i.e. in relation to la - 81. 

(7.3.2) is a simple expression of this. De Groot (1970) justifies this choice by 
showing that if we work in terms of regret (which is no constraint as far as the 

Bayes' decision rule is concerned) and seek a loss structure that depends only 
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on (a  - G), then the leading term in the loss function is inevitably (7.3.2). If 
we can be reasonably sure of a being close to 6, then the higher-order terms 
are unimportant and (7.3.2) alone suffices. He goes on to discuss the alternative 
possibility 

L(a, 6 )  = hla - 01. (7.3.3) 

(ii) Using (7.3.2) has the dual effect of simplifying mathematical calcula- 
tions and providing an interpretation in terms of ideas of classical statistics. For 
example, in the single parameter situation the Bayes’ decision rule with respect to 
(7.3.2) takes the form of an unbiased estimator of 6, with Bayes’ risk a multiple 
of the variance of the estimator (if this variance exists). Thus, a correspondence 
arises between the classical criterion of minimising the variance of unbiased esti- 
mators and the decision theory criterion of minimising posterior loss. (Similarly 

(7.3.3) has parallels through the idea of median unbiasedness.) 
But we must bear in mind that the correspondence between the two approaches 

that emerges in (ii) is entirely due to the quadratic form of the loss structure. It 
would be wrong to regard this correspondence as a legitimate reason for adopting 
the loss function (7.3.2) in some particular problem. Quite often it is clear from 
practical considerations that (7.3.2) is inadequate: in particular, its symmetry 
might not be reasonable. Any appeal to its interpretative or mathematical conve- 

nience will not overcome such inadequacy. Unfortunately, some decision theory 
developments rest merely on the convenience of (7.3.2) with no regard for appli- 
cability. 

This tenuous relationship between classical results and decision theory results 
in point estimation has a further twist to it. It appears to be exploited on occasions 
as grounds for criticism of certain classical estimation procedures. We find such 
procedures criticised because they prove to be inadmissible in decision theory 

terms. For example, in Lindley and Smith (1972) we read 

. . . many techniques of the sampling-theory [that is, classical] school are basically 

unsound. . , . In particular the least-squares estimates are typically unsatisfactory: 

or, in the language of that school, are inadmissible in dimensions greater than two. 

Here is a strange juxtaposition! Classical principles are condemned for being 
inadmissible-a concept that is defined relative to some assumed loss structure. 

Classical statistics pays no formal regard to losses, so it entertains no concept 
of admissibility in the decision theory sense. Yet the criticism of classical 

least-squares is endorsed as being expressed ‘in the language of that school’. 
Kempthrone ( 1  972) makes a related point in response to the remarks of Lindley 
and Smith: 

. . . with a reasonable use of language, any estimate is ‘typically unsatisfactory’ 

because it will at best be admissible only for a particular loss function or a 
small class of such functions. . . . The present authors indicate rather definitely 

that ‘inadmissible’ implies ‘unsatisfactory’. . . . I . . . question . . . [the] relevance 
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[of admissibility) to problems of interpretation of a given set of data. I would also 

like to register the plaint that ‘inadmissible with respect to a particular loss func- 

tion‘ becomes through journal space exigencies merely ‘inadmissible’. and then i t  

is quite an easy step to replace this word by ‘unsatisfactory’. 

One disadvantage of using a quadratic loss function (apart from its possible 

failure to represent the real-life situation) arises from its unboundeness, which 

may render corresponding decision rules inadmissible. Lindley and Smith ( 1972) 
suggest a transformed version of the quadratic form that restores the boundedness, 
and (at least for proper prior distributions) the admissibility of the Bayes’ decision 

rule. But again, the practical relevance of such a loss structure needs to be 

confirmed in any particular situation. 

Interval estimates 

The confidence interval and posterior probability interval play important roles 

in c*lcissic*al and Bayesian inference, respectively. A corresponding concept has 
been advanced in decision-theoretic terms. 

In interval estimation, we need to identify a range of values within which 

we might reasonably expect the value of the parameter 0 to lie. We have noted 
the critical distinctions that arise in the classical and Bayesian approaches in 

interpreting this prospect (See Sections 5.5 and 6.3). 

From a decision-theoretic standpoint the ‘decisions’ or ‘actions’ that make up 

the decision-space or action-space are subsets o of the parameter space 52. A 

potential decision is d, = (Olw, 3 8 )  meaning that the actual value of the param- 
eter 8 is in the subset o, c 52. So the decision space might be all subsets of 52 

or, more specifically in the context of i n t e n d  estimates for a scalar parameter 

8 E R ’ ,  all intervals on the real line. 

We need a loss structure relating the decision d to the true parameter value 8. 

If d 3 8 we would in some sense be making a correct decision and might expect 

there to be no loss. But this is too simplistic. The decision d = L? is a l ~ z u j ~ . s  

correct, but essentially tells 11s rzothing about the value of 8,  since 8 niitst lie 

somewhere in 52. 

Additionally, we would surely wish d to be as small a subset of 52 as possible. 
At the opposite extreme to d = 52, the decision d = ( 8 , )  is as small or sharp 

as possible, but is bound to be wrong except in the pathological case where it  

happens that 8 = 81. 

Accordingly. it  would be better for the loss structure to be made up of two 

components so that 

U d ,  0) = g(d,  0) + h ( d )  

where g(d,  0) = 0 if d 3 8 (no loss for inclusion of the correct value of 8) and 

g ( d ,  0)  > 0 if d $ 8. We might make this inclusion component very simple: 
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g(d, 0 = 0) if d 3 0 and g(d, 0) = I if d 4 0, or it  might reflect more sensi- 

tively the separation of d and 0, e.g. in terms of the probability P(d  3 0). This 

is a commonly adopted form for g(d, 0). 

The second component, h ( d ) ,  reflects the loss arising from the ‘size’ or ‘width’ 

of the subset d. The larger the size of d, the larger the loss. In the simplest case 

where 0 is continuous and unbounded (52  = I ? ’ ) ,  the notions of ‘prospect of 

inclusion’ and ‘size’ or ‘width’ have immediate and obvious interpretations. If 8 

is discrete, bounded or multi-dimensional, appropriate extensions of these notions 

must be formulated. 

Let us remain with the simplest case. We would wish to choose d to minimise 

L ( d ,  0) (compromising between high prospects of inclusion and small width) 

but, as in other decision theory problems, we need to make proper use of any 

inferential information on 0 provided by a prior distribution n(@), or sample data, 

X .  
We can reflect X by replacing the loss function L ( d ,  0) with the risk function 

where 6(x)  is the decision rule that assigns decision d to observed data s, i.e. 

d = 6(x). 

We might then employ all the familiar decision theory principles, e.g. if we 

have no prior information on 0, we could choose 6 ( X )  to minimise &(8)  if there 

is, uniformly in 8, a minimising rule or we could use admissibility to reduce the 
class of rules we need to consider. If there is no uniformly best rule we might 

try the minimax principle. 

If we have prior information about 8, then we can construct the Bayes’ rule 
by choosing 6 ( X )  to minimise the expected risk, i.e. the expected value of R & ( X )  

with respect to n(0). 
The various ramifications have been discussed in the literature: for example, 

the basic nature of the decision-theoretic interval estimate, inter-comparisons with 

the classical and Bayesian approaches, specific applications, the identification of 

admissible interval estimators, and multi-parameter implications. 

An overview of the topic is given by O’Hagan (1994, Sections 2.50, 2.52 and 
5.5). An early development of basic principles is provided by Winkler (1972a). 

In the classical approach, we noted (in Section 5.5.) that the inclusion prospect 
was reflected by the requirement that the probability of inclusion should have a 

lower bound of 1 - a: the confidence level. Additionally, in seeking an optimum 

confidence interval, we aimed at (uniformly) minimising the probability of 

including false values of 0: yielding a uniformly most accirrute confidence interval 

as a dual concept to that of a uniformly most powerful test. The width of the 
interval did not specifically enter into the development (although it  did feature 
in the less formal concept of shortest conjidence inten)als). 

In the Bayesian approach, we explicitly sought a prescribed inclusion prob- 

ability and imposed the condition that excluded values should not have higher 

posterior probability (density) than included values. 
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Neither approach is directly interpretable in terms of the two-component loss 

structure outlined above. 
For multi-parameter problems, the notion of width and size is represented by 

a multi-dimensional measure of ‘volume’. 

Brown et al. (1995) consider matters of optimality in the construction of ‘confi- 
dence sets’. They use decision theory to find confidence sets that minimise 
expected volume for a given parameter value. Their confidence sets also exhibit 

optimal classical and Bayesian properties. Arising from inversion of a family of 
uniformly most powerful tests, they are thus ‘uniformly most accurate’ in clas- 
sical terms, and they possess ‘Bayesian optimum volume properties’. The authors 
claim this as a unique joint ‘frequentist’A3ayesian optimality outcome. 

Casella et al. ( 1993) describe a paradoxical implication of decision-theoretic 
interval estimation when the loss function is again a linear combination of volume 

and coverage probability. In this case, the behaviour of Bayes’ rules may be 
anomalous, and a different form of loss structure is proposed to overcome this 
difficulty. 

Hwang and Brown (199 1) also consider decision-theoretic confidence sets, 
showing that the usual approach for the linear model might turn out to be inad- 

missible. 

Meeden and Vardeman (1991) describe a non-informative Bayesian method of 
interval estimation in finite population sampling. 

Hypothesis Tests 

Let us consider a specific point in relation to this topic. Is there any sense in 
which the classical hypothesis test can be interpreted in decision theory terms? 

As a decision theory problem it is very simple in one respect. Suppose the 

working hypothesis is H : 8 E w, and the alternative hypothesis is : 8 E 52 - w. 

There are W O  possible actions: to reject H or to accept H. So the action space is 
of the simplest kind; it contains just two points (a(),  a \ )  corresponding to these 

two possibilities. Any decision rule 6 ( X )  obviously partitions the sample space 
. / ‘  into two regions { S O ,  SI }, where 

if x E So,  we take action a(),  

if x E S , ,  we take action a l .  

as it does for the classicul hypothesis test (see Section 5.4.2). 

Thus, so far, this is precisely the structure of the classical test. But to determine 
the best decision rule (choice of SO and Sl) we need to specify a loss structure. 
The appealing prospect that L(a, 0) should be zero when a is the correct action, 

and that it should increase (in some appropriate sense) as a becomes further from 
the correct action, will patently not yield the same principles as those employed 
in the hypothesis test. Simple examples readily confirm this. 
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An alternative simpler (if less realistic) loss structure presents a greater hope 
of reconciliation. This assigns zero loss to correct actions, constant losses to 
incorrect actions. Thus 

The risk function here is 

Seeking 6 ( X )  to uniformly minimise R(6 ,O)  amounts to seeking a partition 
{So.Sl} that uniformly minimises P ( X  E S O )  over o, and P ( X  E Sl) over 52 - w. 

So, as in the classical situation, the principle of optimisation relates only to 
the probabilities of rhe two kinds of error. But there is still a difference in that 
the decision theory formulation seeks to uniformly minimise both. The level-cu 

hypothesis test seeks to minimise P ( X  E S1) over 51 - w, subject to the constraint 
that P ( X  E S O )  5 a! over W .  

To produce a direct parallel between the optimality principles in the two cases, 

we could assume that the loss function is made up of two components L I  (a, 0) 

and L2(a, 0) ,  where 

and 

If we were to regard the two types of loss as being of different levels of 

importance, and chose to try to uniformly minimise the risk associated with Lz, 

whilst restricting that associated with L1 to a value no greater than a!(, we would 
be seeking precisely the UMP level-a! test. But this principle seems to have 
limited appeal in decision theory terms! 

Lehmann (1986) has discussed this type of relationship between the two- 
action decision problem and the test of significance. See also Bernardo and 
Smith (1994) and O'Hagan (1994). Proposals for a decision-theory-based test of 
interval hypotheses (rather than point hypotheses) are made by Mehring ( 1993) 
and compared with corresponding classical procedures. 

A much more detailed study of the decision-theoretic interpretation of classical 

point estimators and tests of significance for a range of specific situations has 
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been considered by Raiffa and Schlaifer (1961), Ferguson (1967) and De Groot 

( 1970). See also the Bayesian (non-decision-theoretic) argument on this point, 

as represented in the work of Berger and Delampady ( 1987), Berger and Sellke 

( 1987) and Morris (1987). 

7.4 PROBLEMS WITH FINITE NUMBERS OF ACTIONS, 
AND STATES OF NATURE 

I f  i t  should prove adequate for us to express some practical problem in terms 

of a decision theory model with $finite rzurnbers of possible actions, and states 

of nature, certain special features will arise. We saw in Section 7.1 how, in 

a very simple case, calculations were straightforward and useful diagrammatic 
aids were available (graphical representations of risks, geometric determination 

of the Bayes' decision rule, tree diagrams for the extensive form of analysis, 

immediate assessment of the value of sample data). The minimax decision rule 

can also be obtained geometrically. 

The finite model also ensures a one-to-one relationship between admissible, 
and Bayes', decision rules (with respect to strictly positive prior distributions over 

52). Furthermore, the minimax decision rule becomes interpretable as the Bayes' 

decision rule with respect to the least favourable prior distribution (provided we 
extend the idea of a decision rule to random mixtures of the basic rules so far 

considered). 
The ease of calculation, and the advantages of pictorial devices, progressively 

reduce as the numbers of possible actions, and states of nature, increase likewise 

with increase in the complexity of the sample space. However, the essential 

features remain and it  is interesting to consider the nature of these. Mathematical 
considerations revolve around the idea of cwrzifu.rity in  finite dimensional spaces. 

7.4.1 The No-data Problem 

Suppose there are just k possible actions, (11, ( 1 2 ,  . . . , q and 1 states of nature 
01, 02, . . . 81. The loss function is L(a, 0). Then the different possible actions need 

to be compared in terms of the associated vectors of losses 

Each of these can be represented as a point in Euclidean 1-space: R'. Thus, 

if 1 = 2, for example, we can obtain a two-dimensional graphical representation 

(Figure 7.4.1). 
Consider now the idea of a mixed action, which consists of taking action a, 

with probability pf ,  or action <iJ with probability p J  = 1 - pf.  The loss function 

for this mixed action is simply 
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Figure 7.4.1 Losses with two states of nature 

Thus, the mixed action is represented by p,L(a,) + pJL(ciJ): a point in R‘ a 

proportion p ,  of the distance along the line segment from L(a,) to L(a,). When 

l = 2, we see the effect of this in Figure 7.4.1 

In reverse, any point on the line segment joining the vector losses for any two 

actions may be viewed as the vector for an appropriate mixed action. But we 

could further mix the mixed actions! In this way, it  is obvious that any point 

within, or on the boundary of, the convex hull of the set of losses L(a) (for 

a = a l .  a2, . . . q )  corresponds to a mixed action. Thus, we fill up the whole 

of this region, and conclude that the con\’ex set so generated represents the 

losses corresponding to all possible actions (single or mixed) in our decision 

problem. The convex set for the illustrative example with l = 2 is shown shaded 

in Figure 7.4.1 

Note how the idea of a mixed action need not be restricted to a finite, or 

even countable, number of possible actions. Any probability distribution applied 

to the action space yields a mixed action, whose loss function is the expected 

value of the loss function with respect to that probability distribution. Properties 

of convexity are again encountered and influence the processing of the decision 

theory model. However, we shall not consider this general case in any detail. 

7.4.2 The Use of Sample Data 

Suppose we now have available sample data .x with likelihood function pU(x). 

This is to be used to construct decision rules 6 ( X ) ,  taking the form of mappings 

from .I’ to . /. The assessment of 6 ( X )  is in terms of the risk~fiinction 

and again this can be regarded as a point in R’; that is, as a vector R(6). The 

special case when only a finite number, in, of data sets can be encountered 

deserves special mention. There will now be only I”‘ simple decision rules. (In 
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Section 7.1, for instance, we had 1 = 2 and m = 3, and considered just eight 
possible decision rules.) These are sometimes called pure strategies, or pure 

decision rules. Whether or not .P’ is finite, all deterministic mappings from . I ’  

to . / can be thought of as pure decision rules, and the totality of risks R(6) over 

R’ represents their overall assessment. 

As an example, when 1 = 2 and .l’ is finite we obtain a set of points in 
R2 that will typically appear in a similar form to Figure 7.4.1, but with the axes 

measuring risk rather than loss, and the points corresponding to the finite number 
of pure decision rules rather than actions. 

But again, we could mix decision rules, operating 6, with probability p ,  and 6, 

with probability p ,  = 1 - p,.  This mixture of pure decision rules is known as a 

randomised decision rule. Mixtures of several (or even an uncountable number 
of) pure or mixed decision rules can be similarly countenanced and we arrive at 

a conclusion akin to that in the no-data case: that the totality of pure and mixed 

decision rules is represented as a dense convex set of risks in R’ enclosed by the 

convex hull of risks for the pure decision rules. 

Thus, the choice of a particular decision rule for application amounts to singling 

out some member of a convex set in R’. Bases for this choice include admissi- 

bility, and the determination of the Bayes’, or minimax, decision rules. 
It is interesting to see how these principles appear against the background of 

the convex set representation. To illustrate this, we shall consider only the two- 
dimensional case (1 = 2) with an assumed finite number of pure decision rules, 
and with all losses (hence all risks) assumed to be non-negative. Extensions to 

more than two states of nature, non-finite .I’ and more general losses are easily 

obtained in qualitative terms. 
Let the risk function for any (pure or randomised) decision rule 6 consist 

of two components R I  (6) and R2(6). Admissibility immediately severely limits 
the number of rules 6 worth considering. Figure 7.4.2 shows a typical convex 

configuration 3‘ of risks, with the black dots corresponding to pure decision 

rules. 

It is apparent that the only admissible decision rules are those on that part of 
the boundan cg./ nearest to the origin contained between the two supporting 

lines from the origin. These supporting lines are shown as dashes, and the set of 

admissible rules by the heavy boundary line, in Figure 7.4.2 
The idea of a supporting line (or more generally a supporting hyperplane) 

also provides a means of identifying a Bayes’ decision rule. The Bayes’ decision 

rule with respect to prior probabilities and T I ~  is that decision rule for which 

n l R l  + T I ~ R Z  is a minimum. Clearly, this is the decision rule on the admissible 

boundan, which has a supporting line of slope-n1/Ir2. (We saw this illustrated 

in Section 7.1 .) Note how this line either determines a unique pure decision rule 
as the Bayes’ decision rule, or else lies along a line segment of the admissible 

boundary. In either case, we see that for any prior distribution there exists a pure 

Bayes’ decision rule; if there are two, then all intermediate randomised decision 

rules are also optimum. We observe also the correspondence between Bayes’ and 
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Figure 7.4.2 Risks with two states of nature 

admissible decision rules. (Generalisations to more complex situations require 

some care!) 

Finally, how can we identify the minimax decision rule? This is that decision 

rule for which max1,2(Rj) is as small as possible. We can obtain this as follows. 

Construct a square of side d with the positive R I  and R2 axes as two sides. If 

we increase d until this square first meets the admissible boundary, the point 

of meeting must determine the minimax decision rule. This will typically not 

be a pure strategy, and may be an extremal point on the admissible boundary 

as in the example of Section 7.1. On the other hand, any randomised decision 

rule is equivalent in terms of posterior expected loss (for a suitably chosen prior 

distribution) to the two pure decision rules at the extremes of the line segment 

on which it lies. Thus, the minimax decision rule is admissible, is a Bayes’ 

decision rule, and is equivalent in terms of posterior expected loss to a pure 

Bayes’ decision rule. 

It is self-evident that changes of scale or origin in the loss function can affect 

the minimax decision rule, but will not influence the Bayes’ decision rule for 

given (nl, n2). 
The ideas outlined in this section are more fully illustrated by Chernoff and 

Moses (1959). De Groot (1 970) provides a more formal treatment. 

7.5 EXTENSIONS AND MODIFICATIONS 

As in the treatments of classical statistics and Bayesian inference, the discussion 

of decision theory in this chapter has concentrated on broad aims and principles. 

Over the 40 years or so since the initial development of decision theory, there has 

been hectic activity in extending or modifying the basic ideas to deal with quite 

complex problems. Special situations have been studied in detail, and modified 

principles have been advanced to study situations that do not fit immediately 

into the simple decision theory scheme described above. The various quoted 

references, texts, and their bibliographies, give clear indication of the range of 
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this work. Cox and Hinkley (1974) review some of the important developments 

and potentialities (as well as providing a clear and concise description of the 

basic notions of decision theory). (See also Barnardo and Smith ( 1994), O’Hagan 

( 1994). It is not appropriate to consider the details here, but the following short 

comments illustrate some of the applications, extensions and modifications that 

have been considered. 

( i )  Midti-purunieter problurtis, mult i idate  dutu. I t  is clear that the implicit 

assumption of a single parameter 6, is unrealistic for many situations. A large 
range of practical problems are traditionally represented by linear (multi- 

parameter) ~ ~ i o c l u l s ,  and the decision theory counterparts of the classical methods 

tor studying rrgressiori and onct!\,sis of 1wriaric.e situations have been widely 

discussed. More complicated non-linear models and gunurulised linear models 

have also been considered. The treatment of nuisunce purunietet-s requires special 

attention, largely in the specification of the loss structure. See, for example, Boys 

and Glazebrook ( 1992, for screening using a probet model); Cohen and Kushary 

( 1994. on change-point regression); Eaton et al. ( 1996, for normal regression 

models ) . 

Multi-dirnensionality of the sample data, x, requires no formal extension of the 

basic ideas above, in view of the liberal definition of -v and its sample space . I  ’. 
However, in decision theory studies of particular ‘multivariate analysis’ problems, 

the fine detail must inevitably recognise that the data often take the form of 

independent vectors from some prescribed multivariate probability distribution. 

( i i )  Spucifc stucly of purtic)idar cli.stribution.s. Much work has been done on 

decision theory analysis when p H ( x )  has particular standard forms (when 8 is 

one-or multi-dimensional). Thus, the special problems of sampling from normal, 

exponential, gamma, beta (etc.) distributions have been considered. As in the clas- 

sical approach, the wider specification of sampling from the e.vpo~zrrztiu1 farizilji 

has attracted attention in view of its relative simplicity. 

( i i i )  Clus.siCw1 stuti.sfiCw1 nietizocls. Apart from the general topics of point and 

interval estimation, and hypothesis tests (briefly discussed in Section 7.3), much 

work has been done on re-interpreting, or providing an alternative dwis ion  

tiiror? formulation for, some of the particular methods of classical statistics. 

This includes the study of regression and analysis of variance as examples of 

the use of the linear model, methods of multivariate statistics, jiriite sampling 

rriettiotls, design of’e,rperinierits and sequential crrza1ysi.s. See also ( i )  above. These 

decision theory counterparts have been applied to a range of practical prob- 

lems in many fields of application including economics, education, industry and 

medicine. On the industrial front, for example, methods of analysis have been 

proposed for life-testing, quality control, inventory regulation and general predic- 
tion and control problems. It would appear that industry has again provided a 

stimulus for the de\relopment of decision theory methods, as it  did for classical 

s t a t i s t ic s. 
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(iv) Generalised action spaces and utilit?! .functions. There are certain types 

of problem in which it  becomes necessary to consider rather more complicated 

specifications of the action space and utility function. In particular, i t  may be 

necessary to allow these to depend on, or be modified by, observational data. 

One such example is in the decision theory approach to the design of e.tperi- 

ments, viewed as a preliminary to a decision-making problem. The formal devel- 

opment is reasonably straightforward, but requires a generalised utility function. 

Lindley (1971c, 1972) describes this in the following way. We seek to utilise 

data .x to effect a choice of action a from an action space . /. But initially we 

ask what is the best experiment to perform to produce our sample data. An 

experiment E is defined as a triplet {.?', Q, p~~(.u)}, where E ranges over some 

space of experiments L,  with fixed Q. There are two decision stages now; the 

choice of E from / and the subsequent choice of a decision rule in terms of the 

resulting sample data. An appropriate loss function must now include the cost 

of the data, and of the experiment which yields it ,  and will be of the general 

form L(a, 8, E, x ) .  The corresponding Bayes' decision rule is easily defined, but 

limited detailed application has been achieved. 

See Bernardo and Smith (1 994, Section 2.6.3) 
Chaloner and Verdinelli ( 1995) review the Bayesian approach to experimental 

design and offer a unified view of decision-theoretic methods on this topic. An 

approach to Bayesian decision theory without the need to be highly specific about 

the prior distribution ~ ( 8 )  is considered by Coolen (1994); imprecise priors lead to 

lower and upper bounds for posterior expected loss. Eaton et al. (1996) discuss 

a predictive decision theory approach to the Bayesian design problem, whilst 

Jeong (1995) examines optimal designs when there are a large number of binary 

factors. This remains an inevitable growth area for decision theory. 

Joseph and Wolfson ( 1997) consider the problem of sample-size determination 

in planning an experiment. Brunier and Whitehead (1994) discuss choice of 

sample sizes for phase I1 clinical trials. See Barnett (1974) for joint choice of 

sample size and decision rule in acceptance or rejection of batches of industrial 
products. 

Another important example is in the study of problems where the data may 

be obtained in stages, rather than once and for all through some prescribed 

experiment. The action space now needs to be extended to include inrermeciiafe 

actions of seeking more data if the cost considerations justify this, as well as 

the set of basic actions from which a terminal choice is to be made. Such 

intermediate actions may be dependent on the current data, and the loss function 

will also reflect the sequential way in which the data arise. Thus, . / becomes 

dynamic as the process proceeds; both. / and the loss function must be allowed 

to vary with the data. Such a decision theory approach to seqiien~ial anul~.sis is 

both valuable in concept, and of much potential importance. It seems eminently 

reasonable that we should not be compelled to make a decision on the basis 

of some prescribed experiment (which may be inadequate on the one hand, or 
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extortionate on the other), but that we should be able to ‘play things by ear’. 
We seek data in successive stages in total regard of what they cost and what 
they convey until we are in an optimum position to make a final choice of 
action. Optimum sequential procedures may greatly improve on the corresponding 
optimum fixed sample-size ones. 

A vast amount of elegant theory has been derived on this topic. Interesting 

papers are by Wetherill (1961) and Whittle (1964, 1965). A most illuminating 
elementary explanation of sequential decision-making is given by Aitchison 
(1970b). More general formulations have been widely discussed, and Raiffa and 
Schlaifer (196 I )  and De Groot (1970) devote several chapters to these. The latter 
provides a lengthy list of references. See also Lindley (1971c, 1972). Bernardo 
and Smith (1994, Section 2.6) and Cressie et al. (1994). 

Part of this work appears under the heading of dynamic programming; 

Bellman (1957) remains an important reference on this topic. See also Glazebrook 
and Boys ( 1995; optimal search), Kirkwood ( 1994; large sequential models), 

Stonebraker and Kirkwood ( 1997), Treder and Sedransk (1996; two-phase 
sampling) and Burt and Ferris (1996; managing nematodes). A somewhat 
different form of sequential decision analysis is represented in developments 

of empirical Bayes, procedures, a simple form of which was described in 
Section 6.7. I .  

Expert Systems. There has been much concern in recent years for the devel- 
opment of ‘smart’ statistical software systems that emulate the ‘expert’, e.g. the 
professional statistician. This has only been partly successful, for obvious reasons. 
Merchant (1992) seeks to combine concepts, from the fields of expert systems 
and of decision theory, in the areas of town-planning and urban design. 

Some indication of the range of developments in decision theory is given by 
the conference proceedings edited by Gupta and Yackel ( 197 l ) ,  Gupta and Moore 

( 1977) and Cressie and Morgan (1988). 
We have noted a number of interesting applications of decision theory across 

quite a wide range of subject areas. The potential for applying decision theory 
would seem very wide, although specification problems (e.g. of utilities or prior 
distributions) can be serious and solutions may be difficult to determine. It is to 
be hoped that further efforts will be made to employ decision theory methods 
on a broader front than the industrial, ‘political’ or medical problems so often 
considered. In particular, there is real need for the decision-theoretic approach 

in the study of environmental or sociological issues that are currently of such 
great concern, and where ‘decision-making in the face of risk’ takes on such 
immediate relevance. 

7.6 CRITICAL COMMENT 

We need not spend too much time discussing the nature of any criticisms of 
the decision theory approach. It inevitably encounters the range of controversy 
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surrounding both classical methods and Bayesian inference, in view of its incor- 
poration of both sample data and prior information. Such controversy has been 
considered at length throughout the book, particularly in Chapters 5 and 6. Its 
form and relevance in decision theory has also been discussed at different stages 

in the development of ideas in decision theory within the current chapter. It 
suffices to summarise briefly the apparent advantages and disadvantages. 

The major appeal is utilitarian. It would seem most attractive to operate a 
system of analysis that clearly distinguishes the decision-making function, is 
designed solely for the purpose of decision-making, and exploits to this end 
all three forms of relevant information contemplated in our basic rationale of 
statistics discussed in the introductory chapter. 

There seems to be little dispute about the great value of decision theory prin- 
ciples in practical situations that admit a ‘straightforward’ specification of losses 
and prior probabilities (usually expressed in financial, and frequency, terms, 

respectively). Controversy appears when prior probabilities are inaccessible, when 
the probability concept is of a subjective form, or when losses are introduced in 

what might appear to be purely conventional or expedient form. We recall, for 
instance, how the pioneers in classical statistics resisted the appeal of an approach 
based on losses and prior probabilities on the grounds that these could seldom 
be quantified, and could therefore not form part of an ‘objective’ or ‘universal’ 
theory of statistics. 

Even so, opinion is divided and whilst many castigate such ‘non-objectivity,, 

others regard the personal formulation as entirely appropriate. Indeed, justifi- 
cation for Bayesian decision theory is advanced on philosophical grounds: in 
the inevitability of prior probabilities and utilities in utility theory terms. For 
instance, Lindley ( 197 1 a) remarks 

In the context of a decision problem the principle of consistency or coherence 

clearly demonstrates that decision-making must be based on a Bayesian analysis, 

using a (prior) distribution and a utility function, and selecting the optimum decision 

by maximizing expected utility. There are numerous justifications for this; . . . No 

substantial counter argument is known to me. 

In reply, Bross (1971b), flatly repudiates the ‘Principle of Coherence’ and 
hence the whole framework of utility- theoretic decision-making. See also Cox 

(1978, 1997), and the discussion of coherency in Section 5.7.3. In contrast, 
Kempthorne ( 197 1) mounts an enthusiastic attack on the impracticality of deci- 
sion theory. Indeed, he seems so to reject, in fine rhetoric style, almost all 

recognisable approaches to inference and decision-making ! See also Hinkelmann 
and Kempthorne (1 994, Chapter 1). 

No purpose is served in reproducing exchange of criticisms, rebuttals and 

counter-criticisms. The mood of this is well represented in the most interesting 
published proceedings of the Symposium on the Foundations of Statistical Infer- 

ence (Godambe and Sprott, 1971) from which the last three references are taken. 
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Instead, let us briefly review some of the main ‘bones of contention’ in the 

form of an imaginary debate. 

The Action Space 

Dispute: In practice, it often makes no sense to try to specify at the outset of 

an enquiry the complete set of actions that are likely to be contemplated. In 

many scientific problems, the spectrum is constantly changing as our knowledge 

accumulates. 

Response: In any situation, we must entertain action solely in relation to our 
current horizon. This is what we do in our personal behaviour, and it should carry 

over to scientific enquiries. Sequential decision theory allows for modification 

of the action space in the light of experience. The statement of a set of possible 
actions is no different in principle from a specification of a sample space. 

Loss functions 

Dispute: Except in rare circumstances where losses are readily assessible, the 

demand for a specified loss function may lead to an unjustifiable form being 

adopted with resulting arbitrary decisions being made. The choice of a loss func- 
tion is often based on convenience rather than relevance. 

Response: Information on losses always exists if only in a subjective form. 

This is relevant information and must be elicited and employed. In utility theory 
terms, a unique specification exists. Even if our methods of determining this are 

far from perfect, the effort should be made. 

Prior Probabilities 

Dispute: As for loss functions. 
Response: As for loss functions. Additionally, we have the safeguard of robust- 

ness properties arising from the principle of precise measurement in situations 

where the sample data are extensive. 

There is continuing concern for the intangibility of prior distributions or loss 

structures. Coolen ( 1994) addresses the problem of generalising decision theory 

to admit imprecisely specified prior probabilities that would lead to a range of 

posterior expected losses. The lower and upper bounds for such expected losses 
then provide a basis for decision-making. 

Sample Data 

Dispute: The prescription of a sample space, .$’, and family of distributions 
{ pU(x) ;  0 E S2) is fraught with difficulties. Sample-space averaging is inappro- 

priate to a unique situation. 
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Response: Such specification problems exist in any approach. We must always 

face up to the validation of the model. No such use of the sample space is required 

in the extensive form of decision analysis. 

Subjectivity 

Dispute: Personal judgement of loss or prior probability may lead to choice 

of action of no external importance or relevance. We are not interested in the 

idiosyncracies of some individual, but in a valid prescription for action based on 

tangible and universally acceptable information ingredients. 

Response: It is usually an individual who must consider a problem and be 
responsible for his or her actions. Such an assessment, whilst personal, will 

reflect any ‘external, tangible’ information. Indeed, i t  is often predominantly 

based on such information, so that most individuals will draw essentially similar 
conclusions. Where they differ, it is entirely appropriate that they should. The 

principle of coherence totally justifies the personal nature of probability and 

utility, and demands that an individual acts to maximise persoizal expected utility. 
Concern for dependence on subjective assessments has prompted Insua et al. 

(1997) to propose a form of sensitivio analysis that examines the range of deci- 

sions that would arise if we allow perturbations in both the utility function and 
the prior probability inputs. 

Utility Theory 

Dispute: The utility theory model does not provide a valid framework for 
decision-making under uncertainty. 

Response: This is to deny the principle of coherence to which we should all 
strive. Such an attitude is incoherent! 

Seidenfeld et al. (1995) suggest a ‘robust’ base for decision theory in which 

the traditional base of Ramsey and others is relaxed. The emphasis focuses on 

preferences alone rather than on probability and utility jointly. 
. . . But this takes us firmly into the depths of philosophical debate, and even 

into the sphere of disputes over semanticism in the formulation of statistical 

concepts and principles. See Bross (1971a) on the thesis that ‘the foundations 

of statistical inference are a myth’ for an initial exposure to this latter area of 

debate. 
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CHAPTER 8 

Other Approaches 

We have adopted a primary division of the different approaches to inference 
and decision-making into three major categories: classical statistics, Bayesian 

inference and decision theory. 

In terms of function, the first was seen as essentially inferential but with 
decision-making implications, the second was described in specifically non - 
decision-making terms, the third appeared solely concerned with decision-making. 

A major distinction between the approaches was in the interpretation and applica- 
tion of the probability concept -entirely frequency based in classical statistics, 
inevitably incorporating a subjective element in most expressions of Bayesian 

inference, and (depending on attitude and application) involving either frequency 
or subjective views in decision theory. The corresponding statistical principles, 

procedures and interpretations reflected, or were constrained by, these distinctions 
of function and probability basis. 

This tripartite division greatly oversimplifies the vast range of conflicting atti- 

tudes. We have found it  a convenient basis for illustrating essential distinctions. 
But even within any of the three approaches we must recognise a variety of 
different emphases and interpretations. To some, decision theory is appealing 
only in situations where the specification of costs and prior probabilities is well 

supported in non-subjective terms-to others its rationale is securely based in 
utility theory and subjective elements are paramount. A similar distinction of 
attitude exists in Bayesian inference. Then again, the separation of Bayesian 

inference and decision theory will be to some people an artificial one. They see 
the loss structure analysis as just the natural extension of the Bayesian idiom. 

Such distinctions (both within and between the approaches) have been illustrated 
to some extent throughout the earlier chapters; the references to books and articles 
provide access to a much deeper study. 

What must be recognised, however, is that attitudes are encountered that do 
not fit into the three major categories described above. This applies also to some 
methodological systems that, whilst not breaking any philosophical ground, use 

procedures not encountered in the classical-Bayes’-decision theory classification 
that has served as well as a basis for defining fundamental issues and illustrating 
distinguishing features. 
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We should not complete our review without some brief study of these alterna- 
tive approaches, which we undertake in this present chapter. 

The first is largely historical in its interest, the others represent attitudes that 
are currently of more active concern to their proponents and antagonists. Some 

represent new ways of looking at statistical information; others a different manner 
of interpreting it. 

Many attempts have been made to justify, interrelate (or denigrate) these 
approaches; or to suggest that they are merely re-expressions of ideas in the 
three basic approaches. We shall consider some aspects of this activity, providing 
references for more detailed study. 

8.1 FIDUCIAL INFERENCE 

In the spate of developments of classical statistics in the 1920s and 1930s 
Neyman and Pearson (and others) proposed a method of interval, or region, esti- 

mation related to their ideas of significance tests. As we have seen, resulting esti- 
mates were termed conjidence intervals, or conjidence regions. At the same time, 
Fisher, interested more in estimation than in hypothesis testing, was considering 
the construction of interval or region estimates from an alternative standpoint. 

Fisher proposed a method based on the idea of fiducial probability, leading 

to what are called fiducial intervals (or regions). The first reference to this topic 

is in a paper in 1930 (Fisher (1930)) forcefully rejecting the idea of ‘inverse 
probability’ basic to Bayesian inference. See Edwards ( 1994) on what Fisher 

meant by inverse probability in his early papers on inference (particularly in 
1912 and 1922). Subsequent papers (Fisher (1933), (1935)) develop the idea 
more fully through illustrations for particular situations. 

The fiducial argument stands out as somewhat of an enigma in classical statis- 

tics. It contradicts a basic tenet in proposing a probability distribution as an 
inferential statement about a parameter 0. Fisher sometimes calls this the poste- 

rior jiduciaf distribution for @, but vehemently denies (Fisher, 1930, 1933 and 

1935) that this is the same in principle or in detail as a Bayesian posterior distri- 
bution. His attitude is summarised in his Design of Experiments (1966), first 

published in 1935, where he explains the ‘different logical basis’ as stemming 
from the fact that Bayesian methods 

. . . require for their truth the postulation of knowledge beyond that obtained by 

direct observation. (p. 198) 

whereas the fiducial argument uses only sample data. 
Whilst admitting that such alternative information is sometimes available (for 

example, in some problems in genetics) and that the Bayesian argument is then 
the appropriate one to use, he otherwise rejects 

. . its introduction by axiom . . . [as a] mathematical sleight-of-hand. (p. 198) 
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in favour of using 

. . . similar probability statements a posteriori . . . inferred by the fiducial argument. 

(P. 198) 

In a much later (Fisher, 1959) reconsideration of fiducial probability, Bayesian 
and fiducial methods are admitted, in certain situations, as dual methods of infer- 

ence: the former to be used when prior information exists, the latter when it does 

not. The probability concept is declared to be entirely identical with the clas- 

sical probability of early writers, such as Bayes; the fiducial argument is claimed 

merely to change the ‘logical status’ of the parameter 

. . . from one in which nothing is known of it, and no probability statement about it 

can be made, to the status of a random variable having a well-defined distribution. 

(p. 51) 

We shall later consider more recent intercomparisons of the Bayesian and 

fiducial arguments. 
Just how is a fiducial probability distribution defined? Unfortunately, Fisher 

is nowhere specific on this matter, nor has any fully accepted formal definition 

been subsequently proposed by later advocates of the principle. Fisher contented 

himself with general statements of its applicability and advantages, with indi- 

cating limitations in its use, with descriptions of methods of obtaining fiducial 

distributions and with deriving these in a few special situations. 

He restricted its use to the processing of sample statistics with continuous 

distributions, an arbitrary restriction from the statistical viewpoint, but conve- 
nient mathematically for the particular methods proposed for constructing fiducial 

distributions. (See also Structural Inference, Section 8.4.) He claimed that of an 

earlier knowledge of the exact form of such sampling distributions ‘stood in the 

way of the recognition’ of a principle that 

. . . leads in certain cases to rigorous probability statements about the unknown 

parameters of the population from which the observational data are a random 

sample, without the assumption of any knowledge respecting their probability distri- 

butions a priori. 

(Fisher, 1935) 

Fisher further suggested that fiducial distributions may only be meaningfully 

derived from sufJicient statistics, and that to do otherwise would be equivalent 

to rejecting part of the data arbitrarily. 
In the original discussion (Fisher, 1930), the argument proceeds in essentially 

the following terms. Suppose & X )  is the maximum likelihood estimator of 6, is 

contin,wus and has a distribution function F Q  [&x)]. (This is customarily used 

to make probability statements about 8 for the relevant 6.) According to Fisher, 

F Q ( 6 )  can equivalently be employed in certain circumstances to make probability 
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statements about 8 conditional on the actual value, O(x), obtained from the data, 

x. Thus, we have an inferred probability distribution (the fiducial distribution) 

over St. 

This is illustrated by the following typical example of Fisher’s application of 

the principle, taken essentially from Fisher ( 1935). 

Example 8.1.1. Suppose we draw a random sample of size n from a normal 

distribution, N(p, a2) with p and a2 unknown. Let X and s2 be the sample mean, 

and unbiased variance estimate 

respectively. Then Student’s t-statistic 

has a known sampling distribution that is continuous. The inequality 

t > tl 

holds with some known probability in this sampling distribution. But this can be 

rewritten 
p < X -  stl l , /n,  (8.1.1) 

which ‘must be satisfied with the same probability’: to be called the fiducial 
probability that p is less than X - stl/,/n. A similar argument (changing tl and 

keeping X, s2 fixed) yields the ‘probability’ that p is less than any value, or 

(equivalently) in any interval, in the light of the sample data. Thus, we obtain 

the fiducial distribution for p, given X and s2.  

Throughout Fisher’s work on this topic the discussion remains intuitive and 

imprecise. As illustrated by Example 8.1.1, the crux of the argument rests on 

transferring the probability measure from X to p in the informal inequality (8.1.1). 
This is the source of most criticism of the fiducial method. No justification is 

offered for this transfer, and to many people it would appear invalid and (thus) 
unjustifiable. Bernardo and Smith (1994, p 457) remark 

. . . no formal justification was offered for this controversial “transfer”. 

However, if we ignore interpretative difficulties for the moment and continne 

to argue along the lines of Example 8.1.1, we might make a natural demand for 
an interval estimate of p. This will be obtained as an interval within which p lies 

with a prescribed (fiducial) probability, and is called a fiducial interval for p. 

As in classical or Bayesian inference, we could consider one-sideSr. or two- 

sided intervals. For the latter, however, the Bayesian approach offers the better 
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parallel, in that there is a similar appeal in using the ‘equal ordinates’ interval. 
We have a direct (fiducial) probability interpretation for ,Y being included in the 
interval, so that it seems to make sense to exclude from the interval values of p 

having lower (fiducial) probability density than any that are included. 

In Example 8.1.1 it is easily confirmed that the fiducial distribution of 
[ ( p  - X ) J n ] / s  is Student’s t-distribution with ( n  - I )  degrees of freedom. Thus, 
if t,-l ( a )  is the double-tailed QI point of this t-distribution, the loo(  1 - a) per 
centjducial interval for p is (in view of the symmetry of the t-distribution) just 

But this is simply the central 100( 1 - a)  per cent conjidence intental. Although 
the confidence interval for p does not echo the uniqueness of the fiducial interval 
even this distinction is not fundamental. The fiducial argument needs the addi- 
tional ‘equal ordinates’ convention to produce a unique two-sided interval; the 
central confidence interval in this situation (and in other simple cases) is also 
singled out by additional criteria of ‘shortest length’ or ‘greatest accuracy’. (See 

Chapter 5.) The essential distinction that does remain is one of interpretation! 
The frequent coincidence in the forms of fiducial intervals and traditional 

confidence intervals left a legacy of confusion. Early discussions of both concepts 
were informally expressed and illustrated for simple one-parameter problems 
where the two approaches lead to identical results. Furthermore, illustrations of 
the derivation of fiducial intervals often appeared to use identical methods to those 
for confidence intervals. Example 8.1.1 is easily misinterpreted as leading to an 
interval estimate based on the acceptance criterion for a test of significance - the 
conjdence interval criterion. As a result, it was tacitly believed for some time 
that the two approaches were identical in principle as well as expression. The 

terms ‘confidence’ and ‘ fiducial’ were used indiscriminately, particularly the latter 
where, in fact, the former was appropriate. 

It was not until two-parameter problems were studied that the methods were 
seen to produce different results, as well as to be using different principles. 

The so-called Behrens-Fisher problem, involving the construction of an interval 
estimate for the difference between two normal means (where the variances are 
unknown), played a notable part in crystallising the distinction. It was, and still 

seems to be, somewhat uncertain how the fiducial argument should be extended 
to multi-parameter problems. 

However, using what to some seems an intuitively reasonable extension, it was 
apparent that the confidence and fiducial arguments diverged in this problem. Not 

only were the solutions different in form, but the fiducial interval was seen for the 

first time to lack the frequency interpretation of the confidence interval. (Later 
work by Fraser, 1964, however, provided a modified frequency interpretation for 
the fiducial argument.) This apparent lack was regarded in confidence interval 
terms as an inherent failing in the fiducial argument-from the opposite stand- 
point it was seen to be irrelevant! The dispute, and its ramifications, reverberated 
around the statistical world for a long time. 
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The Behrens-Fisher problem continues to attract attention. Linssen ( 1991 ) 

offers ‘a table for solving the Behrens-Fisher problem, with comparative 

comment on earlier approaches’. Duong and Shorrock (1992) present an empirical 

Bayes approach. (See also Duong and Shorrock, 1996). 

Stuart, Ord and Arnold (1999, Chapter 21) provide a detailed study of this 

problem, as well as outlining the basic ideas of fiducial inference and contrasting 

these with the other approaches to interval estimation. Their Discussion section 

is most informative, as indeed is the section on Fidi4cial Probability in Plackett 

( 1966), Edwards (1976), Yates (1964) and the detailed assessments of the fiducial 

argument by Pedersen ( 1978), Wilkinson ( 1977) and Seidenfeld ( 1979) reviewed 

at the end of this section. Barnard (1985) sketches the history of ‘Fisher’s fidu- 
cial argument’ and extends it  to his own notion of pivotal iri$erence, which 

we examine in Section 8.5. Buehler (1983), Stone (1983) and Edwards (1983) 

review different aspects of the fiducial argument. See also Arya (1991), Groysberg 
( 1980), Keerthisinghe ( I984), Leeds ( 198 I )  and McCullagh ( 1992). 

Let us return to the formal basis of the fiducial argument, in as far as i t  has 

been presented. Fisher (1930) did, in fact, state that if N ( X )  is a sufficient statistic 

for 0, with distribution function FU[C)(x)]. then the jiducial di.ttributiorz of 8 h c i s  

prohuhilit~’ dunsit?’ fiiric*tion 

(8.1.2) 

hinting that this depends upon F H [ ~ ( x ) ]  having certain monotonicity properties 
as a function of 8, for any x. Later (Fisher, 1959) he re-iterates this form but 

again gives no detailed derivation. This has acted as the stimulus for discussions 

of the way in which the fiducial distribution should be derived. 

Two procedures have been proposed. 

Monotone Distribution Function 

Suppose that we have a single parameter 0 with parameter space the interval 

(O0, 0 , ) .  It may happen that for any sample data x the distribution function 

Fr, [$(x)]  of the sufficient statistic 8 ( X )  is monotone decreasing in 8, varying 

from a value 1 at the lower limit 80 to a value 0 at the upper limit 81. Then 

has all the formal properties of a distribution function over (Bo,81). It is suggested 

that we adupt G(0;x)  cis U rriecisure of the cumulative intensity of our belief in 

ififlerent ~~ulues  of 8,  engendered by the data x through the sufficient statistic 

& X ) .  It is called the fiducial distribution function for 8. On this principle 

(which seems to have some intuitive, if ill-defined appeal) the fiducial distribution 

will then have the probability density function (8.1.2) proposed by Fisher. (The 

argument is easily modified if  F e [ & x ) ]  is monotone increasing in 0.) 
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Example 8.1.2. A random sample of size rz from N(p, U:), with known vari- 

ance oi, has mean X. x is sufficient for p and has distribution function 

@{[(X - p ) , / n ] / o o ) ,  where @ ( z )  is the distribution function of the standardised 

distribution, N(0,I). Now p varies over (-00, 00) and G = 1 - @ satisfies the 

required conditions. Thus, the fiducial distribution of p,  for given X, has density 

That is to say, p has a normal fiducial distribution N(X, ~ i / , / n ) ,  and the 

fiducial and central confidence iterval are identical. 

Note that the fiducial distribution for this example is equivalently obtained by 

attributing a probability interpretation to the likelihood function p,‘ (.U), suitahlj! 

normalised. For 

p p  (4 @ g ( p ;  x), 

so that if we regard the likelihood function as measuring relative densities of 
credence in different values of 8, we again obtain the same ‘probability distribu- 

tion’. 

But such a simple re-interpretation of the likelihood function does not always 

suffice, as is illustrated by the following example. 

Example 8.1.3. 
nential distribution with mean 8, with probability density function 

Suppose we have a random sample of size n from an expo- 

Again, x is sufficient and has distribution function 

So G(8;x) = 1 - Fe(X)  is monotone increasing from 0 to 1 over (0, XI), and 

we obtain the fiducial distribution of 8 as 

But this does not come directly by considering the normalised likelihood func- 
tion. We would need to introduce a further factor l/8. 

The compensation that needs to be applied to the likelihood function in this 
example illustrates a modified principle that is widely adopted for the construc- 

tion of fiducial distributions; namely, that we employ the normalised likelihood 
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function but multiply by a factor 1/8 for any scale parameter 8 (but not for loca- 
tion parameters). In this way, certain multi-parameter fiducial distributions have 
been constructed. 

But this principle suggests a further possibility. Adopting a Bayesian approach, 

and employing the Jeffreys’ representation of prior ignorance about 8, we would 
obtain posterior distributions identical to the fiducial distributions in Exam- 
ples 8.1.2 and 8.1.3. It might be tempting, therefore, to think that the fiducial 
argument is just a re-expression of Bayesian inference with a conventional state- 
ment of prior ignorance about 8. However, this idea is readily rejected in the way 
described by Lindley (1958) who shows that such an interpretation is valid only 
when we are sampling from a distribution in which the random variable and the 
parameter may be separately transformed so as to yield a new parameter that is 
a location parameter for the new random variable. 

Thus, to the classical statistician, as well as to the Bayesian, the fiducial 
approach seems to be unacceptable. It contains elements outside their respec- 
tive frameworks: on the one hand, a distribution over SZ and the possible lack 
of a frequency interpretation cannot be entertained; on the other, the ‘poste- 
rior’ distribution will not always accord with any accepted expression of prior 
ignorance and takes no account of any prior information that may exist. 

The second general method makes use of 

Monotone Pivotal Functions 

Suppose it is possible to find some function h[8, i ( X ) ]  of 8 and & X ) ,  which 

is monotone increasing in 8 for fixed 5 (and in for fixed 0) and that has a 

distribution that does not depend on 8 except through h[8, & X ) ] .  Then h[8 ,8(X)]  

is called a pivotal function, and the fiducial distribution of 8 is obtained merely 

by re-interpreting the probability distribution of h[8, g ( X ) ]  over 2’ as a proba- 
bility distribution over S2. The monotone distribution function procedure above 
is a special case of this, since C ( 8 ; X )  is just such a pivotal function, having a 

uniform distribution over (0, I), which is independent of 8. Thus, Examples 8.1.2 
and 8.1.3 also illustrate this more general procedure. 

What of the current status of fiducial inference? Over the years a steady flow 

of research has been carried out: concerning the construction of fiducial distribu- 
tions in a variety of different situations, the critical examination of the fiducial 

argument and its re-interpretation in alternative inference frame-works. The work 
by Fraser (1964) and Lindley (1958) are examples of this. Others are Dempster 
( 1963) and Godambe and Thompson (1971). In more general surveys of statis- 

tical inference, the comments on fiducial inference by Birnbaum (1962), Cox 
( 1958) and Plackett ( 1966) are interesting. Substantial contributions have been 
made by Pedersen (1978), Wilkinson (1977) and Seidenfeld ( 1979). See also 
Buehler (1983). 

Pedersen (1978), who claims that ‘the fiducial argument has had a very limited 
success and is now essentially dead’, nonetheless presents perhaps the most 
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detailed review of this topic available to date. A central theme is that earlier 
reports have failed to give proper weight to what Fisher regarded as an essential 
requirement for the validity of the fiducial argument; namely, the existence of 
a ‘relevant subset’ of the reference set of all samples that may be used as the 
collective on which to define the fiducial probability concept. Pedersen attributes 

some of the stated inconsistencies to lack of recognition of the ‘relevant subset’ 
requirement, but feels that this notion is ‘insufficiently explored’ by Fisher (or 
others) for any final judgment of the fiducial method. 

Wilkinson (1 977) claims that the ‘inherently noncoherent’ nature of inferen- 
tial probabilistic assessment of observational data must be recognised and that 
in doing so we have a basis for reconciling the conjidence and fiduciul argu- 
ments. He offers a ‘unified theory of confidence-based inferential probability’. 
The ideas are complicated ones and many commentators remain unconvinced 
that they provide an answer to the essential nature of fiducial probability or to 

the controversy surrounding this topic. 
Seidenfeld ( 1979) subtitles his discussion of the philosophical problems of 

statistical inference ‘Learning from R. A. Fisher’. He offers a detailed account 
of his views of Fisher’s contributions to statistical inference, with particular 
reference to fiducial probability and claims to find (yet another) ‘fatal flaw’ in 

the argument. We have referred earlier to the interesting review of historical and 
conceptual aspects of (largely classical) inference provided in this book. 

These continue to be many examples of the use of the fiducial approach in prac- 

tical studies. Elmawaziny (1992) develops exact fiducial bounds for the reliability 
of electronic series systems; Fisch and Strehlau (1993) include fiducial arguments 
in their approach to calibration confidence sets; fiducial probabilities are quoted 
in the study of earth-satellite patho by Vogel et al. (1993) and Sitter and Wu 
( 1993) compare fiducial and confidence intervals for binary response data. 

More fundamental studies include the ‘functional model basis of fiducial infer- 

ence’ of Dawid and Stone (1982) extended to incorporate semi-Bayesian infer- 
ence in Dawid and Wang (1993). 

In spite of the continuing interest described above, there still seems to be no 

generally accepted dejnition of fiducial probability, and it would probably be 
fair to say that there is little widespread acceptance of, or sympathy with, the 

fiducial argument. 
The following comments represent various attitudes, the first attributed to 

Fisher himself. 

I don’t understand yet what fiducial probability does. We shall have to live with 

it for a long time before we know what it does for us. But i t  should not be ignored, 

just because we don’t yet have a clear interpretation. 

(Savage, 1964) 

. . . Fisher’s . . . concept of fiducial probability, often dismissed as too enigmatic 

for further consideration, was his attempt to delimit the class of problems which 
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could yield probability statements about parameters without using Bayes' theorem 

and its controversial prior distribution. 

(Edwards, 1976) 

. . . if we do not examine the fiducial argument carefully, i t  seems almost incon- 

ceivable that Fisher should have made the error which he did in fact make. It is 

because ( i )  i t  seemed so unlikely that a man of his stature should prrsisr in the 

error, and ( i i )  because, as he modestly says (. . . [ 19591, p. 54) his 1930 'explanation 

left a good deal to be desired', that so many people assumed for so long that the 

argument was correct. They lacked the clnririg to question it. 

(Good, 197 I b) 

Both currently and in the foreseeable future, tiducial probability seems likely to 

(Plackett, 1966) 
offer little or nothing towards the advance of statistical inference. 

8.2 LIKELIHOOD INFERENCE 

The concept of likelihood, or the likelihood function, plays a crucial role in 

all three of the basic approaches to inference and decision-making. It acts as an 
expression of the information provided by sample data about unknown parameters 

(or more rudimentary features) of the probability model. 

In classical injprence it  is used as the basis for assessing the suficiency of 
sample statistics and in the construction of estimators and tests of significance. 

The principles of maxintum likelihood and of likelihood ratio tests occupy a 

central place in statistical methodology. 

Its role is even more fundamental to Buyesian inference (and decision theon) .  

Rather than serving merely as an ingredient in the processing of sample data, it 
is iiewed as the sole urzd cvmplete ntecrsure of the import of the data. Thus, in 

simple examples, the fact that the method of sampling does not effect the form 

of the likelihood function renders the sampling method itself irrelevant in the 

Bayesian approach. This is a direct implication of the likelihood principle. (See 

Section 5.6) 
We have already commented on the superficially appealing prospect of 

attributing some probability measure or credibility measure to the likelihood 
itself, to measure the 'support' that the data provide for different probability 

models. The likelihood ratio criterion in classical statistics seems to do this to 

some extent in representing the relative likelihoods of different hypotheses. But 

its application is via the probability structure on the sample space, . I * ,  so that in 
the first place the likelihood is not necessarily the complete message that the data 

convey concerning the probability model and, secondly, no probability concept 
is transferred to the space of the probability models itself (or equivalently in 
the parametric set-up, to the parameter space R). I n  the classical approach, no 

statement of probabilities about a parameter 8 can be entertained-the likelihood 

can serve no such purpose. 
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Not so in Bayesian inference, where the total inference is precisely a prob- 

ability distribution over 52. Furthermore, there is a special class of situations 

where the prior knowledge about 0 is ‘diffuse with respect to the sample data’ or 

‘uninformative’, in the sense that the prior distribution varies little over the region 

where the likelihood varies appreciably. This leads to a posterior distribution that 

is merely proportional to the likelihood function. This arises on certain conven- 

tional expressions of prior ignorance, or with vague prior knowledge through the 

operation of the ‘principle of precise measurement’. (See Section 6.5.2) Here, the 

likelihood function certainly does take on the role of measuring the probabilities 

(often degrees-of-belief) that should be attributed to different 0 values. But there is 

no question of transferring the probability concept from. 1’ to 52. In philosophical 

terms, all that is happening is that an existing probability distribution over 52 is 

being up-dated by the data through the application of Bayes’ theorem. Of course, 

where prior information is substantial, no such crucial role of the likelihood 

function is encountered: the posterior distribution is no longer proportional to it. 

However, some statisticians are prepared to adopt a much more radical view 

of the likelihood function, and to regard it not only as the sole expression of the 

import of the data but (in certain circumstances, and in specific respects) as the 

only form of relevant iizfornzatiorz (in total). 

From this viewpoint, the likelihood provides a meaningful relative numerical 

measure of ‘propriety’ or ‘support’ for different possible models, or for one 8- 

value compared with another. The concept is specifically a relatiiie one. The term 

‘probability’ is seldom used to describe the numerical concept embodied in the 

likelihood function. Undoubtedly, this arises for emotive reasons, and because 

the absolute nature of the probability concept is regarded as inappropriate to 
the expression of ‘beliefs’ about different possible models. Instead, we encounter 

measures of relative ‘possibility’, ‘plausibility’, ‘credibility’, ‘support’ and so on. 
Whatever the term used, the idea is that we can employ the data through the 

likelihood function alone to distinguish between different models, or possible 

parameter values. No other irzformatinn ingredient is utilised, whether in the 

form of a prior distribution over 52, or expressing the nature of the experimental 
sampling basis. 

There can be no Bayesian or classical justification for such a likelihood 

approach to inference. Often, the subjective basis (and expression) of prior infor- 
mation is quite unacceptable to its advocates. Commonly, associated probability 

calculations are specifically restricted to the frequency viewpoint. And yet, since 

the message of the data is seen to rest entirely in the likelihood function, sampling 

procedures and stopping rules become irrelevant and classical criteria and proce- 

dures such as unbiasedness or tests of signijicance appear utterly unjustifiable. 

(Since they have regard for what might have happened as well as for what did 

happen .) 

Precedent for such a view concerning the special role of the likelihood function 

can be sought in isolated remarks of writers over a long period of time. However, 

little detailed working out of its implications and applications is to be found until 
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the last 40 years or so, during which a great deal of philosophical comment, 
methodology and practical investigation has been presented. 

The basic ideas of the likelihood approach were established and examined by 
Barnard (1949), Barnard et al. (1962) and Birnbaum (1962, 1968). The book 
by Edwards (1972; 1992) entitled Likelihood offers a detailed study of ‘the 
statistical concept of likelihood and its application to scientific inference’. The 
author seeks to remedy his dissatisfaction with alternative approaches to statistics 
(and the conflicting demands they make for the adoption of a universal form 
for the probability concept) by granting ‘likelihood an independent existence’ 
as the only appropriate basis for statistical method. Apart from developing the 
likelihood approach in detail, this book provides some interesting comparative 
argument concerning the classical, Bayesian (and jiducial) approaches, which 
are for various reasons found unsatisfactory; likewise, 

the Method of Maximum Likelihood [which], qua estimation, I now think a red 

herring. (p. 212) 

The emphasis throughout is on the construction of a relative measure of ‘support’ 
for rival hypotheses based on the likelihood function alone; and on its use in 
developing statistical methods. 

Historical commentary on the role of likelihood also appears in Edwards (1974, 
reprinted in Edwards, 1992) and Edwards ( 1994) -see also Fraser ( 199 1 ). 

Some examples of the application of the likelihood approach to quite sophis- 
ticated problems are to be found in Sprott and Kalbfleisch (1969), Sprott (1973), 
Kalbfleisch and Sprott (1970), and Kalbfleisch (1971), the last two being particu- 
larly concerned with the handling of nuisance parameters. These last two papers 
also incorporate discussion of jiducial distributions, the first of them prompting 
Edwards (in the discussion) to welcome a ‘bold and important paper’, whilst 
remarking that ‘the flash of insight necessary to follow the fiducial argument has 
not yet visited me’. One of the few detached commentaries on the likelihood 

approach is given by Plackett (1966). Recent contributions and developments are 
provided by Wong ( 199 1) and Bjornstad (1996). See also Lindsey (1999) for a 
fundamentalist approach based on the likelihood function. 

Let us now consider the basic tenets of the approach in more detail. It is a 
remark of R. A. Fisher (1934), where he suggested that it is sometimes necessary 
to consider ‘the entire course’ of the likelihood function, which is seen by some 

to herald its extended inferential function as embodied in the likelihood approach, 

per se. That he had such an extension in mind is quite clear from an example 
discussed in Statistical Methods and Scientific Inference (Fisher, 1959), his last 
major work. He suggests that likelihood functions and probability distributions 
‘supply complementary specifications of the same situation’ but concludes that 

. . . the values of the Mathematical Likelihood are better fitted to analyse, summarize, 

and communicate statistical evidence of types too weak to supply true probability 

statements. . . . (p. 72) 
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This is illustrated by the suggestion that we should consider values of the 
parameter where the likelihood has dropped to say 1/2, 1/5 and 1/15 of its 
maximum value. He claims that such a statement of likelihoods, or corresponding 
log-likelihoods, over a comprehensive range will ‘convey all that is needed’ about 

a set of data; by considering such relative values of the likelihood we have a basis 
for assessing ‘what values of the parameter become implausible’. It is interesting 
to note that in remarking that the areas under such relative likelihood curves are 
irrelevant, and that only the ordinates matter, he is apparently ruling out a direct 
probability interpretation. 

The same is true of Barnard (1967) who comments: 

If the ordinate of the likelihood at 8 = 01, . . ., is higher than the ordinate . . . at 

8 = 82, we can say that the data point towards the value O1 rather than towards 02, 

or that on this evidence 81 is more plausible than Oz. . . . 

This attitude has met with some considerable support in different fields of appli- 

cation, notably physics and genetics. Its exponents are less hesitant in adopting 
a probability interpretation for relative likelihood; there is an obvious lay appeal 
in the proposed principle. 

Barnard (1949) seems to have been the first to attempt a formal approach to 
inference from such a likelihood standpoint. His proposals stem from the likeli- 

hood principle (see Section 5.6), which for present purposes may be restated as 
follows in two parts. 

(i) If the ratio of the likelihoods for  two sets of data is constant for  all values of 

a relevant parameter 6, then inferences about 6 should be the same Mihether 

they are based on thejrst ,  or the second, set of data. This implies that the 

likelihood function conveys all the information provided by a set of data 

concerning the relative plausibility of different possible values of 8. 

The ratio of the likelihoods, for  a given set of data, at two different 0 values 

is interpretable as a numerical measure of the strength of evidence in favour 

of the one value relative to the other. 

(ii) 

Among the properties of likelihood advanced by Barnard (1967) in support 
of this approach are the ability to represent the power function of a test of 
significance as a weighted sum of likelihood functions, and more fundamentally 
its property of minimal suflciency. The author presents an elementary exposition 

of the likelihood approach, and also critical comparison of the range of conflicting 
attitudes to inference. His tone is conciliatory and many of his comments on the 
use of the likelihood function for the summarisation of data (when there is little 
dispute concerning an appropriate parametric model) are important and largely 
unexceptionable. He stresses the limited utility of hypothesis tests and point 
estimates, admits the relevance on occasions of prior probability assignments, but 
emphasises most of all the ‘data analysis’ interests in modern statistical work: the 
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use of data to suggest hypotheses and structure rather than formally to examine 

a limited range of possibilities. The likelihood function is presented as of pre- 

eminent importance in pointing the way: the power of modern computing allows 

us to go well beyond the mere two-point summary provided by the maximum 

likelihood principle. (A liberalisation that has had profound effect on the Bayesian 

approach as well, as we remarked in Section 6.5.2) 

It is important to recognise that Barnard’s approach to inference over the years 

has been a catholic one-stressing the fact that no single concept or attitude is 

sufficient to cover the range of different needs in statistical inference. His later 
proposals for a unified approach are considered briefly below (Section 8.5) under 

the heading Pirvtal Inference. 

Edwards (1972) concentrates more on the support that a set of data provides 

for one hypothesis (or parameter value) compared with another, as measured by 

the nuturcil IogLirithrn ofthe likelihood ratio. (See also Section 8.4.) He commends 

the additive property of this measure over independent sources of data, and also 

its use for incorporating prior information, although he is at pains to distinguish 

this latter feature from the ‘unacceptable’ Bayesian approach, which has only a 
‘superficial’ similarity. Support tests of hypotheses are described as a replace- 

ment for the ‘irrelevant’ (or ’illogical’) ‘conventional tests of significance’, and 

Fisher’s information concept is widely embraced. 

Birnbaum (1962) adopted a rather more basic standpoint to justify the like- 

lihood approach. He commenced by defining a concept of the experirnerital 

evidence Ev (E, x) provided by data s, from a specified experiment E (involving 

S2, . / *  and p ~ ( . x - ) ] .  He proposed what he regarded as two natural principles 

concerning this measure, that of sufficiency and of conditionality. The first of 

these says essentially that 

Ev(E, X )  = Ev[E’, 

where t ( x )  is a sufficient statistic and E’ is the experiment, which consists of 

replacing x by t ( x ) .  

The second principle (which needs to be distinguished from that with a similar 

name described in Section 5.6) concerns experiments E made up of a probability 

mixture of several component experiments E,, in the sense that observing .r in E 

is equivalent to observing i according to the mixing rule and then observing x, for 
that E,. The principle c~c.onditioncrlit~ then declares that ‘component experiments 

not actually performed are irrelevant’ so that 

Ev[E, (E;,.r;)] = Ev(E;,.r;). 

Birnbaum then proceeded to show that these two principles in conjunc.iion 
are equivalent to the first part of the likelihood principle as previously stated, 

which he paraphrased as the ‘irrelevance of outcomes not actually observed’ (a 

view not supported by Durbin, 1970; see also Birnbaum, 1970) He regarded this 

equivalence as having ‘immediate radical consequences for the everyday practice 
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as well as the theory of informative inference’, and concluded that ‘in principle’ 

statements of significance levels or interval estimates in practical problems should 

be replaced by detailed numerical statements of likelihood functions. 

Where Birnbaum appeared to stop short of the Fisher-Edwards application of 
the likelihood approach is in the use of the likelihood ratio as a numerical measure 

of weight of evidence. He suggested that this has demonstrable justification only 

for a simple two-point parameter space, and is otherwise not amenable to any 

plausible interpretation and likely to produce misleading inferences with high 

probability. 

For a critical discussion of Birnbaum’s views, and a later expression of them 

in the context of alternative approaches, see Giere (1977) and Birnbaum (1977). 

re spec tivel y . 
A recent individual contribution to likelihood-based inference is provided by 

Royal1 (1997), who claims that neglect of the ‘law of likelihood’ as the central 

feature of statistical ‘evidence’ has ‘left the discipline’s foundations defective, and 

. . . as a consequence statistics has produced a seriously defective methodology’. 

The author seeks to remedy this and in the process reviews what he sees as 

the strengths and weaknesses of classical and Bayesian approaches. See also the 

monograph by Berger and Wolpert (1988) on the likelihood principle. 

Grounds for criticism of the likelihood approach are self-evident. We have seen 

how i t  cannot appeal either to the convinced Bayesian, or confirmed classical 

statistician, basically because of its omission of what each, in their own terms, 
regard as essential information ingredients or interpretative yardsticks (prior infor- 

mation in a possibly subjective environment; the method of sampling and the 
long-run frequency interpretation of inferences). Even from a less entrenched 

standpoint, there is considerable dissatisfaction with what is seen by many to 

be an ill-defined, or uninterpretable, assignment of numerical measures of rela- 

tive weight of evidence to alterative models, hypoheses or parameter values. 

On the other hand, there is interest in fuller use of the likelihood function 
for data representation. (see Section 5.6.2 for developments within the classical 

approach). 

8.3 PLAUSIBILITY INFERENCE 

The likelihood approach to inference inevitably places stress on the notion of 

relative likelihood: the ratio of the likelihood at some parameter value 8, pe(.r), 

to its maximum possible value over Q, p;(.u), for the observed data x. This arises 

as a measure of natural interest as a result of the likelihood principle, and has 

been used for determining interval estimators of 8; e.g. as those values of 6’ for 
which the relative likelihood exceeds some prescribed value. 

Another form of standardisation of the likelihood function has been proposed 

by Barndorff-Nielsen (1976) as the basis of an approach to inference. Instead of 

standardising with respect to p;(.u) = supnpH(~x-), he proposes that we consider 
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the ratio of pe(x)  to its maximum value with respect to different possible data 

sets x that might have been encountered, Thus, we consider 

termed the plausibility function, as a measure of inferential import of the data x 

on the parameter 8. Parallel to the likelihood approach, it is suggested that we 
consider the maximum plausibility estimator 

li = {e : I-I,(x) = sup I-I,(x)] 
R 

and plausibility ratio tests developed just as likelihood ratio tests, but using 
Ile(x) rather than pe(x) .  

In proposing this individual approach to inference, Barndorff-Nielsen does 
not claim it to be an improved alternative to the likelihood approach, but a 
complementary adjunct: plausibility providing an ‘equally valid’ representation 
of a ‘different aspect-of the evidence in the data’. It is also presented as a 
development, an example, or an alternative representation, of earlier concepts. It 
illustrates the notion of an ods function (Barnard, 1949), as a function of the data 
expressing relative ‘credibility’ in different possible values of the parameter, 6. 

Barndorff-Nielsen (1976 and 1978) also further develops his earlier ideas of 

ancillarity and nonformation (no information) through the plausibility concept. 
Central to such ideas is that of universality of a family, .P, of probability distri- 

butions, essentially requiring that every member po of .P should have a mode 

point t for some statistic T in the sense that 

Space does not permit any detailed study of the nature, or implications, of 

plausibility inference. But it is of interest to take one simple example to illus- 
trate the distinctions between likelihood and plausibility. Barndorff-Nielsen sees 
discrete models as of prime importance in inference, and his illustrations reflect 
this. In his book (1978) he shows the (normed) likelihood function, and plausi- 
bility function, for a very simple situation-observing the outcome x = 1 of a 
binomial random variable X - B(n, 6) for the two cases n = 1 and n = 3. The 
results are shown in Figure 8.3.1 and the principal difference is that using the 

likelihood an isolated point estimate is obtained for 8 (1 and 1/3, respectively) 

whereas the maximum plausibility estimators are ranges of values, [k ,  I] and 

[a ,  :I, respectively. 
A major criticism of the plausibility approach is that it violates the likelihood 

principle! It is not easy to resolve the distinction between the types of information 
provided by the likelihood, and plausibility functions. Barndorff-Nielsen ( 1976) 

remarks: 
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Figure 8.3.1 The (nonned) likelihood P , ( l )  and plausibility functions 170( 1 )  corres- 
ponding to the observation x = 1 of a binomial variate with trial number n = 1 or 3. 
(Reproduced from Barndorff-Nielsen, 1978, by permission of John Wiley & Sons Ltd.) 

As an indication of the root of the difference between likelihood inference 

and plausibility inference i t  may be said that the former relates to how well the 
hypotheses explain the data whereas the latter pertains to the predictability of the 

data on the various hypotheses. 

8.4 STRUCTURAL INFERENCE 

Yet another identifiable approach is known as structural inference. It is again an 
individual approach, due in this case to D. A. S. Fraser, who describes his new 
approach to inference in his book The Structure of Inference (Fraser, 1968b). 
The ideas embodied in this approach are developed at great length in the book, 
expanding on earlier indications of basic principle (Fraser, 1961, 1966, 1968a). 

See also Fraser (1988). 
The book is couched in a rigorous mathematical style that (after the intro- 

ductory chapter) makes relatively little concession to the needs for a simple 
explanation of basic principles and concepts. Also, there is hardly any discus- 
sion of the fundamental interpretative nature of the approach. In its short history, 
structural inference has stimulated a deal of critical comment, much of which 
is expressed in sophisticated mathematical argument. In view of the interest 
and the guarded praise of some commentators, it is undoubtedly important to 
consider at least a simple illustrated description of the basic philosophy of this 
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approach. However, we shall stop short of the detailed application (or extension) 

to progressively more complicated situations considered in Parts I1 and 111 of 

Fraser’s book. 

The structural approach is firmly rooted in the claxsicul tradition in many 

respects. It is concerned with statistical irzference defined as ‘the theory that 

describes and prescribes the argument from observation and measurement to 

conclusions about the unknowns’, and it  identifies its origins as lying ‘some- 

where between’ the Fisher and Neyman -Pearson schools of classicd statistics. 

Its basis is again in the construction and study of a statistical model repre- 

senting the fortuitous elements relating to repeated observations of a situation 

under assumed identical circumstances. There are, however, two crucial differ- 

ences of attitude as compared with the c.lcrs.sicu1 upprouch described in Chapter 5. 

These concern the formulution c$ the statistical model, und the manner in rt9hic.h 

inferences ure expressed about ‘unknown quantities’ (‘physical constants. rela- 

tionships’): broadly interpretable as what we have previously called parmieters. 

The Statistical Model 

A distinction is drawn at the outset between the ‘exterior’ nature of the usual clas- 

sical model, and the concern of the ‘measurement model’ (or its generalisation 

as a ‘structural model’) of the structural approach with the internul mechanism 

governing the observable behaviour of the situation under study. 

In the classical model, we typically observe some ‘response variable’ whose 

value, .T, as a reflection of an unknown quantity 8, is governed by a probability 

distribution pH(.r) on the sample space ./’. Fraser refers to this as a ‘black box’ 

approach, which ignores the fact that we often know (directly or indirectly) much 

more about the internal relationship of .Y and 6’ than is represented through such 

a model. He argues that situations commonly contain ident(fiab1e sources of 

variation, such as errors of measurement, variations in the quality of products, 

effects of randomisation in designed experiments, and so on. He calls these error 

variables, though in the wider applications of the method this term needs to be 
liberally interpreted. In many situations, they truly determine the probabilistic 

structure of the situation, their variational behaviour is well understood, and they 

constitute the natural basis for expressing a statistical model. 
These considerations provide the motivation for formulating the statistical 

model in a particular way. Instead of regarding the data .Y as being generated 

by the distribution pH(x),  a quantity e (the error wu-iable) is introduced that 

is expressed in terms of .r and 8,  and that is assumed to have a known distri- 

bution that does not depend on 6. This is essentially a pivotal quantity in the 

sense introduced in Section 8.1 and developed in more detail in its own right in 
Section 8.5. 

Thus, the model consists of two parts: a statement of the probubility distribution 

oj‘ the error \~ariable (independent of 8), and a statement of the relationship 

between the ohser\~ationcil clcitci .r (rrvhich are kriowri) uric1 the unknouw H ,  on the 
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one hand, and the unknown but realised Iialue, e, of the error variable, on the 

other. 

Statistical Inference 

The structural model tells us how s is related to 8 and e and also the probability 

mechanism under which e was generated. This relationship frequently expresses 

the observed response (the data x )  in terms of a simple kind of transformation 

of the error, e,  governed by the value of 6. The basis for statistical inference in 

the structural approach is essentially to re\’erse this relationship and to interpret 

8 as being obtained as an associated transformation of e by the operation of the 
known data .K. Thus, 0 is expressed in terms of s and e,  the probability mechanism 

by which e is obtained is assumed known (in principle), so that through this 

inverse relationship we have (to quote Fraser) ‘ipsofiicto a probability statement 
concerning 8’. 

Let us consider a simple example of the type discussed by Fraser involving 

what he calls a simple measurement model. 

Suppose we are interested in the value of some physical quantity 8, and have 

available an instrument that produces a measurement -4- of 8. Knowing something 

about the characteristics of the instrument, we may be able to declare that .Y differs 

from 6 by a measurement error e ,  which has a probability density function f ( e )  

(independent of 8) .  The proposed statistical model for this situation then consists 

of two parts, a structural equation expressing s in terms of 8 and Y and an 
error distribution f ( e ) .  In this model: 

x = 8 + e ,  f ( e ) ,  (8.4.1 ) 

s is known, 0 unknown and e has a knoMIn distribution. The general principle of 
structural inference then suggests that we reverse the structural equation. In the 

same way that .r is regarded as being obtained from e merely by a translation 

of the realised error e by an (unknown) amount 6, so 8 can be regarded as a 

translation of -e by the (known) amount x :  

O = x - e .  (8.4.2) 

The argument then proceeds by remarking that general inferences about 8 

derive directly from the right-hand side of (8.4.2)-that is, since there is a prob- 
ability distribution describing the variability of e,  and we have 

e = x - 6. 

then this same distribution applies to x - 0. As such i t  is called the structural 

distribution. 

This primitive example concerns a single measurement, and a simple trans- 

lation relationship. The model and principle are readily extended to multiple 
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measurements XI ,  x2, . . . , x,, with corresponding realised (but unknown) errors 

el ,  e2, . . . , e,. The structural equation relates the known values XI ,  x2, . . . , x, to 

the unknown values 0, el, . . . , e,,. With independent errors, the error distribu- 

tion has density n:=,f(e,). Sometimes, however, it  is convenient to work with 

a reduced model, which essentially takes the same form in relation to some 

summary measures of the data X I ,  . . . , x, and errors el ,  . . . , e,*.  Using condi- 

tional probability arguments, and exploiting the fact that the translation operation 

generates a location group, reduced measurement models are generated with 

the same structural form, and analogous inferential implications about 0. Then 
again, the extension to multi-parameter systems can also be developed. 

For example, a somewhat more detailed situation employing the measurement 

model is one in which the measurements x may be expressed as depending on 
measurement error e through two unknowns p,  a (location and scale parameters), 

in the form 

x = p +ae. 

If the error variable has a probability density function f ( e )  (independent of 
p and a) and we take independent observations XI,  . . . , x,, then the structural 

model is 

x, = p + ae, ( i  = 1,  . . . , n ) ,  n :=, f (e , ) .  

Fraser demonstrates (and justifies) the reduction of this model to the situation 

where the data are summarised by X and s z ,  the sample mean and unbiased 

variance estimate, respectively. To illustrate this, if Z and sz are the corresponding 

quantities for the (unknown) error terms e l ,  . . . , e,, then he shows that we have 

a valid reduced model in the case of standardised normul independent errors, 

which can be expressed as 

x = p + O Z  e = Z / J n  
s, = OS, I [ ,= J ( w , - l l ( n  - w, 

where 2 is N(0, 1 )  and W,-I is a x2 random variable with n - 1 degrees of 

freedom, independent of 2. The implications of this model for inferences about p 

and O ,  on the structural argument, are that (n  - 1 )s: /a2 has a x2 distribution with 

n - 1 degrees of freedom, and that Jn(T - p) /s ,  has (independently) Student’s 

f-distribution with n - 1 degrees of freedom. 
The apparent similarity of these results to those obtained in other approaches 

is worth commenting on. In classical statistics, the same distributional results 

hold but with quite different interpretation: the ‘random variables’ are X and s, 
and the distributions are their sampling distributions. On the current approach, it 

is p and o that have the accredited distributions. Similar formal results to those 

given by the structural argument were obtained on the Bayesian approach using 
the Jeffreys’ formulation for prior ignorance about p and a;  likewise, using a 

fidu cia 1 argument . 
But this type of structural model is also readily employed for different infer- 

ence purposes, such as the construction of tests of significance, without the need 
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for overt use of the structural distribution of 8. Fraser illustrates this with simple 

numerical examples, which echo the form of the classical tests in their regard for 
‘tail area probabilities’ as a criterion of accepting or rejecting an hypothesis. (In 

this respect, the structural approach seems at variance with Bayesian principles.) 

As so far described, the structural approach is severely limited in the types 

of situation to which it can be applied (with measurement errors subject to only 

location or scale transformation in their promotion of observed measurements). 

However, its scope is greatly extended in subsequent development. We can do 

no more than sketch this progress. The key to wider application is in the group 

transformation representation of the structural equation. This leads to a more 

general model, known as the structural model. 
Reconsidering the structural equation for the simple measurement model, 

shown in (8.4.1), we can rewrite this as 

x = 8e. 

where 0 is now regarded as a translation operator, transforming the realised 
error e to 0 + e to yield the observation x. As 8 varies over the real line these 

transformations constitute the location group on RI. The model is generalised 
by extending our consideration to any one-to-one group of transformations. G ,  
with typical element 8,  with the further property that if 8 ,  y = 8 2 ~  for uny y in 

the space operated on by G then 01 = 02. (Fraser calls this a unitap group, but 
this does not appear to be entirely standard terminology.) 

In this way, we obtain a structural model to describe a situation in which 

internal error exists with a component, the error variable E ,  which yields the 
potential response X by the operation of some transformation 0 E G, which is 

itself interpretable as a basic unknown quantity of interest in the situation being 
studied. It is assumed that the space of values taken by both E and X is common. 

./ ’  say, that E has a constant probability distribution over ,I’ (independent of 8 )  

and that this distribution is absolutely continuous. (This latter condition is obvi- 

ously convenient from the mathematical standpoint, but seems greatly restricting.) 
Such a model enables us to go well beyond the afJine group of transformations 

representing the simple shifts of location and scale described above, although it  

still implies a severe limitation on the range of problems that can be studied. 

Thus, the general structural model is expressed again by two components: the 

structural equation and the error distribution (represented by the error variable), 

X = BE; E .  (8.4.3) 

The method of making inferences about 8 in this general model may be 

summarised as follows. If the set of values into which any X is transformed 
by G is the whole space Y’ ,  then 8-’X has the same probability distribution as 

E:  the so-called structural distribution; if this set of values is merely a subspace 

.Y& c .Y’, then it  is necessary to condition the distribution on .lb. 
In the further development of his structural approach, Fraser ( 1968b) considers 

its application to linear models and to problems involving ‘additional quantities 
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. . . not in direct correspondence with the simple kind of transformation’, and 

extends the argument to situations in which the error variable is not immediately 

identifiable. The principles of conditionality and marginal likelihood play a role 

in this development. The use of likelihood for general inference (cf. Section 8.2), 
and concepts of precision and information, are advanced (cf. Section 8.6). 

In conclusion, we must attempt to summarise the advantages claimed for this 

approach, and the criticisms directed against it. 

Fraser claims essentially two principal advantages over the classical approach. 

First, that i t  sets the emphasis in model construction in the proper place: in consid- 

ering the infernal error structure rather than its external manifestation through 

the observed responses. Secondly, that it  yields a general principle of statistical 

inference producing ‘unique solutions . . . in terms of classical frequency-based 

probability’ without the need of ‘additional principles and techniques’ or specific 

assumptions about the ‘error form’. (For example, least squares as a principle 

relies on an assumed riornicil error structure for justification through the method 

of maximum likelihood. or the criterion of minimising the variance of linear 
unbiased estimates; see Section 5.3.3.) 

What response do these claims encounter? We have seen that the group repre- 
sentation of the structural model implies a restriction of the types of situa- 
tion that may be analysed. This causes dissatisfaction: what purports to be 

a gtviertil method of inference can be applied only in special circumstances. 
Lindley ( 1969) is 

. . . suspicious of any argument, . . ., that only works in some situations, for inference 

is surely a whole and the Poisson distribution [is] not basically different in character 

from . . . the normal. 

The reference to the Poisson distribution presumably concerns the restriction to 

co/zfimioiis distributions. 
A major problem is in the interpretation of the probability concept in the 

structural distribution of 8. Although there is little mention of the word probability 

in Fraser ( 1968b), he does claim there, and elsewhere (Fraser, 1971) that it is 

the central concept and in the classical frequency-based tradition. In spite of this 
claim the transference of a probability distribution to 8 in the manner described 

surely needs some interpretation and justification. The fact that Fraser offers no 
detailed explanation is a wide source of dissatisfaction among commentators. 

I t  is tempting to re-interpret or re-express the structural argument in terms of 

alternative concepts and principles. The idea of invariance is crucial; the central 

consideration of the pirwfal quuntih W ’ X  (with a constant distribution, used 

to transfer probability from E to 0) is strongly reminiscent of Fisher’s fiducial 

approach. Fraser ( 196 I ) had earlier expressed interest in ‘the fiducial method and 
invariance’ and this adds further stimulus to such an attribution. Stone (1969) 

talks of ‘making transplants on . , . the nearly expired corpus of fiducial theory’, 
whilst Lindley (1969) sees ’Fraser’s argument [as] an improvement upon and an 

extension of Fisher’s in the special case where the group structure is present‘. 
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Yet Fraser himself suggests no such association; on the contrary he seems quite 

clearly to reject the fiducial approach (Fraser, 1968b. p. 42). 
As is to be expected, we also encounter a deal of re-interpretation in terms of 

the principles of Bayesian inference, and a corresponding evaluation from this 

standpoint. After all, the Bayesian method is specifically concerned with making 

probability statements about 8, and it is natural to seek parallels (or contrasts) 

between the effects of the two approaches in this respect. Fraser himself seems 

to support no general correspondence in principle between the Bayesian and 

structural arguments. 

Essential reading on the debate surrounding structural inference is the reply 

by Fraser (1971) to the review of his book by Lindley (1969), and the ensuing 

discussion. It  seemed that controversy would inevitably continue to centre on 

the interpretation of the structural distribution, although the literature of recent 

years has become rather silent on this theme. (Fraser, 1996, draws some contrasts 

between fiducial, pivotal and structural inference in the context of the rebriew 
of pivotal models by Barnard, 1995. Morgenthaler and Nicolaou, 1997, refer 

to structural inference in their fiducial perspective on composite transformation 
models.) 

Professor Fraser has written a book that, despite the obscurity of its restrictions, 

will stimulate interesting research. I hope, however, that it will not inspire any 

slavish, routine application; this is jungle territory and there will be snakes in  the 

grass for a long time. 

(Stone, 1969) 

One thing is certain: this is not a trivial contribution to our understanding of the 
inference process. 

(Lindley. 1969) 

8.5 PIVOTAL INFERENCE 

Another interesting individual initiative in the development of general approaches 

to inference is that of G .  A. Barnard and entitled pivotal inference. In contrast 

to the full textual development of structural inference by Fraser (1968b). there 

would seem to be rather sparce published coverage of the general principles. 

or resulting methodology, of this approach. We can extract the basic ideas from 

fairly brief comment in early published articles (e.g. Barnard, 1980) or from more 

discussive informal reports and preprints. A recent review by Barnard (1995) 

examines pivotal models and the fiducial argument. See also Barnard (1985). 

Whilst admitting the importance of various different approaches to inference. 
each relevant in appropriate circumstances, Barnard presents a more general 

pivotal model for a range of inference problems. By appropriate specification 

of the components of the model, he claims that i t  is possible to incorporate 

any available prior information about some or all of the parameters, or with 
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equal facility to avoid the need to include prior information if none is avail- 

able. This does not seem to overcome the basic controversy about whether or 

not it is appropriate to make probabilistic statements concerning parameters. But 

it  is undoubtedly attractive to be able to examine within a single system (and 

without conventional assumptions concerning the representation of prior igno- 

rance) the implications of incorporating, or excluding, prior information about 

parameters. The approach is also particularly concerned with the problems of 

handling nuisance parameters. 

The central concept is one that has already been encountered in fiducial infer- 

ence and structural inference; namely, that of a pivotal quantity, or a pivotal. 

This is a function p(x ,  8) of the observations x and the parameters 8, whose 

distribution is independent of 8. 

The basic form of pivotal inference consists essentially of a statement of the 

distribution of some appropriately chosen pivotal (possibly conditional on the 

observed values of some statistics) together with a statement of the observed values 

of the conditioning statistics. 

A critical consideration is what constitutes an ‘appropriate’ pivotal, and we 

must give some attention to this matter. 

The general pivotal model has five components {d’ ,  52, P ,  p ,  D ] ,  where . I ’  

and R are the sample space and parameter space, respectively. P is the pivotal 

space on which the basic pivotal function p: .I’ x R + P takes values and D 

is a family of distributions for the pivotal function. The statement of a model 

for a particular situation amounts to declaring the nature of D, often as a set of 

fully specified distributions that are (in some sense) not too different one from 

another, rather than as just a single distribution. This flexibility aids the use of 

the approach in robustness studies. 

The basic pivotal is required to satisfy certain fundamental conditions (invert- 
ibility, and ‘robustness’ with respect to the distributions in D) .  With appropriate 

restrictions on the form of the family of distributions, D, it turns out that for any 

pivotal p(x ,  8) we can define a (robust) maximal ancillary a(x)  = g [ p ( x ,  691, 
which is unique up to functional equivalence. The ancillary a(x)  is maximal in 

the sense that any function of p(x ,  6 )  that is constant over the parameter space 

(the basic requirement of an ancillary) must be a function of a(x) .  We note in 
passing that a ( x )  is itself a pivotal-of a special kind in the respect that it does 

not functionally involve 0.  

We now proceed by appropriate transformations to partition the basic 

pivotal p(x ,  6 )  into two components a(x)  and q(x,  O ) ,  say, and adopt the pair 

[a(x), q(x,  0 ) ]  as the basic pivotal in place of p(x,  Q). We must, of course, 

correspondingly transform the family D of distributions for p ,  to one for (a ,  4 ) .  

Pivotal inference consists of observing data x and emploving the distribution 

of q(x ,  6 )  conditional on the observed value of a (x ) .  

We have so far implicitly assumed that the only available information consists 

of sample data x. 
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Suppose, however, that we have some prior information about 8 or some 
component of 8, in the form of a prior distribution. Since the distribution of 8 

(or its component) is fully specified we can introduce 8 [or some convenient 
function, b(6)l as an element in the basic pivotal, and include its distributional 

behaviour in the specification of D. 
Thus, in its most general form the pivotal model consists of a pivotal with 

three components 

where a(x) is the (robust) maximal ancillary (constant on Q), b(x) is the Bayesiarz 

pivotal (again maximal, and constant on .A ’ )  and q(x, 8) varies over both 52 and 
.A-. Inferences take the form of statements of the joint distribution of (4, b)  

conditional on a. This approach is used by Swartz et al. (1995) for inference for 
quantiles. 

Let us consider a simple example. Suppose the data consist of a random sample 
XI, x2, . . . x n  of n observations of a random variable X having a distribution with 
location and scale parameters p and 0, respectively, and with distribution function 

of the form F [ ( x  - p)/a] .  We can take 

and 

where X and s: are the sample mean and variance, respectively, and a,(x)  = 

(xi - X)/s , .  The primary inference consists of stating, for any member of D, the 
joint distribution of (E - p)/a and sx/a (conditional on the observed value of 
a(x)) and the values of X and sx. If we had available a prior distribution for 0, we 
would augment p(x ,  0) by a Bayesian pivotal component, 0, and reduce q(x. 8) to 
one element, X - p .  The primary inference would now consist, for any member 
of D, of a statement of the joint distribution of (E - p )  and 0, conditional on 
observed values of XI - X, . . . , x,-1 - X, and of the value of X. If we can go 
further, in the respect of having available a proper joint prior distribution for 
(p ,  a), then the maximal ancillary is just the whole data set and the pivotal 
inference becomes a statement of the usual Bayesian posterior distribution. 

There is undoubtedly an attraction in the synthesis of sample space and param- 
eter space considerations provided by this approach, but also many questions to 
answer. It is clear that many of the basic criticisms apply also to the pivotal 

approach. In particular, the approach seems not to conform to the strong likeli- 
hood principle. But perhaps the most fundamental issue concerns the probabilistic 
interpretation of any inference. Probability statements relate to the pivotal quan- 

tity that involves not only the data x but also the parameter 6 ;  indeed, it might just 
involve 6 alone. Again, it seems crucial to ask what mechanism allows trans- 
ference of the probability concept from sample space to parameter space and 
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what interpretation can legitimately be placed on any probabilistically expressed 

inferences . 

8.6 INFORMATION 

The word ‘information’ figured in the earliest pages of this book, as a general 

description of the raw material to be processed in an inferential or decision- 

making enquiry. I t  was subsequently given more specific form in this respect, as 
a label for the three components: prior kno\rMge, sctrnpfe data and consequential 

c w s t s .  No formal meaning was attached to the term ‘information’, its significance 

was global and intuitive. On the other hand, there certainly have been attempts 

made to develop a more formal technical definition of the information concept. 
One example has already been mentioned (Section 5.3.2). Fisher, as early as 

1925, introduced such a definition based on the idea of measuring the impor- 

tance of sample data, or some statistic, in terms of the likelihood function. This 

definition has been widely applied in classical statistics, particularly in relation 

to the theory of estimation. But this is not the only technical form that has been 

advanced to describe the concept of information. 
I t  seems most apt that we should return to this topic, and discuss briefly some 

of the efforts that have been made to set up useful mathematical expressions 
to represent this appealing idea of the ‘information’ obtained in a statistical 

enquiry. 
We start with Fisher’s concept of the information contained in a set of data, 

briefly introduced in Section 5.3.2. Consider the familiar parametric model where 

data A arise from a probability distribution p 0 ( x )  over the sample space . I  ’, where 

the parameter 8 takes some value in the parameter space Q. The import of s for 

drawing inferences about H is represented by po(.r) ,  thought of as a function of 

8 for fixed .t- and called the 1ikelihooclJii~zc.tion. As we have seen, Fisher defined 
the information in the sample (that is, in the data .U) as the quantity 

(8.6.1 ) 

I f  a(.[-) is some statistic, with sampling distribution g r , ( 6 ) ,  then analogously the 

information in the statistic, 6, is defined as 

(8.6.2) 

Several properties of these functions support their definition as measures of 

‘information’ about 8 in the terms of classical statistics. We should expect that 

there can be no more ‘information’ in the statistic than there is in the total data 

x. We readily confirm that 

[;(W 5 

with equality (as we should hope) only if 0 is sicflcierit for H .  
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Then again, we should intuitively expect the ‘information’ 

0 to be non-negative, 
0 

0 

to provide a means of assessing the ‘accuracy’ of inferences about 0 and 

to increase with the ‘extent’ of the data. 

These demands are indeed met by Z,(0) under appropriate conditions, and in 
particular respects. I t  (0) is certainly non-negative. Under the regularit? coizdi- 

tions, the Cram&--Rao lower bound to the variance of unbiased estimators of 0 is 

[Zr(0)]-’. In this respect, the irformation I , ( @  reflects the accuracy of the best 

possible estimator (the MVB estimator) that could be obtained. In  any situation 
where the MVB estimator does not exist, I ,  (0) is less compelling as a measure of 

accuracy, although some comfort is derived from the fact that the maximum like- 

lihood estimator is fully efficient (asymptotically) and also has variance [/, (0)I-l. 

Finally, if data x are augmented with further data y, then 

What of the role of /, (0) outside the clus.sica1 approach? In its intrinsic basis in 
sample space considerations, it  cannot appeal as a general principle to adherents 
of the Bayesian approach. This is not to say that i t  does not appear in the Bayesian 

literature. It is, for example, used in a particular method of constructing prior 

distributions to describe prior ignorance. (As we saw in Section 6.5.1 .) 

Other mathematical forms for the information concept have been suggested. 

and applied to statistical problems. The most well known finds its formal origins 

in attempts to measure disorder in statistical mechanics and thermodynamics. 
The indigenous concepts of entropy and information have been applied to 

problems of communications, leading to communication theory as a system 
for representing and analysing the transmission of information in the presence 

of random disturbances. See Berger (1983) for a detailed overview. Within this 

theory, information is given a logarithmic definition in terms of the prevailing 

probability structure. A simple treatment of the mathematical foundations of this 
topic is given by Khinchin (1957). 

The independent pioneering efforts of Shannon ( 1948) and Wiener ( 1948) 

sparked off an energetic interest and activity. Kullback (1959) attributes to the 

remark by Wiener (1948), the idea that the logarithmic measure of information 

might usefully replace Fisher’s concept in statistical investigations, transferring 

the logarithmic information concept from a purely prohnhilistic (model represen- 

tation) function to a truly statistical (inference) one. 
Central to such approaches is the notion of entropy (see Harris, 1982), which, 

for a random variable X with a model Po(.r) is defined as 

H ( x )  = -E[log fo ( . r ) ] .  

For a discrete distribution in which P, = P ( X  = s,) for i = 1 ,  2. . . . , k ,  we 

have 
t1 

H ( X )  = - CP; IogP;. 
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Jaynes (1957) introduced the maximum entropy (ME) principle of inference 

(effectively generalising the principle of insufficient reason - see Section 3.2) 
under which incomplete information about probability models is represented by 

a set of ‘information constraints’. 

Much work has gone into developing this idea (see, for example, Savage, 1954) 

and using it for constructing statistical procedures (though not without criticism). 

A lengthy detailed discussion of ‘measures of logarithmic information and their 

application to the testing of statistical hypothesis’ is given by Kullback (1959). 

The basic ideas in Kullback’s treatment are easily summarised, but space does 

not permit any discussion of his extensive consideration of the properties of the 

information concept or their application to a large range of different problems. 
In our current notation, if 81 and 62 are two possible values of the parameter 8, 
then the information in data x for discrimination between 81 and 62 is given by 

the logcirithm (to some base exceeding unity) of the likelihood ratio: 

On the assumption that our data arise from the distribution with 8 = 81, the 

mean information provided by such data in favour of 81 against 02 is given by 

the expected value of (8.6.3) 

(8.6.4) 

If we were to have prior probabilities n(8l) and ~ ( 8 2 )  for 8 E (81, 02) = Q, 

then (8.6.4) can be rewritten as 

and may be interpreted as the difference between what are called the posterior, 

and prior, mean log-odds in favour of 81 against 82. (See Good, 1965, and 

Edwards, 1972; 1992.) 

Kullback considers the extent to which this idea of information satisfies intu- 
itively desirable conditions. He demonstrates its additivity for independent sets 

of data (true also of Fisher’s concept), its convexity and certain invariance prop- 

erties, and establishes a tie-up with the earlier Fisher concept. He considers 

also the effects of the existence of sufficient statistics (in the face of which no 

processing of data can lead to more information; sufficient statistics contain all 

the information present in the data). 

Jeffreys (196 I )  considered such a measure of information as a basis for justi- 
fying the choice of prior distributions expressing ignorance about 8. 

Good (1966) presented a fully axiomatic justification of the logarithmic 

form of information, and considered (earlier) associated ideas of corroboration 

and weight of evidence. Related concepts of support, and support tests, are 

described by Edwards (1972; 1992), see Section 8.2. 
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Lindley, (1956) (summarised in Lindley, 1971 b) describes an extended 
Bayesian application of the logarithmic form of information. Motivated by the 
communications theory concept of information, due to Shannon, the quantity 

(8.6.5) 

is proposed to measure the difference in the information about 8 that we possess 
before and after obtaining the data x.  Apart from a change of sign reflecting 
the different objectives in the statistical and communications theory applications, 
(8.6.5) is just the difference in the Shannon measures of information for the 

posterior and prior distributions of 8. 
Further averaging over .N’ with respect to possible variations in the data x leads 

to the expected (increase in) information from collecting data in the prevailing 
situation. This can be shown to have the symmetric form 

(8.6.6) 

where p(x ,  8) is the joint probability (density) of x and 8, and p ( x )  the marginal 
probability (density) of x. (8.6.6) provides a measure of the import of the experi- 

ment we are performing to obtain our data. As such, i t  is used as the basis for 

constructing a Bayesian approach to the design of experiments. 

This concept of information has also been employed in the Bayesian approach 
with reference to the idea of ‘equivalent sample size’ in conjugate prior distri- 
butions. (See Section 6.6.1 .) 

Soofi (1994) presents a wide-ranging review of efforts to quantify information 
in statistical problems. He contrasts and inter-relates the basic ideas of Lindley, 

Kullbach, Shannon and Jaynes (who proposed a maximum entropy information 
concept: see Jaynes, 1957), but does not consider the Fishes approach. The discus- 
sion also covers the notion of information in chaotic systems (see Section 3.6.1). 

The maximum entropy concept also features in Bayesian inference-see, for 
example Grandy and Schick (1991). 

Salicru et al. (1994) also discuss the fundamental aspects of information theory 
with emphasis on multi-variate statistical problems. 

8.7 CAUSAL INFERENCE 

This is not really a new approach to inference, but refers to an extended role for 
inference to play. The idea of association is central to inference methodology, 
e.g. in correlation or regression studies. But whilst we may show that a random 
variable X may have close links to another variable X ,  in the sense that E( Y IX = 
x )  = (Y + px (simple linear regression) we do not necessarily imply that changes 

in what is represented by X (e.g. flow rates of commercial vehicles on motorways) 
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is what causes changes in levels of Y (e.g. numbers of road accidents to young 

children). 

However, it is clearly of interest to know if any causal link exists between 

X and Y .  This facility is not available in standard methodology for statistical 

inference on any approach (be it classical or Bayesian). Extension of aim and 

principle to examine the prospect of causality has interested many over the years. 

It is hardly surprising that this interest in demonstrating causality is partic- 

ularly marked in medical problems, and in medical statistics. Schaffner ( 1993) 

examines in Bayesian terms the extent to which clinical trials provide support for 
attributing ‘causal efficacy’ to treatments and drugs. The notion of Causal Prob- 

ability Networks (CPNs) have been proposed for the development of medical 

expert systems; Andreassen et al. (1991) investigate how effective are methods 

based on CPNs in terms of interpretability and computational facility (using 

advances in Bayesian inference for networks). 
The general problem of causal inference (in distinction from ‘associative infer- 

ence’) has been considered by many. In a fundamental discussion of statistical 
aspects of causality, Cox (1992) sketches the historical perspective of interest in 

this problem, before outlining and evaluating some current views. He considers, 

in particular, the notions that causality is statistical association that cannot be 

‘explained away’ by the confounding of variables, or that the distinction is 

intrinsic to ideas in the design of experiments. 

Stone (1993) also re-examines some basic assumptions (such as the prerequisite 
need for randomised experiments and for lack of confounding if causal inferences 

are to be drawn) and shows that they are not necessarily adequate or sufficient. 

Both Cox and Stone stress the importance of appropriate modelling of under- 
lying processes if causal inferences are to be justified, but fundamental philo- 

sophical issues remain to be solved. See also Dempster (1990), Papineau (1994), 

Shafer (1995) and Arjas and Eerola (1993). 
Hinkelmann and Kemptharne (1994, Section 1.6) present a down-to-earth 

discussion of causality: from its pre-Socratic origins, through basic illustrations 

(‘radiation causes cancer’) to fundamental definitive issues that might help to 
distinguish association from causation, e.g. ‘a relationship, etc. such that one has 

the efficacy to produce or alter the other’ or ‘a relationship, etc. such that without 
one, the other could not occur’. 

8.8 PREQUENTIAL INFERENCE 

Dawid ( 1984) discusses the theme ‘statistical theory, the prequential approach’, 

claiming that one of the major purposes of statistics is to make forecasts. Such 

forecasts, i t  is argued, must be expressed in probabilistic terms, as probability 

distributions over the set of possible future events. Furthermore, forecasting needs 

to be seen as a sequential task-we forecast for tomorrow-?then for the next 

day, etc.-building up experience as we proceed. Such a process of sequential 
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probabilistic prediction or forecasting is termed prequential forecasting. It 
operates by projecting any statistical model into a prequential fwecasting 
system (PFS), e.g. in a simple version by replacing parameters in  predictive 
distributions by latest estimates in the ‘prequential process’. 

Traditional concepts of parametric inference, such as likelihood and efficiency, 
are given prequential equivalents that, it is claimed, are of ‘greater generality’. 

The essential aim is that of prediction : in the form of probability forecasting 

(see Dawid, 1986) as exemplified by modern approaches to weather forecasts, 
which might provide assessments of the ‘probability of rain’ tomorrow. 

Essentially, the prequential process is concerned with a sequence of uncer- 
tain quantities X I ,  X 2 ,  . . . . Having observed XI ,  x2, . . . , x,, the aim is to derive 
a ‘probability forecast distribution’ for X,?+ 1 ,  within a probability forecasting 

system (PFS) that embodies a rule for assigning a distribution P,i+I for each n 
and any possible set of outcomes X I ,  x2, . . . , x,, of X I ,  X 2 ,  . . . , X , i .  

Dawid (1984) develops this argument in some detail and discusses examples 
to illustrate its use and potential. 

This is, on the one hand, not really a new approach to statistics; it  ranges over 
indigenous concepts of many approaches and is addressed to a specific function: 
prediction. 

On the other hand, it claims a broader reunit than the earlier described 
specific techniques (classical or Bayesian) of predicting future observations (see 
Sections 5.7.2 and 6.4) in its declaration that one of the major purposes of 

statistics is to predict the future rather than infer characteristics of what has 
already happened. Its greater generality can also be found in the way in which it 

deals with central concepts such as consistency, efficiency, likelihood, and so on. 
Unfortunately, the seeds of this approach sown in Dawid (1984) do not seem 

to have been widely dispersed or to have germinated particularly vigorously. An 
interesting follow-up, however, is to be found in Dawid (1991), a centennial 
celebratory paper for R.A. Fisher, which provides a detailed review of Fisher’s 
contributions but extends its theme to broader classical and Bayesian issues and 
develops further the prequential argument. 

The prequential principle, which declares that any assessment of the adequacy 
of any PFS should be based only on the sequence P I ,  P z ,  . . . of forecasts that 

are actually made, is compared with the likelihood principle and claimed to be 
of wider applicability in that it can be used to assess the adequacy of a model. 

It is argued that an inferential model that satisfies one or other of these two 

principles will typically possess an asymptotic sampling theory justification. See 
also Dawid ( 1  985) and Dawid (1997). 

8.9 INDETERMINISM AND THE ‘MATHEMATICS OF 

PHILOSOPHY’ 

In the study of any situation involving uncertainty (or non-deterministic elements) 
the aim will be to delimit, measure and employ any relevant material (be it 
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diameters of rivet heads, or opinions on the suitability of different medical treat- 

ments) to provide a clearer insight, or facilitate some choice of action. It is natural, 
by the very nature of this process, that we should consider whether everyday intu- 
itive concepts of content, benefit or ameliorisation might be usefully represented 

in mathematical form to this end. Of course, we would like to measure ‘weight 
of evidence’, ‘amount, or relevance, of information’, and so on. This desire is 
undoubtedly the stimulus for using such terms as likelihood and admissibility in 

formal inference or decision-making procedures. 

We have already encountered many other examples of the use of mathematical 
constructs designed, and labelled, to represent concepts and principles with an 
obvious appeal in terms of everyday meaning. A notable example is information, 

discussed in the previous section; others are consistency, power, bias, suflciency, 

coherence, dominance, risk, evidence, utility, support, and so on. These have 
occurred usually as internal components of some formal approach to statistics 
or probability theory. But they also figure on occasions as the external stimulus 
for some basic system-Birnbaum’s approach to inference, for example, starts 

with the concept of evidence as the basic stimulus; i t  is formalised, desirable 
features are expressed mathematically and a system of inference is developed 

that embraces the likelihood principle. (See Section 8.2.) 
Obvious precautions must be taken in transferring the desire to represent some 

natural and reasonable property, into the use of a mathematical expression (or 
logical system) labelled in the same way. Mere labelling achieves nothing unless 
the mathematical expression can be shown independently to possess properties 
that seem appropriate or desirable. This point has already been made above in 

relation to admissibility and likelihood. (Edwards, 1994, discusses the difficulties 
that arise from the proximity of the lay interpretations of the words ‘likelihood’ 

and ‘probability’). 
To emphasise the point, suppose I choose to define a formal measure of 

stupidity for a generalised statistical procedure, and to then effect a choice of 

procedure on the principle of minimum stupidity. It sounds appealing, but 

achieves nothing if my concept of stupidity is stupid. But due caution does not 
justify nihilism. Few press this issue to the extent of Bross (1971~)  in his attack 
on ‘quibbling’ in the naming of concepts or principles, and in his concern for 

the possible deception in the use of ‘highly specialised languages’ employing 
everyday words endowed with an extended formal meaning. 

Undoubtedly, the past and current fever of interest in what Good (1 97 la) calls 
the ‘mathematics of philosophy’ will remain with us. In its application to non- 

deterministic situations it is very much part of the statistical scene, and deserves 

our attention. Existing statistical practice and mores owe much to philosophical 
argument; new ideas will develop with a corresponding indebtedness. It is unbe- 
lievable that any single attitude to inference and decision-making will ever be 

demonstrated to be the correct one, or ever find universal acceptance. But, in 
exploring rival claims, a proper mixture of philosophical argument and practical 

application will continue to provide an appropriate yardstick. 
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The ‘mathematics of philosophy’, even in relation to statistical problems, is 

a vast area of study, largely untouched in the pages of this book. Merely to 
sketch its development, range and structural form would be an enormous task. 
I.J. Good has made a major contribution to this topic. His extensions of subjective 

probability arguments and Bayesian inference deserve attention. See, for example, 
Good (1950, 1965). At a more fundamental level are his many contributions to 
‘the application of mathematics in the philosophy of science’, which are well 
illustrated by Good ( 197 1 a) on ‘The probabilistic explication of information, 
evidence, surprise, causality, explanation and utility’, with its intriguing appendix 
entitled ‘27 priggish principles of rationality’, 

The 200 pages or so of highly formal, symbolic, meta-linguistic development in 
the second half of Kyburg (1974) illustrates the lengths to which some authors feel 
that they must go to discuss in a ‘rich enough’ language the logical foundations 
of inference. See also Hacking (1965, 1990) and Royal1 (1997). 

It is inevitable that there should be interest in the ‘mathematics of philos- 
ophy’, whether addressed to an understanding of indeterministic or deterministic 
systems. Mathematics is at the heart of any effort to express logical structure and 
is crucial to any attempts to understand or represent the world we live in, in all its 
manifestations. Whether we are concerned with probability, statistics, chaos or 
logical deduction, the philosophical basis of mathematics provides a fascinating 

area of study, for the mathematician, statistician and philosopher, alike. 
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CHAPTER 9 

Perspective 

It seems appropriate in these concluding pages to attempt briefly to place in 
perspective what we have seen of the range and variety of attitudes to statistical 
enquiry: the controversial and constructive arguments they generate and their 
implications for the practical studies of situations involving uncertainty. We can 
do this by posing the following question: Whatpurpose is served by a comparative 

discussion of alternative approaches to inference and decision-making ? 

Our response needs to distinguish between different levels of interest and 
activity. 

(i) Basic Principles. In essence, the aim of all approaches is common; to 

harness what we know about some situation involving elements of uncertainty. 
But having admitted this as a common aim it  is apparent that there is wide scope 
in a choice of appropriate means of pursuing it. 

In the first place, we have seen how attitudes may differ, from one situation to 
another or one individual to another, on what constitutes legitimate raw material 
in a statistical enquiry -sample data, prior information, consequential gains and 
losses all make a claim for consideration. Then again, we need to declare the 
function of the enquiry - inferential or decision-making. Finally, some attitude 
must be adopted to what is an appropriate means of representing uncertainty-the 
philosophical and interpretative nature of the probability concept. 

Philosophical and practical arguments constrain our choice. In the pursuit of 
‘objectivity’ we may reject certain types of ‘raw material’ (prior information, 
or consequential costs), and reject all but the frequency view of probability. On 
grounds of the ‘intangibility’ of the raw material in certain circumstances, we may 
rule out the decision-making function of a statistical enquiry, since this cannot 
constitute a ‘universally viable’ aim. At the opposite extreme, philosophical views 
on what constitutes an appropriate model for ‘rational behaviour’ in the face of 
uncertainty may compel the decision-making function: render ‘inevitable’ the 
use of prior information and consequential costs and utilities within a subjective 
expression of probabilities. 

We have seen how the different approaches have developed in response to 
such considerations. Much has been achieved if we can now understand how the 
different approaches have been thus constrained, particularly if we can appreciate 
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the arbitrary (and personal) nature of the different stimuli. This should surely 
place us in a better position to stand aside, consider the different views on 
their merits, and follow the general prescription offered by Plackett (Section 1.6) 
of ‘patiently’ exploring ‘differences of opinion’ in the spirit that whatever our 

‘assumptions’ we might 

. . . reach essentially the same conclusions on given evidence, if possible. 

(ii) Methodology. Alternative basic principles must lead to the development 
of different internal concepts. How we choose to represent formally (or mathe- 
matically) the import of the raw material, how we express the practical aims, and 
what criteria we use to assess the extent to which we achieve these aims, will 
all be correspondingly affected. This aspect has been considered in some detail. 

We have traced the internal machinery of the different approaches, and have 
compared the approaches at this level. Implied distinctions between inference 
and decision-making techniques, and between the assessment of initial, and final, 
precision, have been explored. Methods of estimation, hypothesis testing, and the 
construction of rules for action have been developed. Assessment of the perfor- 
mance of such methods has been discussed in terms of criteria prescribed in 
the different approaches. The extent to which such concepts as likelihood, suffi- 

ciency, admissibility, bias (and so on) have universal (or merely local) relevance 
has been considered. This has been shown to depend on (or to constrain) the 

way in which we interpret the basic idea of probability, and how we view the 
function of a statistical investigation. 

An understanding of such basic distinctions is also important in the day-to- 

day application of statistical methods. In applying a particular technique in a 
practical problem, it is vital to understand the philosophical and conceptional 
attitudes from which it derives if we are to be able to interpret (and appreciate 

the limitations of) any conclusions we draw. In reverse, if the practical problem 
presents us with certain types of raw material, or seems to demand a particular 
emphasis in the expression of probabilities or in the function of the conclusions 
we wish to draw, we should be in a better position to choose an appropriate 

methodological framework within which to act. 

(iii) Statistical Practice. When all is said and done, we must not lose sight 

of the fact that the ultimate (and sole) aim of statistics is to provide the means 
for drawing valid conclusions in the practical problems of the world in which 

we live. As the discussion in the earlier chapters has emphasised, any amount 
of philosophical argument, or mathematical ingenuity, is of little value (qua 

statistics) if it  does not serve this end. 

The treatment of statistics in books and professional journals covers a 
wide range of emphases; from a preoccupation with complex mathematical 
development remote from practical application, to extensive data-based study 
of real-life problems but with over-simplified or inadequately developed 
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models and methods. This reflects a real dilemma in professional statistical 

practice- the conflicts between the genuine virtues of obtaining a detailed 

formal understanding of fundamental concepts and principles, of developing 

an armoury of explicit results for potential use, and of honing the skills of 

representing the vast complexity of factors and interrelationships in real-life 

problems. Such distinctions place multiple demands on the statistician who 

needs to become proficient both in the highly sophisticated armoury of statistical 

concepts, principles and methods and, at the same time, knowledgeable (or at 

least conversant) in a variety of applied disciplines. Is it reasonable to expect the 

statistician to be philosopher, logician, mathematician, calculator, agriculturalist, 

manager and zoologist? 

There are encouraging signs that this multi-faceted role is being recognised and 

encouraged, from the opportunities for statisticians to become formally ‘certifi- 

cated’ or ‘chartered’ in their craft, to demands from journal editors that formal 

developments should clearly demonstrate real-life practical stimulus or that anal- 

yses of practical problems should be firmly based on sound and transferable 

methodology. 

Various attempts have been made to describe the role of the statistician. See, 

for example, Barnett (1976). One solution to the ubiquitous demands on the 
statistician is to encourage multidisciplinary team-work-a principle becoming 

more and more commonly adopted in financial, industrial, environmental, legal, 
medical and agricultural applications. See Healy (1973). Wider use of this 

principle is discussed by Sprent (1 970) in relation to ‘statistical consultancy’. 

See also Barnett (1987, 1993a) on this theme. Individual needs of particular 
disciplines have also been considered; for example, by Rosenbaum ( 197 1 ) 

(social sciences), Benjamin (197 1) (management), Skellam (1964) (biology), 
Moser (1973), (government/politics), Barnett ( 1  993b, 1997) (the environment) 

and Barnett (1992) (industry and the social sector). Other attitudes to the role of 

the statistician are advanced by Welch (1970) (a vocational or a cultural study?’), 

Kendall (1968) (the ‘future of Statistics’), Bartholomew (1973) (‘need for . . . 
exchange of experience’) and contributors to Watts (1968). 

The wide-ranging nature of statistics is well illustrated in the informative Pres- 

idential Address to the Royal Statistical Society by Bartholomew ( 1995). Under 

the theme ‘What is Statistics?’ this presents a deliberately broad view of the 

subject in contrast to the highly specific nature of the ‘favourite dozen develop- 

ments’ of the century described by Efron (1995) (See below for more details.) 

Bartholomew (1995) identifies four types of statistics. Type I concerns the 

collection and presentation of numerical data (descriptive statistics). Type I1 
statistics formalises the inference role in the context of random sampling and 

probability models, whilst Type I11 moves us from static populations to dynamic 

stochastic systems-often large and complex to cope with correspondingly large 

and complex data sets. The final type (Type IV) transfers us to ‘an altogether 

larger stage’ of applications in ‘politics, management, the law, philosophy and 
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the sciences’, etc. This Address provides an interesting overview of the ubiquity 

of statistics. 
The historical review of nineteenth century statistical thinking by Porter (1986) 

is also germane to the development of the present universal role of statistics and 

statisticians, although the present century has seen ever-widening impact into the 
many imperatives of the present day -including commerce, the environment, 
literature, medicine, even politics and government. 

The ever-increasing power and sophistication of computers continues to influ- 
ence statistical analyses and methods: confirming what Yates ( 1966) described 
as the ‘second revolution in statistics’. Statistical packages and software systems 
allow speedy and efficient analysis of substantial data sets by the statistician 

and non-statistician practitioner, and if judiciously used open up the panoply of 
modern statistical methodology for immediate application. We need no longer 
shy away from large-scale problems and data-intensive procedures. 

But the effects are even wider; the ready access to great computing power has 
influenced the very principles and methodology of statistics per se, by opening 

up prospects not previously entertained. We should explore, at least briefly, 
some of the major shifts of emphasis and procedure being brought about by this 

‘second revolution’. They do not in themselves represent major new approaches to 
inference or decision-making- they operate within the distinctions of approach 
described in the earlier pages of this book-but they challenge us to look at 

data and at statistical analyses in new ways. Some are regarded by Efron (1995) 
in his review of the ‘statistical century’ as among the ‘dozen post-war develop- 

ments that have had a major effect on the practice of statistics’. Gibbs sampling 

(and Marbov chnin Monte Carlo methods; see Section 6.6) are on Efron’s list 
and certainly reflect this theme of new avenues opened up by computing power; 

emperical B a y s  ’ methods likewise in both respects (see Section 6.7.1). 
The first of these new avenues, however, was probably the wide-spread devel- 

opment of extensive descriptive statistical methods, which became known collec- 

tively as exploratory data analysis (EDA). The basic ideas can be found in 
Tukey (1962. 1977). The distinguishing feature is the playing down (irrelevance 
even) of the modelling or inferential aspects of statistics, and prime concern 

to express economically and usefully the descriptive features of large sets of 

data (often drawn from areas of application new to statistical analysis). The 
aim is to let the data speak for themselves by succinct and visually informa- 

tive data summarisation or representation (interesting lay examples are Tufte, 
1983, 1990 and 1997); the techniques have a largely ad hoc, intuitive, basis. 

With increasing confidence and expertise in large-scale data handling it seems 

reasonable to believe that useful intuitive insights into the data structure might be 
obtained and that these can subsequently feed through to more informed model 
choice and methodological development. In this process the basic comparative 

aspects of statistical theory will be seen to be equally, if not even more, important 
than they are in the more traditional areas of statistical practice. EDA is used in 

its own right, but more often as a feed process in the respect just described. It has 
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assisted in many areas where modern expression of methods has taken advan- 

tage of the computing advances. We see this across the range of methods of 

multivariate analysis-in classification, cluster analysis, discrimination, multi- 

dimensional scaling, etc.-see, for example Barnett ( 1  98 1 )  and Gnanadesikan 

(1977). A direct example occurs in regression diagnostics (see, for example, 

Atkinson, 1982) and the interesting new entirely computer-driven data-based 

graphical approach to regression modelling due to Cook and Weisberg (1994). 

Modelling per se has been given a corresponding new directional thrust, espe- 

cially through the developments of the generalised linear model (GLM) (McCul- 

lagh and Nelder, 1989; see also Section 5.3.4): another of Efron’s ‘favourite 

dozen’. 

Another marked trend that must deserve mention in these closing pages is 

the increasing interest in statistical methods where sample data are allowed to 

play an interventionalist role in constructing models, determining tests or estima- 

tors, protecting against anomolous eventualities, etc. This body of work includes 

cross-validation, which in its simplest form consists of dividing a set of data into 

two parts, using one to formulate a model or construct an estimator and the other 

to assess the validity of the model or properties of the estimator (Stone, 1978). 

Then there is the development of so-called adaptive procedures for inference 

where not only the value taken by an estimator or test statistic, but its vey.fonn, is 

allowed to depend on the set of data to hand (Hogg (1974)). Addaptive methods 

feature also in the range of modern sampling methods so important in environ- 

mental studies (see, for example, Thompson, 1992; Barnett and Moore, 1997). 

Another aspect of a redirection of emphasis from model to data is found in 

the current concern for robustness: the construction of statistical techniques that, 

when employed on a data set, will lead to valid conclusions (and perhaps not 

widely differing precision) over quite a wide range of possible models for the 

generation of the data. This is illustrated by the use of order statistics in estimating 
a location parameter; for example, by the median, or tri-mean, or a trimmed or 

Winsorized mean (See Huber, 1981; Andrews et al, 1972.) Study of outliers also 

involves allowing an intervensionalist role for the data, both in development of 

method and analysis of data (Barnett and Lewis, 1994). 

In most situations, the methods just described are employed in a classical 

framework-processing just sample data using a frequency-interpretable proba- 

bility concept. But there is a crucial shift of emphasis. Rather than developing and 

justifying a method and then applying it to a set of data, the processes of devel- 

opment, justification and application are not clearly separated in time sequence 

and the very data we wish to analyse may play some role in conducting their 

own cross-examination. 

Amongst the ‘data-interventionalist’ methods, a major thrust is found in what 

are called sample-reuse methods, typified by the jackknive and bootstrap 

procedures: again distinguished by Efron (1 995). In such methods, observations 

and sub-samples may be used many times within the same overall sample in an 

effort to estimate bias or standard errors of estimators: by effectively constructing 
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an empirical sampling distribution from the many sub-sample manifestations of 
the overall sample. A primitive example of the bootstrap approach might be to 

explore the sampling distribution of the sample mean X by repeatedly drawing 
samples of size n - m from an overall random sample of size n and seeing what 

values X,,-m of the sample mean are encountered. (Of course, we know that the 
sample mean is unbiased and can estimate its standard error from the overall 
sample-so bootstrapping is not really of much relevance here. But the example 
illustrates the principle. The literature on sample reuse methods including the 
jackknife and bootstrap, is vast. We cannot hope to do justice to it. Hinkley 
(1983) provides ready access to the basic idea ofjackknife methods; see Schucany 
(1988) or a brief review of more general sample reuse techniques. 

Another field of great interest at the present time is what is termed meta- 
analysis, where we seek to combine various sets of data from separate investiga- 

tions to draw a combined inference on an overarching issue; e.g. on the efficacy 
of a new drug from a set of distinct clinical trials. The approach is much used 
in medical studies. An example on passive smoking is discussed by Biggerstaff 
et al. (1994). Early examples concerned combining the statistical evidence from a 
set of separate laboratories carrying out the same test procedures on an industrial 
product, or a medical procedure. 

This is part of a broader theme of combining information (see Draper et al. 

1992). 

Finally, let us return from the statistical method to the statistical practitioner. 
Whatever the role or methodological emphasis of the statistician, training is 

essential. Continuing and increasing interest is being directed to needs in this area, 
including consultancy, the influences of ‘data analysis’, the demands of modern 
methods and the effects of more powerful and more accessible computing aids. 

See, for example, Anderson and Loynes ( 1987); Barnett (198 1,  19936), Bishop 
(1964), Cox (1968), Deane (1964), Evans (1973) and Spicer (1964). 

What seems most important is that we make every effort to maintain a proper 

balance of emphasis in teaching statistics. On the one hand, the vast strength of 
computers for digesting masses of data is something that the student statistician 
must be taught to understand and exploit. On the other hand, we must help the 
student to recognise the computer for what i t  is-a sophisticated tool, not a 

substitute for thought. We need to develop an intuitive appreciation, a ‘feel’ for 
the import of data. It is debatable to what extent this ‘green fingers’ aspect of the 

subject can be formally taught. It is unlikely to come from a total preoccupation 
with computer-based analyses- wide experience of real-data handling (however 
inefficient in time and effort this might appear) seems to continue to hold out 

the best hope. But apart from questions of instruction in data-processing and 
data-handling, one thing seems incontrovertible. The teaching of statistics must 
continue to place major emphasis on basic principles and concepts, and on their 

implications in the form of practical statistical techniques. Exposure to the range 

of philosophical and conceptional attitudes to statistical theory and practice must 

be an essential ingredient. 
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